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Summary of Changes

Summary of Changes
for SC19-6203-2
for VM/SP Release 3
Programmable Operator Facility
Several enhancements to the programmable operator facility added are:
» Message routing with nicknames
« Remote node availability
« Enhanced text comparison
» EXEC action routines
+ LOG recording and error handling

PER

Problem determination capability is greatly extended and enhanced by the new
CP command, PER.

DASD Block I/0 System Service
The DASD block I/0 system service allows a virtual machine fast,
device-independent asynchronous access to fixed size blocks on CMS format-
ted virtual DASD 1/0 devices.
ocyv
Inter-User Communication Vehicle (IUCV) extensions provide:
+ SEND and REPLY extensions
« An extended mask capability for control interrupts
« An expanded trace capability to record all IUCV operations
« A macro option to initialize the parameter list
+ Support for the DASD block 1/0 system service.
The IBM 3088 Multisystem Communications Unit
The IBM 3088 Multisystem Communications Unit interconnects multiple sys-
tems using block multiplexer channels. The 3088 uses an unshared subchannel

for each unique address and is fully compatible with existing
channel-to-channel adapter protocol.
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CMS IUCYV support

Support for IUCV communication has been introduced into CMS. This sup-
port allows multiple programs within a virtual machine to use JTUCV functions.
Included is the ability to initialize a CMS machine for IUCV communication
and to invoke IUCV functions via new CMS macros. These macros also allow
the user to specify path-specific exits for [IUCV external interrupts.

CMS ABEND exits
A general CMS abnormal exit capability is provided so that user programs may
specify the address of a routine to get control before CMS ABEND recovery
begins. An exit is established and cleared through a new CMS macro.

Enhanced immediate command support.

The immediate command capability of CMS is extended by allowing users to
define their own immediate commands.

Enhanced VSAM support

CMS supports VSE/VSAM Release 3 which includes significant enhancements
designed to improve catalog reliability and integrity while providing additional
serviceability and usability. VSE/VSAM Release 2 is not supported.

Miscellaneous

Changes to the DIAGNOSE zero interface provide the time zone differential
from Greenwich Mean Time.

DIAGNOSE X‘8C’ allows a virtual machine to access device dependent infor-
mation without having to issue a WRITE STRUCTURE FIELD QUERY
REPLY.

CMSSEG has been eliminated and the code was merged into the CMS
Nucleus.

The Remote Spooling Communications Subsystem (RSCS) section of this
manual has been removed as it pertained to RSCS as a component of
VM/370. Now, any reference to RSCS in this manual applies to the RSCS
Networking Programming Product, and information can be found in the

VM /SP Remote Spooling Communications Subsystem Networking Program Ref-
erence and Operations Manual, SH24-5005.

A newly added appendix lists and describes the CMS macros applicable to
VM/SP.

Minor technical and editorial changes have been made throughout this publica-
tion.
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Summary of Changes
for SC19-6203-1
as Updated by SN24-5736

Missing Interrupt Handler

The missing interrupt detector has been extended so that CP not only detects
missing interrupt conditions, but also attempts to correct them. CP informs the
system operator whether or not the corrective action was successful.

To help give you optimum system availability, the missing interrupt handler
allows you to vary the time interval allowed for I/O completion for the sup-
ported devices.

3880 Speed Maiching Buffer (Feature #6560)

The 3880 Speed Matching Buffer Feature for the IBM 3375 uses a 16K-byte
storage buffer to modify the direct access data transfer path between the 3375
and the multiplexer channel. The feature allows attachment of the 3375 Direct
Access Storage Device, with its 1.859 megabytes per second data rate, to block
multiplexer channels with data rates as low as 1.5 megabytes per second, as
well as to high speed multiplexer channels.

Miscellaneous

The Programmable Operator Facility section of this publication has been
rewritten to include minor technical and editorial changes.

Summary of Changes

for SC19-6203-1

for VM/SP Release 2

Programmable Operator Facility
This facility provides the capability to: log messages, suppress messages, redi-
rect messages, execute messages, or preprogram message responses. The
capabilities are under control of an editable message routine table in a CMS
file. :

Inter-User Communication Vehicle (IUCV) enhancements for message handl-
ing are also included.

CMS Nucleus Restructure, and Removal of the CMS Tokenization Eight-Byte
Restriction

The restructured nucleus provides a CMS system that is more flexible and
extendable for development, serviceability, and maintenance purposes.

The eight-byte tokenizer restriction has been removed for parameter passing.

Trace Table Recording Facility

Summary of Changes v



This facility allows service personnel and system programmers to create a
chronological READER spool file of CP trace entries by type, VMBLOK
address, interrupt code, and device address.

Miscellaneous

Minor technical and editorial changes have been made throughout this publica-
tion.
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Preface

Terminology

This publication describes how to debug VM/SP and how to modify, extend, or
implement Control Program (CP) and Conversational Monitor System (CMS)
functions. This information is intended for system programmers, system analysts,
and programming personnel.

This publication consists of three parts and three appendixes.

“Part 1. Control Program (CP)” contains an introductory and functional
description of CP as well as guidance in implementing some CP features.

“Part 2. Conversational Monitor System (CMS)”’ contains an introductory and
functional description of CMS including how CMS handles interrupts and SVCs,
structures its nucleus and its storage, and manages free storage. Information on
saving the CMS system and implementing the Batch Facility is also included.

“Part 3. Debugging with VM/SP” discusses the CP and CMS debugging tools and
procedures to follow when debugging. This part is logically divided into three
sections. The first section, “Introduction to Debugging”, tells you how to identify
a problem and lists guidelines to follow to find the cause. The second section
describes the CP debugging commands and utilities, debugging CP in a virtual
machine, the internal trace table, and restrictions. A detailed description of CP
dump reading is also included. The third section, “Debugging with CMS”,
describes the CMS debugging commands and utilities, load maps, and restrictions
and tells you what fields to examine when reading a CMS dump.

“Appendix A: System/370 Information” describes the System/370 extended PSW
and extended control register usage.

“Appendix B: VM Monitor Tape Format and Contents” describes the format and
contents of data records for classes and codes of MONITOR CALL.

“Appendix C: CMS Macro Library” lists and describes the CMS macros applica-
ble to VM/SP.

Some of the following convenience terms are used throughout this publication:

« Throughout this publication, the term “VM/SP” refers to the VM/SP program
package when you use it in conjunction with VM/370 Release 6. The terms
“CP” and “CMS?” refer to the VM/370 components enhanced by the func-
tions included in the VM/SP package. Any reference to “RSCS,” unless oth-
erwise noted, is to the RSCS Networking Program Product (5748-XP1). Any
reference to “IPCS,” unless otherwise noted, is to the IPCS Extended Program
Product (5748-SAl).

When you install and use VM/SP in conjunction with the VM/SP Release 6
System Control Program (SCP), it becomes a functional operating system that
provides extended features to the Control Program (CP) and Conversational
Monitor System (CMS) components of VM/370 Release 6. VM/SP adds no
additional functions to the Remote Spooling Communications Subsystem
(RSCS) and the Interactive Problem Control System (IPCS) components of
VM/370. However, you can appreciably expand the capabilities of these
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components in a VM/SP system by installing the RSCS Networking program
product (5748-XP1) and the VM/IPCS Extension program product
(5748-SA1).

Unless otherwise noted, the term VSE refers to the combination of the
DOS/VSE system control program and the VSE/Advanced Functions program
product. In certain cases, the term DOS is still used as a generic term. For
example, disk packs initialized for use with VSE or any predecessor DOS or
DOS/VSE system may be referred to as DOS disks.

The DOS-like simulation environment provided under the CMS component of
the VM/System Product, continues to be referred to as CMS/DOS.

Unless otherwise noted, the term “EXEC” refers to EXECs using the System
Product Interpreter, EXEC 2, or CMS EXEC languages.

Unless otherwise noted, the term “System/370’ applies to the 4300 and 303X
processors.

The following terms in this publication refer to the indicated support devices:
“2305” refers to IBM 2305 Fixed Head Storage, Models 1 and 2.

“3262” refers to the IBM 3262 Printer, Models 1, 5, and 11.

“3270” refers to a series of display devices, namely, the IBM 3275, 3276 (re-

ferred to as a Controller Display Station), 3277, 3278, and 3279 Display
Stations. A specific device type is used only when a distinction is required

‘between device types.

Information about display terminal usage also applies to the IBM 3138, 3148,
and 3158 Display Consoles when used in display mode, unless otherwise noted.

Any information pertaining to the IBM 3284 or 3286 Printer also pertains to
the IBM 3287, 3288, and 3289 printers, unless otherwise noted.

“3330” refers to the IBM 3330 Disk Storage, Models 1, 2, or 11; the IBM
3333 Disk Storage and Control, Models 1 or 11; and the 3350 Direct Access
Storage operating in 3330 compatibility mode.

“3340" refers to the IBM 3340 Direct Access Storage Facility and the 3344
Direct Access Storage.

“3350” refers to the IBM 3350 Direct Access Storage Device when used in
native mode. ‘

“3375” refers to the IBM 3375 Direct Access Device.

“3380” refers to the IBM 3380 Direct Access Storage. The Speed Matching
Buffer Feature (No. 6550) for the 3380 supports the use of extended
count-key-data channel programs.

“3430” refers to the IBM 3430 Magnetic Tape Subsystem.

“370X” refers to IBM 3704 and 3705 Communications Controllers.



o ‘“3705” refers to the 3705 I and the 3705 II unless otherwise noted.

e 27417 refers to the IBM 2741 and the IBM 3767, unless otherwise specified.
¢ “3066” refers to the IBM 3066 System Console.

o ‘3800 refers to the IBM 3800 Printing Subsystem.

o “3081” refers to the IBM 3081 Processor Unit model D16.

e ‘3088 refers to the IBM 3088 Multisystem Communications Unit (MCU)
Models 1 and 2.

o %4245 refers to the IBM 4245 Line Printer.

o “4250” refers to the IBM 4250 Printer.

An expanded glossary is available in the Virtual Machine/System Product: Library
Guide and Master Index, GC19-6207.

Knowledge of Assembler Language and experience with programming concepts
and techniques are prerequisite to using this publication.

References to a program that produces a standalone dump occur in several places
in this publication. One such program is the BPS Storage Print program, Program
No. 360P-UT-056.

Prerequisite Publications

IBM System/360 Principles of Operation, GA22-6821
IBM System/370 Principles of Operation, GA22-7000

Virtual Machine/System Product: Operating Systems in a Virtual Machine,
GC19-6212

Corequisite Publications

Knowledge of the commands and system functions of CP, CMS, and RSCS is
corequisite.

Virtual Machine/System Product:
Planning Guide and Reference, SC19-6201
Installation Guide, SC24-5237
CP Command Reference for General Users, SC19-6211
CMS Command and Macro Reference, SC19-6209
CMS User’s Guide, SC19-6210
Operator’s Guide, SC19-6202

Terminal Reference, SC19-6206
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Supplemental Publications

X

0S/VS Data Management Macro Instructions, GC26-3793
OS/VS Supervisor Service and Macro Instructions, GC27-6979
IBM 2821 Control Unit Component Description, GA24-3312

IBM 3211 Printer, 3216 Interchangeable Train Cartridge, and 3811 Printer Control
Unit Component Description and Operator’s Guide, GA24-3543

IBM 3262 Printers 1 and 11 Component Description, GA24-3733

IBM 3270 Information Display System Library User’s Guide, GA23-0058

VM/SP System Programmer’s Guide

OS/VS Linkage Editor and Loader, GC26-3813
Introduction to the IBM 3704 and 3705 Communications Controllers, GA27-3051
IBM 3704 and 3705 Communications Controllers Operator’s Guide, GA27-3055

IBM Virtual Machine Facility/370: Performance/Monitor Analysis Program,
SB21-2101

OLTSEP and Error Recording Guide, SC19-6205

This publication contains a description of CPEREP. CPEREP is a CMS command
that invokes OS/VS EREP operands to produce statistical reports from error
recording data of hardware and software errors.

Environmental Recording Editing and Printing (EREP) Program, GC28-1178

This publication contains a detailed description of the CPEREP operands, and is
required in order to make use of CPEREP.

VM/SP Remote Spooling Communications Subsystem Networking Program Refer-
ence and Operations Manual, SH24-5005

VM /SP Data Areas and Control Block Logic,
Volume 1 Control Program (CP), 1LY24-5220
Volume 2 Conversational Monitor System (CMS), LY24-5221
VM /SP System Logic and Problem Determination,
Volume 1 Control Program (CP), LY20-0892
Volume 2 Conversational Monitor System (CMS), LY20-0893
VM / SP Remote Spooling Communication Subsystem Networking Logic, 1.Y24-5208
If the IBM 3767 Communication Terminal is used by the system programmer as a

virtual machine console, the IBM 3767 Operator’s Guide, GA18-2000 is also a
corequisite publication.



If the IBM 3850 Mass Storage System is attached to the VM/SP system, the fol-
lowing are corequisite publications:

IBM 3850 Mass Storage System (MSS) Introduction and Preinstallation Plan-
ning, GA32-0038

OS/VS Message Library: Mass Storage System (MSS) Messages, GC38-1000

IBM 3850 Mass Storage System (MSS) Principles of Operation: Theory,
GA32-0035

IBM 3850 Mass Storage System (MSS) Principles of Operation: Reference,
GA32-0036

OS/VS Mass Storage System (MSS) Services: General Information, GC35-0016

OS/VS Mass Storage System (MSS) Services: Reference Information,
GC35-0017

Operator’s Library: IBM 3850 Mass Storage System (MSS) Under OS/VS,
GC35-0014.

Note: References in text to titles of corequisite VM/SP publications are given in
abbreviated form.
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Part 1. Control Program (CP)

Part 1 contains the following information:

« Introduction to VM/SP

« Program States

« Using Processor Resources

o Interruption Handling

« Functional Information

« Performance Guidelines

« Virtual Machine Assist Feature

¢ VM/370 Extended Control-Program Support

« VM/VS Handshaking

« Performance Observation and Analysis

« Accounting Information

+ Generating Named Systems and Saving Systems
o The Virtual Machine Communication Facility

o The Inter-User Communications Vehicle

« SNA Virtual Console Support

« The Message System Service

« The DASD Block I/O System Service

« The Special Message Facility

« The Single Image Consol Facility

e VM/SP Use of the IBM 3850 MSS

« The Logical Device Support Facility

¢ Timers

« CP in Attached Processor and Multiprocessor Modes
« DIAGNOSE Instruction

o CP Conventions

« How To Add a Console Function

»  How To Add a New Print or Forms Buffer Image
« The IBM 3800 Printing Subsystem

o Journaling Logon, Autolog, and Link Commands
« Suppressing Passwords
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VM/SP

The VM/SP Control Program manages the resources of a single computer in such a
manner that multiple computing systems appear to exist. Each ‘“‘virtual” computing
system, or virtual machine, is the functional equivalent of an IBM System/370.

A virtual machine is configured by recording appropriate information in the
VM/SP directory. The virtual machine configuration includes counterparts of the
components of a real IBM System/370:

« A virtual operator’s console
« Virtual storage

» A virtual processor

»  Virtual I/0 devices

CP makes these components appear real to whichever operating system is control-
ling the work flow of the virtual machine.

The virtual machines operate concurrently via multiprogramming techniques. CP
overlaps the idle time of one virtual machine with execution in another.

Each virtual machine is managed at two levels. The work to be done by the virtual
machine is scheduled and controlled by some System/360 or System/370 operat-
ing system. The concurrent execution of multiple virtual machines is managed by
the Control Program. -

VM/SP performs some functions differently when running in attached processor or
multiprocessor mode. For a description of the additional processing performed, see
the VM/SP System Logic and Problem Determination Guide.

Introduction to the VM/SP Control Program
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A virtual machine is created for a user when he logs on VM/SP, on the basis of
information stored in his VM/SP directory entry. The entry for each user identifi-
cation includes a list of the virtual input/output devices associated with the partic-
ular virtual machine.

Additional information about the virtual machine is kept in the VM/SP directory
entry. Included are the VM/SP command privilege class, accounting data, normal
and maximum virtual storage sizes, dispatching priority, and optional virtual
machine characteristics such as extended control mode.

The Control Program supervises the execution of virtual machines by permitting
only problem state execution except in its own routines, and receiving control after
all real computing system interrupts. CP intercepts each privileged instruction and
simulates it if the current program status word of the issuing virtual machine indi-
cates a virtual supervisor state; if the virtual machine is executing in virtual prob-
lem state, the attempt to execute the privileged instruction is reflected to the virtual
machine as a program interrupt. All virtual machine interrupts (including those
caused by attempting privileged instructions) are first handled by CP, and are
reflected to the virtual machine if a similar interrupt would have occurred on a real
machine.



Virtual Machine Time Management

The real processor simulates multiple virtual processors. Virtual machines that are
executing in a conversational manner are given access to the real processor more
frequently than those that are not; these conversational machines are assigned the
smaller of two possible time slices. CP determines execution characteristics of a
virtual machine at the end of each time slice on the basis of the recent frequency of
its console requests or terminal interrupts. The virtual machine is queued for sub-
sequent processor use according to whether it is a conversational or nonconversa-
tional user of system resources.

A virtual machine can gain control of the processor only if it is not waiting for
some activity or resource. The virtual machine itself may enter a virtual wait state
after an input/output operation has begun. The virtual machine cannot gain con-
trol of the real processor if it is waiting for a page of storage, if it is waiting for an
input/output operation to be translated and started, or if it is waiting for a CP
command to finish execution.

A virtual machine can be assigned a priority of execution. Priority is a parameter
affecting the execution of a particular virtual machine as compared with other vir-
tual machines that have the same general execution characteristics. Priority is a
parameter in the virtual machine’s VM/SP directory entry. The system operator
can reset the value with the privilege class A SET PRIORITY command.

Virtual Machine Storage Management

The normal and maximum storage sizes of a virtual machine are defined as part of
the virtual machine configuration in the VM/SP directory. You may redefine vir-
tual storage size to any value that is a multiple of 4K and not greater than the max-
imum directory-defined value. VM/SP implements this storage as virtual storage.
The storage may appear as paged or unpaged to the virtual machine, depending
upon whether or not the extended control mode option was specified for that virtu-
al machine. This option is required if operating systems that control virtual storage,
such as OS/VS1, VM/370 or VM/SP are run in the virtual machine.

Storage in the virtual machine is logically divided into 4096-byte areas called pages.
A complete set of segment and page tables is used to describe the storage of each
virtual machine. These tables are updated by CP and reflect the allocation of vir-
tual storage pages to blocks of real storage. These page and segment tables allow
virtual storage addressing in a System/370 machine. Storage in the real machine is
logically and physically divided into 4096-byte areas called page frames.

Only referenced virtual storage pages are kept in real storage, thus optimizing real
storage use. Further, a page can be brought into any available page frame; the
necessary relocation is done during program execution by a combination of VM/SP
and dynamic address translation on the System/370. The active pages from all
logged on virtual machines and from the pageable routines of CP compete for
available page frames. When the number of page frames available for allocation
falls below a threshold value, CP determines which virtual storage pages currently
allocated to real storage are relatively inactive and initiates suitable page-out oper-
ations for them.

CP keeps track of where each virtual machine’s page zero resides. The normal way

CP does this is to issue a TRANS macro, that checks for page residency (LRA)
and demands a page-in if the page is not in real storage. CP checks an in-storage
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pointer in the VMBLOK; the pointer contains the address of the virtual machine’s
page zero if the page is resident. If the page is resident, CP bypasses issuing the
TRANS macro, thus eliminating unnecessary LCTL and LRA instructions.

Inactive pages are kept on a direct access storage device. If an inactive page has
been changed at some time during virtual machine execution, CP assigns it to a
paging device, selecting the fastest such device with available space. If the page
has not changed, it remains allocated in its original direct access location and is
paged into real storage from there the next time the virtual machine references that
page. A virtual machine program can use the DIAGNOSE instruction to tell CP
that the information from specific pages of virtual storage is no longer needed; CP
then releases the areas of the paging devices which were assigned to hold the speci-
fied pages.

Paging is done on demand by CP. This means that a page of virtual storage is not
read (paged) from the paging device to a real storage block until it is actually
needed for virtual machine execution. CP makes no attempt to anticipate what
pages might be required by a virtual machine. While a paging operation is per-
formed for one virtual machine, another virtual machine can be executing. Any
paging operation initiated by CP is transparent to the virtual machine.

If the virtual machine is executing in extended control mode with translate on, then
two additional sets of segment and page tables are kept. The virtual machine oper-
ating system is responsible for mapping the virtual storage created by it to the stor-
age of the virtual machine. CP uses this set of tables and the page and segment
tables created for the virtual machine at logon time to build shadow page tables for
the virtual machine. These shadow tables map the virtual storage created by the
virtual machine operating system to the storage of the real computing system. The
tables created by the virtual machine operating system may describe any page and
segment size permissible in the IBM System/370.

Storage keys protect information in real storage from unauthorized use. A storage
key contains a four bit control field that is associated with an area of real storage.
When VM/SP is executing natively, each 2K area of storage is protected by one
storage key.

VM/SP contains support that allows it to execute as a guest virtual machine on a
processor that uses single key real storage frames. Single key storage frames asso-
ciate one storage key for each 4K area of storage. VM/SP does not run natively
on processors that have single key storage frames; however, under control of the
VM/SP High Performance Option program product, VM/SP executes as a guest
virtual machine operating system.

When VM/SP High Performance Option (Release 2 or subsequent release) is con-
trolling the processor equipped with single key storage frames, the program product
simulates for the guest, virtual storage that resembles the type of real storage
installed on the processor. If the storage simulated for the VM/SP guest requires
4K storage protection keys, VM/SP issues two key instructions to the referenced
storage frame.

VM/SP provides both fetch and store protection for real storage. The contents of
real storage are protected from destruction or misuse caused by erroneous or unau-



thorized storing or fetching by the program. Storage is protected from improper
storing or from both improper storing and fetching, but not from improper fetching
alone.

When protection applies to a storage access, the key in storage is compared with
the protection key associated with the request for storage access. A store or fetch
is permitted only when the key in storage matches the protection key.

When a store access is prohibited because of protection, the contents of the pro-
tected location remain unchanged. On fetching, the protected information is not
loaded into an addressable register, moved to another storage location, or provided
to an I/0O device.

When a processor access is prohibited because of protection, the operation is sup-
pressed or terminated, and a program interruption for a protection exception takes
place. When a channel access is prohibited, a protection-check condition is indi-
cated in the channel status word (CSW) stored as a result of the operation.

When the access to storage is inhibited by the processor, and protection applies, the
protection key of the processor occupies bit positions 8-11 of the PSW. When the
reference is made by a channel, and protection applies, the protection key associ-
ated with the I/0 operation is used as the comparand. The protection key for an
I/0 operation is specified in bit positions 0-3 of the channel-address word (CAW)
and is recorded in bit positions 0-3 of the channel status word (CSW) stored as a
result of the I/O operation.

To use fetch protection, a virtual machine must execute the Set Storage Key (SSK)
instruction referring to the data areas to be protected, with the fetch protect bit set
on in the key. VM/SP subsequently:

1. Checks for a fetch protect violation in handling privileged and nonprivileged
instructions.

2. Saves and restores the fetch protect bit (in the virtual storage key) when writ-
ing and recovering virtual machine pages from the paging device.

3. Checks for a fetch protection violation on a write CCW (except for spooling or
console devices).

The CMS nucleus resides in a shared segment. This presents a special case for
storage protection since the nucleus must be protected and still shared among many
CMS users. In order to protect the CMS nucleus in the shared segment, user pro-
grams and disk-resident CMS commands run with a different key than the nucleus
code.
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Figure 2. 2K Storage Protection Key

The system operator may assign the reserved page frames option to a single virtual
machine. This option, specified by the SET RESERVE command, assigns a specif-
ic amount of the storage of the real machine to the virtual machine. CP dynam-
ically builds up a set of reserved real storage page frames for this virtual machine
during its execution until the maximum number "reserved" is reached. Since the
pages of other virtual machines are not allocated from this reserved set, the effect is
that most of the active pages of the selected virtual machine remain in real storage.

During CP system generation, the installation may specify an option called
virtual=real. With this option, the virtual machine’s storage is allocated directly
from real storage at the time the virtual machine logs on (if it has the
VIRT=REAL option in its directory entry). All pages except page zero are allo-
cated to the corresponding real storage locations. In order to control the real com-
puting system, real page zero must be controlled by CP. Consequently, the real
storage size must be large enough to accommodate the CP nucleus, the entire virtu-
al=real virtual machine, and the remaining pageable storage requirements of CP
and the other virtual machines.

The virtual=real option improves performance in the selected virtual machine since
it removes the need for CP paging operations for the selected virtual machine. The
virtual=real option is necessary whenever programs that contain dynamically modi-
fied channel programs (excepting those of OS ISAM and OS/VS TCAM Level 5)
are to execute under control of CP.



Virtual Storage Preservation

VMSAVE Option

During CP system generation, the installation can specify an option called the
“Small CP Option”. The Small CP option removes some of the normally resident
CP nucleus functions that support remote CP. This effectively reduces the size of
the resident CP nucleus, making more storage available for the area where virtual
machine pages reside.

The Small CP option improves performance in environments where the real
processor storage size is 512K bytes or less.

Virtual storage preservation support is designed to preserve the contents of a virtu-
al machine if the system operator forces the machine off the system, if VM/SP
abnormally terminates it, or if VM/SP itself abnormally terminates.

The user can specify at VM/SP system generation time which virtual machines are
to be saved. The contents of these virtual machines are saved in DASD space that
the VM/SP system programmer must previously allocate via the NAMESYS
macro. The user can force a priority for the order in which multiple virtual
machines are saved; he does this through the SAVESEQ operand of the
NAMESYS macro. The saved virtual machine is restored to the user via the IPL
command. Normal recovery procedures or problem analysis for the saved virtual
machine may then be initiated by the user. To preserve its privacy and security, the
automatically saved virtual machine is made available only to previously specified
users. This saved virtual machine can be loaded into either a V=R or a normal
non-Y=R machine.

Subject to certain restraints, the user can dynamically control the option to save or
not to save the contents of the virtual machine (VMSAVE), and in which DASD
area to save them (if there is more than one DASD area). If the user has a single
DASD area defined, VMSAVE can be enabled either by the VMSAVE directory
option or by the SET VMSAVE ON command. A single VMSAVE area can be
designated for use by multiple virtual machines. However, the area is allocated to
only one user at a time; the user who first enables VMSAVE has priority. Normal
logoff, or invoking the SET VMSAVE OFF command relinquishes this VMSAVE
area.

The user with multiple DASD areas allocated must issue the SET VMSAVE name
command to enable the VMSAVE option. The SET VMSAVE OFF command
disables the VMSAVE option. Also, to relinquish the VMSAVE area, the user
may issue the SET VMSAVE OFF command, or logoff, or issue the SET
VMSAVE name command specifying another area. The DASD save area can only
be relinquished by the owner of the data of the save area if data is stored in it. If
there is a saved system in the DASD area, the way to relinquish the area is for the
owner of the saved area to logon and issue the SET VMSAVE name command for
that area, then issue SET VMSAVE OFF command or LOGOFF.

The current status of the VMSAVE option (ON or OFF) can be obtained from the
QUERY SET command. The QUERY VMSAVE command displays the current
status of the VMSAVE option, the names of the areas allocated for the user, the
page frames of each area, and the date and time that their contents were saved.
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If the VMSAVE option is enabled when conditions of termination other than
normal LOGOFF occur (such as a VM/SP abend and restart), the pages of the vir-
tual machine specified are saved in the previously allocated DASD area in the order
specified at system generation time by NAMESYS macro values in DMKSNT.

After a virtual machine termination or a VM/SP abend in which virtual machine
contents were saved by the VMSAVE option, the IPL command initiated for the
designated VMSAVEd system by a logged-on user brings a page image copy of a
saved virtual machine into an active virtual machine, but does not give the saved
virtual machine control. The copy can always be dumped; however, it may or may
not be executable.

The V=R area (if active) of the real machine is preserved if the system is perform-
ing a warm start. The V=R area is cleared if the system terminates to a hard wait
state or if a different V=R user logs on.

The SAVESEQ operand of the NAMESYS macro allows the user to force a priori-
ty in the saving order of multiple virtual machines. (The NAMESYS macro is
described in detail in the VM/SP Planning Guide and Reference.) The priority is
determined by number. The lower the number, the higher the priority. If two vir-
tual machines have the same priority, and both have the VMSAVE option enabled,
they are saved in the order in which they enabled VMSAVE. A sequence of
VMSAVE disable followed by a VMSAVE enable causes a virtual machine to be
the last one on the chain -- that is, last among the other virtual machines that have
the same SAVESEQ priority value.

If a high priority of SAVESEQ is specified for the production virtual machine, and
lower or equal priorities are specified for other virtual machines, the production
machine is saved first; other virtual machines are saved in the order in which the
virtual machines logged onto the system.

If different values of SAVESEQ are specified for each user (the range is 0-255),

_ the priority of saving order for each virtual machine is predictable, depending on

VMSAVE Areas

Target Areas
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which users are logged on when an abend occurs.

The VM/SP FORMAT/ALLOCATE program must format DASD space used for
VMSAVE areas before any user can store into the area. Detailed information on
using the FORMAT/ALLOCATE program is contained in the VM/SP Operator’s
Guide.

You can specify multiple VMSAVE target areas for a single user; you do this by
including in the DMKSNT module more than one NAMESYS macro with the same
USERID=operand. Different target areas are required if a user wishes to IPL a
VMSAVE system and have the VMSAVE option enabled at the same time. Once
the VMSAVE is enabled, the area referred to cannot be referenced by the IPL
command until a recovery operation has been effected. Similarly, if a VMSAVE
area currently contains a saved system, it can be released only by the user who



Overlapping Areas

Other Saved Systems

caused the system to be stored there. That area cannot be the VMSAVE target
area referred to by a VMSAVE enable from another user until the stored system
has been released.

The system programmer, at his option, can specify overlapping DASD areas for
VMSAVE target areas through NAMESYS macro specifications. However, if two
areas overlap, they must start at the same physical cylinder and page. They can
end at different locations if the areas are of different lengths. Overlapping areas
are useful for different environments of the same user, and they are also valid as
VMSAVE target areas for different users.

Only one user can be using the area (for IPL or for a VMSAVE target area) at any
one time. In addition, if one user has caused a virtual machine to be stored into an
area, no other user can access that area. The user also cannot issue the SET
VMSAVE command with that area as the VMSAVE target area, until the user who
caused the virtual machine to be stored does the following:

+ Enables VMSAVE to that area via the SET command, which effectively clears
the area.

« Releases the area by issuing a SET VMSAVE command to another area, a SET
VMSAVE OFF, a DEFINE STORAGE, or a normal LOGOFF process.

Only when the area has been cleared and released in this manner is it available for
other users.

For overlapping target areas, the user must load a system that has the same name
that it was saved under. This ensures that the page range returned with the load is
the same as the one stored by VMSAVE.

Only when the complete page range specified has been saved does the area become
valid and available. If an error occurs in the middle of a save operation, the area is
not valid, and therefore is not retrievable.

The user cannot force a save directly. The MESSAGE command may be used to
ask the operator to force the user off the system. The FORCE command causes an
automatic save, assuming that VMSAVE is enabled. The user can also disconnect
with a READ pending. After 15 minutes the system logs off the user, causing an
automatic save if VMSAVE is enabled.

Systems loaded by name under VM/SP must be saved by the SAVESYS command
under VM/SP. Because of control block changes, systems saved under other
releases of VM/370 are not loaded properly on VM/SP. Conversely, systems
saved on VM/SP will not load properly on a system that does not have this product
installed.

Virtual Machine 1/ O Management

A real disk device can be shared among multiple virtual machines. Virtual device
sharing is specified in the VM/SP directory entry or by a user command. If speci-
fied by the user, an appropriate password may have to be supplied before gaining
access to the virtual device. A particular virtual machine may be assigned
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read-only or read/write access to a shared disk device. CP checks each virtual
machine input/output operation against the parameters in the virtual machine con-
figuration to ensure device integrity.

Virtual Reserve/Release support can be used to further enhance device integrity
for data on shared minidisks. Reserve/Release operation codes are simulated on a
virtual basis for minidisks, including full-extent minidisks. For details on
Reserve/Release support, refer to the VM/SP System Logic and Problem Determi-
nation Guide, Volume 1.

The virtual machine operating system is responsible for the operation of all virtual
devices associated with it. These virtual devices may be defined in the VM/SP
directory entry of the virtual machine, or they may be attached to (or detached
from) the virtual machine’s configuration, dynamically, for the duration of the ter-
minal session. Virtual devices may be dedicated, as when mapped to a fully equiv-
alent real device; shared, as when mapped to a minidisk or when specified as a
shared virtual device; or spooled by CP to intermediate direct access storage.

In a real machine, input/output operations are normally initiated when a problem
program requests the operating system to issue a START I/O instruction to a spe-
cific device. Device error recovery is handled by the operating system. In a virtual
machine, the operating system can perform these same functions, but the device
address specified and the storage locations referenced are both virtual. It is the
responsibility of CP to translate the virtual specifications to real.

In addition, the interrupts caused by the input/output operation are reflected to the
virtual machine for its interpretation and processing. If input/output errors occur,
CP records them but does not initiate error recovery operations. The virtual
machine operating system must handle error recovery, but does not record the error
(if SVC 76 is used).

In an attached processor environment, virtual I/O can be initiated by either
processor; however, all real I/0 requests must be executed by the main processor,
and all I/O interrupts must be received on the main processor (the processor with
I/0 capability). Any I/O requests by the attached processor (the processor with-
out I/O capability) are transferred to the main processor.

In a multiprocessor environment, both processors have real I/O capability. If
either processor receives an I/O request, that processor attempts to initiate I/0
operations. If none of the online paths from the executing processor to the
required device are available, that processor queues the I/O request on all busy and
scheduled paths to the device; both its own and the alternate paths to the device
from the second processor. If there is no online path from the executing processor,
that processor queues the 1/0 request on the first online and available path for the
second processor, as well as on all busy or scheduled paths from that processor.

Input/output operations initiated by CP for its own purposes (paging and
spooling), are performed directly and are not subject to translation.

Virtual machines may access data on MSS mass storage volumes using that virtual

machine’s standard 3330 device support. MSS cylinder faults, and associated asyn-
chronous interruptions, are transparent to the virtual machine in this situation.
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Dedicated Channels

Spooling Functions

In most cases, the I/O devices and control units on a channel are shared among
many virtual machines as minidisks and dedicated devices, and shared with CP sys-
tem functions such as paging and spooling. Because of this sharing, CP has to
schedule all the I/O requests to achieve a balance between virtual machines. In
addition, CP must reflect the results of the subsequent I/O interruption to the
appropriate storage areas of each virtual machine.

By specifying a dedicated channel (or channels) for a virtual machine via the Class
B ATTACH CHANNEL command, the CP channel scheduling function is
bypassed for that virtual machine. A virtual machine assigned a dedicated channel
has that channel and all of its devices for its own exclusive use. CP translates the
virtual storage locations specified in channel commands to real locations and per-
forms any necessary paging operations, but does not perform any device address
translations. The virtual device addresses on the dedicated channel must match the
real device addresses; thus, a minidisk cannot be used.

A virtual unit record device, which is mapped directly to a real unit record device, is
said to be dedicated. The real device is then controlled completely by the virtual
machine’s operating system.

CP facilities allow multiple virtual machines to share unit record devices. Since vir-
tual machines controlled by CMS ordinarily have modest requirements for unit
record input/output devices, such device sharing is advantageous, and it is the
standard mode of system operation.

Spooling operations cease if the direct access storage space assigned to spooling is
depleted, and the virtual unit record devices appear in a not-ready status. The sys-
tem operator or the spooling operator may make additional spooling space available
by purging existing spool files or by assigning additional direct access storage space
to the spooling function. The spooling operator can use the class D SPTAPE com-
mand to retrieve spool files from tape for output processing when spooling space
requirements are not critical. See the description of the SPTAPE command in the
VM /SP Operator’s Guide for further information.

Specific files can be transferred from the spooled card punch or printer of a virtual
machine to the card reader of the same or another virtual machine. Files trans-
ferred between virtual unit record devices by the spooling routines are not phys-
ically punched or printed. With this method, files can be made available to multiple
virtual machines, or to different operating systems executing at different times in
the same virtual machine.

Files may also be spooled to remote stations via the Remote Spooling Communi-
cations Subsystem (RSCS), a program product of VM/SP.

CP spooling includes many desirable options for the virtual machine user and the
real machine operator. These options include printing multiple copies of a single
spool file, backspacing any number of printer pages, and defining spooling classes
for the scheduling of real output. Each output spool file has, associated with it, a
136-byte area known as the spool file tag. The information contained in this area
and its syntax are determined by the originator and receiver of the file. For exam-
ple, whenever an output spool file is destined for transmission to a remote location
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Spool File Recovery

Warm Start

Checkpoint Start

via the Remote Spooling Communications Subsystem, RSCS expects to find the
destination identification in the file tag. Tag data is set, changed, and queried using
the CP TAG command.

It is possible to spool terminal input and output. All data sent to the terminal,
whether it be from the virtual machine, the control program or the virtual machine
operator, can be spooled. Spooling is particularly desirable when a virtual machine-
is run with its console disconnected. Console spooling is usually started via the
command

SPOOL CONSOLE START

An exception to this is when a system operator logs on using a graphics device. In
this instance, console spooling is automatically started and continues in effect even
if the system operator should disconnect from the graphics device and log on to a
nongraphic device. In order to stop automatic console spooling, the system opera-
tor must issue the command

SPOOL CONSOLE STOP

If the system should suffer an abnormal termination, there are three degrees of
recovery for the system spool files; warm start (WARM), checkpoint start (CKPT),
and force start (FORCE). Warm start is automatically invoked if SET DUMP
AUTO is in effect. Otherwise, the choice of recovery method is selected when the
following message is issued:

hh:mm:ss START ((COLD|WARM|CKPT |FORCE) (DRAIN)) | (SHUTDOWN) :

Note that a cold (COLD) start does not recover any spool files.

After a system failure, the warm start procedure copies spool file, accounting, and
system message data to the warm start area on the IPLed system residence volume.
When the system is reloaded, this information is retrieved and the spool file chains
and other system data are restored to their original status. If the warm start proce-
dure cannot be implemented because certain required areas of storage are invalid,
the operator is notified to take other recovery procedures.

Any new or revised status of spool file blocks, spooling devices, and spool hold
queue blocks is dynamically copied to the checkpoint area on the IPLed system res-
idence volume as it occurs. When a checkpoint (CKPT) start is requested, this is
the information that is used to recreate the spool file chains. It differs from warm
start data in that only spool file data is restored; accounting and system messages
information is not recovered. Also, the order of spool files on any particular
restored chain is not the original sequence but a random one.
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Force Start

CP Commands

A force start is required when checkpoint start encounters I/O errors while reading
files, or invalid data. The procedure is the same as for checkpoint start except that
unreadable or invalid files are bypassed.

The CP commands allow you to control the virtual machine from the terminal,
much as an operator controls a real machine. Virtual machine execution can be
stopped at any time by using the 3066 terminal’s attention key or the 3270 termi-
nal’s ENTER or PA1 key. Execution can be restarted by entering the appropriate
CP command. External, attention, and device ready interrupts can be simulated on
the virtual machine. Virtual storage and virtual machine registers can be inspected
and modified, as can status words such as the PSW and the CSW. Extensive trace
facilities are provided for the virtual machine, as well as a single-instruction mode.
Commands are available to invoke the spooling and disk sharing functions of CP.

CP commands are classified by privilege classes. The VM/SP directory entry for
each user assigns one or more privilege classes. The classes are primary system
operator (class A), system resource operator (class B), system programmer (class
C), spooling operator (class D), system analyst (class E), service representative
(class F), and general user (class G). Commands in the system analyst class may
be used to inspect real storage locations, but may not be used to make modifica-
tions to real storage. Commands in the operator class provide real resource control
capabilities. System operator commands include all commands related to virtual
machine performance options, such as assigning a set of reserved page frames to a
selected virtual machine. For descriptions of all the CP commands, see the VM/SP
CP Command Reference for General Users and the VM /SP Operator’s Guide.
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Program States

When instructions in the Control Program are being executed, the real computer is
in the supervisor state; at all other times, when running virtual machines, the real
computer is in the problem state. Therefore, privileged instructions cannot be exe-
cuted by the virtual machine. Programs running on a virtual machine can issue
privileged instructions; but such an instruction either (1) causes an interruption that
is handled by the Control Program, or (2) is intercepted and handled by the
processor, if the virtual machine assist feature or VM /370 Extended
Control-Program Support is enabled and supports that instruction. CP examines
the operating status of the virtual machine PSW. If the virtual machine indicates
that it is functioning in supervisor mode, the privileged instruction is simulated
according to its type. If the virtual machine is in problem mode, the privileged
interrupt is reflected to the virtual machine,

Only the Control Program may operate in the supervisor state on the real machine.
All programs other than CP operate in the problem state on the real machine. All
user interrupts, including those caused by attempted privileged operations, are han-
dled by either the control program or the processor (if the virtual machine assist
feature or VM/370 Extended Control-Program Support is available). Only those
interrupts that the user program would expect from a real machine are reflected to
it. A problemr program executes on the virtual machine in a manner identical to its
execution on a real System/370 processor, as long as the problem program does
not violate the CP restrictions. CP restrictions are documented in the VM /SP
Planning Guide and Reference.
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Using Processor Resources

Queue 1

Queue 2

CP allocates the processor resource to virtual machines according to their operating
characteristics, priority, and the system resources available.

Virtual machines are dynamically categorized at the end of each time slice as inter-
active or noninteractive, depending upon the frequency of operations to or from
either the virtual system console or a terminal controlled by the virtual machine.

Virtual machines are dispatched from one of three queues, called Queue 1, Queue
2, and Queue 3. In order to be dispatched from a queue, a virtual machine must be
considered executable (that is, not waiting for some activity or for some other sys-
tem resource). Virtual machines are not considered dispatchable if the virtual
machine: :

« Enters a virtual wait state after an I/O operation has begun.

-« Is waiting for a page frame of real storage.

« - Is waiting for an I/O operation to be translated by CP and started.
« Is waiting for CP to simulate its privileged instructions.
« Is waiting for a CP console function to be performed.

Virtual machines in Queue 1 (Q1) are considered conversational or interactive
users, and enter this queue when an interrupt from a terminal is reflected to the vir-
tual machine. The Q1 virtual machines are ordered by their deadline priorities in
the dispatch list. A deadline priority is a value calculated by the fair share schedul-
er every time a user is dropped from a queue (queue drop time). This value is
based on paging activity, processor usage, the load on the system, and user priority.
Deadline priority is used to determine when the user receives his next time slice.

A particular virtual machine’s deadline priority for Q1 is better (earlier) than its
corresponding priority for Q2. The deadline priorities for all Q1 virtual machines
are not necessarily better than the deadline priorities for all Q2 virtual machines.

Virtual machines are dropped from Q1 when they complete their time slice of

processor usage, and are placed in an “eligible list”. Virtual machines entering CP
command mode are also dropped from Q1.

Virtual machines are selected to enter Q2 from a list of eligible virtual machines
(the eligible list). The ordering of virtual machines on the eligible list and the dis-
patch list is determined on the basis of each virtual machine’s deadline priority.
There are two lists of virtual machines in Q2; those in the eligible list and those in
the dispatch list. Both lists are sorted by deadline priority. A particular deadline
priority depends on many factors:

« The time-of-day the virtual machine last dropped from the dispatch list

o The virtual machine’s user priority.
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Deadline Priority

o The current load and number of virtual machines on the system
« The current resource utilization of the virtual machine

A virtual machine enters Q2 only if its working set size is not greater than the
number of real page frames available for allocation at the time. The working set of
a virtual machine is calculated and saved each time a user is dropped from Q2. The
working set size is a function of the number of virtual pages referred to by the vir-
tual machine during its stay in Q2, and the number of its virtual pages that are resi-
dent in real storage at the time it is dropped from the queue.

If the calculated working set of the highest priority virtual machine in the eligible
list is greater than the number of page frames available for allocation, CP continues
to search the eligible list, in deadline priority order, for a virtual machine whose
working set does not exceed the number of available page frames.

When a virtual machine completes its time slice of processor usage, it is dropped
from Q2 and placed in the eligible list according to its deadline priority. When a
virtual machine in Q2 enters CP command mode, it is removed from Q2.

To leave CP mode and return his virtual machine to the eligible list for Q2, a user
can issue a CP command that transfers control to the virtual machine operating sys-
tem for execution (for example, BEGIN, IPL, EXTERNAL, and RESTART).

Virtual machines in Q2 are considered to be noninteractive. In CP, interactive vir-
tual machines (those in Q1), if any, are normally considered for dispatching before
noninteractive virtual machines (Q2). This means that CMS users entering com-
mands that do not involve disk or tape I/0O operations should get fast responses
from the VM/SP system even with a large number of active virtual machines. All
virtual machines (Q1 and Q2) on the dispatch list are ordered by their deadline pri-
ority. There can be many instances where some virtual machines in Q2 are consid-
ered for dispatching before virtual machines in Q1 because of their user priority,
current resource utilization level, or for other reasons.

The deadline priority is calculated at queue drop time by:
deadline priority = TOD + user bias factor
where:

TOD
is the current time of day.

User bias factor
is the user bias ratio * Q2 delay factor

User bias ratio
is less than 1, equal to 1, or greater than 1, depending on the whether the par-
ticular virtual machine is currently receiving less than, equal to, or more than its
specified amount of resources.

16  VM/SP System Programmer’s Guide



Queue 3

CMS BLIP Facility

Q2 delay factor
is calculated dynamically based on configuration and load, and is the average
elapsed time required by a virtual machine to receive an amount of processor
time equal to one Q2 time slice.

For Q1 virtual machines, the scaled bias is divided by 8 (since the Q1 processor
usage time slice is 1/8th the Q2 time slice). The difference between scheduling a
virtual machine in Q1 instead of Q2 is that it receives 1/8th the amount of
processor, 8 times as often. Operating constantly in either queue, a virtual machine
should receive the same amount of processor resources over an extended period of
time. The only preference given Q1 virtual machines is when they are being moved
from the eligible list to the dispatch list. They are moved ahead of Q2 virtual
machines with the same or even slightly better deadline priorities.

Q3 is an extension of Q2 scheduling. It helps to distinguish between
non-interactive virtual machines and those that are frequently switching back and
forth between Q2 and Q1. Virtual machines that have cycled through at least eight
consecutive Q2 processor time slices without a Q1 interaction are labeled Q3. Q3
virtual machines are kept in the same lists (or queues) as Q2 virtual machines and
for most purposes are treated identically. The differences between Q2 and Q3 vir-
tual machines are reflected in their deadline priority calculations and the amounts
of such processor time they are allowed in queue. Q3 virtual machines are allowed
eight consecutive Q2 processor time slices before they are dropped from queue.
Because of the eight-fold increase in processor time allowed each time in queue,
the scaled bias is multiplied by eight before adding to the current time-of-day to
form the deadline priority. Q3 virtual machines should receive eight times as much
processor time each time in queue as Q2 virtual machines, but only 1/8th as often.

To reiterate the Q1/Q2 statement, which is also true for Q2/Q3: Operating con-
stantly in any queue, a virtual machine should receive the same amount of process-
or resources over an extended period of elapsed time. This does not necessarily
mean that a virtual machine performs the same when operating in Q3 mode as
when operating in standard Q2 mode. An amount of overhead (roughly propor-
tional to the small number of resident pages) is used for each virtual machine when
it drops from queue. When operating in Q3 mode, a virtual machine may perform
much better than in normal Q2 mode because it is undergoing fewer queue drops.
For some very large virtual storage programs, the total processor resources used
has been cut in half by operating in Q3 mode as compared to standard Q2 mode.

The CMS BLIP facility causes CMS to perform a write operation to the terminal
after every 2 seconds of virtual processor use. This feature effectively cancels
Queue 3 use for normal, connected CMS virtual machines, regardless of what types
of programs they are running. The CMS BLIP facility can be turned off with the
CMS SET BLIP OFF command or it can be disabled with the CP SET TIMER
OFF command.
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Interruption Handling

i/0O interrupts

Missing Interrupt Handler

Input/output interrupts from completed I/0 operations initiate various completion
routines and the scheduling of further I/O requests. The 1/0 interrupt handling
routine also gathers device sense information.

An I/0 operation, such as a minidisk operation or a paging operation, that does
not complete in a specified time period causes a missing interrupt condition. An
incomplete minidisk operation can lock out a virtual machine user or an incomplete
paging I/O operation can degrade the performance of the system. The missing
interrupt handler detects incomplete I/O conditions by monitoring I/O activity
and, in addition, it takes action to correct incomplete I/0O conditions without opera-
tor intervention. The missing interrupt handler, therefore, is designed to improve
the availability of the system by preventing user lockout and system degradation.

The missing interrupt handler scans the real device blocks (RDEVBLOKS) at spec-
ified time intervals. If the device is busy (RDEVBUZY flag is on) a bit
(RDEVMID) is set that indicates a possible missing interrupt condition. The first
level interrupt handler, DMKIOT, resets RDEVBUZY and RDEVMID when the
device causes an interrupt at the completion of an I/O operation. Therefore, if
RDEVMID is on at the end of the next time interval, a missing interrupt condition
exists.

The installation may use the default time interval for each distinct device category
or may specify a time value. For example, if the default time interval value of ten
minutes for tape devices is not appropriate for an installation’s configuration, the
installation may change this value. See “Default Time Interval Values” and
“Changing the Time Interval’ for a list of the default time interval values and how
you can change these values.

Using the Missing Interrupt Handler

To use the Missing Interrupt Handler, DMKDID must be included in the loadlist
during system generation. MIH can be set on either by including it as an option in
the directory or by issuing the SET command. The default is MIH OFF. With
MIH is on, when a missing interrupt is detected, CP simulates the interrupt. With
MIH off, when a missing interrupt is detected, message DMKDID546] is issued but
CP does not simulate the interrupt. If DMKDID is deleted from the load list during
system generation, support for the Missing Interrupt Handler is removed and no
messages are written to notify the operator of a missing interrupt.

If you want to change the interval time value, you must include the optional macro
SYSMIH in the system control file (DMKSYS). You must place this macro before
the SYSLOCS macro.

When a missing interrupt occurs, the control program attempts to correct the condi-

tion and issues a message that either:

¢ The condition is cleared
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Devices Monitored

Default Time Interval Values

- or -

« 'The condition is pending
This message warns the system operator or system programmer that a problem may
exist. The system operator or the system programmer can reset the hardware and
schedule maintenance for the device that caused the missing interrupt condition. If
the same device class caused frequent interruptions, the system programmer may
want to set a larger time interval for that particular device class.
The class G SET command can be used to turn MIH on and off. Use either

SET MIH ON or SET MIH OFF
To determine the status of MIH use

QUERY SET

The system responds either

MIHON or MIH OFF

Each device group has an expected time interval during which an I/O operation
should be completed. This interval varies widely among devices. Therefore, the
missing interrupt handler provides a means to specify a time interval for the follow-
ing distinct categories of I/O devices:

« Count-key-data devices (CLASDASD) and FB-512 devices (CLASFBA)
e Tape devices (CLASTAPE)

»  Graphic devices (CLASGRAF) except TYP1053 and TYP328X

¢ Unit record devices (CLASURI and CLASURO) except TYP3800 and
TYP3289E

« Miscellaneous devices (MISC) include: Mass storage system (MSS) devices
(specified at system generation as CLASSPEC TYP3851, and CLASDASD
FEATURE=VIRTUAL or FEATURE=SYSVIRT), graphics devices
TYP1053 and TYP328X, and UR output devices TYP3800 and TYP3289E.

Note: The missing interrupt handler does not support terminal devices, remote

graphic devices, SNA devices, pass-through virtual machine (logical) devices, and
special class devices (with the exception of MSS).

Default time interval values are assembled in DMKSYS. The following table gives
the default time interval values for the devices monitored:
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Device Class Default
Class Parameter Time Interval
CLASDASD or CLASFBA DASD 15 seconds
CLASGRAF GRAF 30 seconds
CLASTAPE TAPE 10 minutes
CLASURI/CLASURO UR 1 minute
MISCELLANEOUS MISC 12 minutes

An installation may want to change the default time intervals because of their par-

ticular configuration. For example, an installation that generates a large number of
devices might want to set the time interval value to a larger number to prevent fre-

quent timer interruptions.

Changing the Time Interval

The system programmer or the system operator can change the time interval in the
following ways:
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Regenerate the system and, using the SYSMIH macro, specify a time interval
value in the system control file (DMKSYS) for the specific device class to be
changed. Specify the time interval value in minutes and seconds:

SYSMIH GRAF=00:15,UR=00:00,TAPE=05:00

This example changes the time interval for graphic devices from the default
value of thirty seconds to fifteen seconds. In this example, no further monitor-
ing takes place for unit record devices since the user specified a time value of
zero for that class. In addition, the example changes the time interval value for
tape devices from ten minutes to five minutes. This example does not change
the time interval value for DASD and MISC devices. If you do not specify a
device class, or if you do not include the SYSMIH macro in DMKSYS, the
missing interrupt handler uses the default value for that class.

To change the value specified in DMKSYS for a particular device class, issue
the class B CP command specifying the new time interval value for that class in
minutes and seconds:

SET MITIME GRAF 00:10

This example changes the time interval for graphic devices to ten seconds.
This change is in effect until the system is reinitialized, or until a class B user
issues another SET MITIME command. If the user specifies a time value of
zero for a specific device class, no further monitoring takes place for that
device class.

Note: If you set the time interval for a device class below its default value, be
careful not to shorten the time interval too much. This may cause unnecessary
missing interruption handler processing for devices that are functioning proper-

ly.

To set all time values to zero and to prevent any monitoring for missing inter-
rupts for any devices, issue the class B CP command:

SET MITIME OFF



Monitoring for missing interrupts does not take place until the system is reini-
tialized, or until the class B user issues another SET MITIME command.

Determining Time Interval Settings

Diagnostic Aids

System Messages

The class B user can determine the current missing interrupt handler time intervals
by issuing the following CP command:

QUERY MITIME

The system issues:

« The time interval setting for each device group in minutes and seconds
+ The response MITIME OFF

e An error message if the user specified an invalid parameter.

o The response that the missing interrupt handler is not available if DMKDID is
not in the loadlist during system generation.

Missing interrupt handler support provides aids so that the system programmer can
determine the frequency and status of interrupts and also know when he has made
an error in using the support. Diagnostic aids available when using the missing
interrupt handler include:

» System messages

e Macro notes

« VM/SP system’s error recording area
« Trace table

Messages inform the system operator when a missing interrupt occurs and indicate
if the condition has been cleared or if the interrupt is still pending. Other messages
indicate that the module DMKDID is not in the loadlist or that the user specified an
invalid parameter on the QUERY or SET MITIME command. See VM/SP System
Messages and Codes for a complete discussion of messages that the missing inter-
rupt handler issues.

The system programmer can use message information to increase the availability of
the system. If a particular device class causes frequent interrupts even if the system
clears the condition, the system programmer may want to change the time interval.
Changing the time interval prevents the overhead of frequent timer interrupts, fre-
quent trips through the detector routine, and rescheduling of timer request queues.
On the other hand, if the control program did not clear the condition, the messages
make the system programmer or system operator aware of the condition and one of
them can reset the hardware either physically or using CP commands.

Macro notes (MNOTES) inform the user that SYSMIH is not present in DMKSYS

or that the user specified an invalid time value in the SYSMIH macro. The system
uses the default interval time values and informs the user.
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System’s Error Recording Area

Trace T able

Program Interrupt

Machine Check Interrupt

Whether or not CP succeeds in correcting a missing interrupt situation, it creates a
record of the event in the system’s error recording area (LOGREC).

CP also traces the simulated interrupt and records it as trace table entry X‘19°.

_Refer to Figure 67 on page 507, “CP Trace Table Entries”, for the format of the

entry. The system programmer uses the trace table to determine the events that
preceded a CP system failure.

Program interrupts can occur in two states. If the processor is in supervisor state,
the interrupt indicates a system failure in the CP nucleus and causes the system to
abnormally terminate. If the processor is in problem state, a virtual machine is exe-
cuting. CP takes control to perform any required paging operations to satisfy the
exception, or to simulate the instruction. The fault is transparent to the virtual
machine execution. Any other program interrupt is a result of the virtual machine
processing and is reflected to the machine for handling.

When a machine check occurs, the CP Recovery Management Support (RMS)

~ gains control to save data associated with the failure for the Field Engineer. RMS

analyzes the failure to determine the extent of damage.

Damage assessment results in one of the following actions being taken:

¢ System termination (CP disabled wait state)

o Attached processor disabled (system continues in uniprocessor mode)

« One processor of a multiprocessor configuration disabled (system continues in
uniprocessor mode)

e One or more failing channels disabled (system continues in same mode as at

time of the error)
» Selective virtual user termination
o Selective virtual machine reset
« Refreshing of damaged information with no effect on system configuration

« Refreshing of damaged information with the defective storage page removed
from further system use

o Error recording only for certain soft machine checks

The system operator is informed of all actions taken by the RMS routines. When a
machine check occurs during VM/SP startup (before the system is sufficiently ini-
tialized to permit RMS to operate successfully), the processor goes into a disabled
wait state and places a completion code of X’00B’ in the leftmost bytes of the cur-
rent PSW.
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SVC Interrupt

External Interrupt

When an SVC interrupt occurs, the SVC interrupt routine is entered. If the
machine is in problem mode, the type of interrupt (if it is other than an SVC 76 or
ADSTOP SVC) is reflected to the pseudo-supervisor (that is, the supervisor operat-
ing in the user’s virtual machine). Control is transferred to the appropriate inter-
rupt handler for ADSTOP SVCs and all SVC 76s.

If the machine is in supervisor mode, the SVC interrupt code is determined, and a
branch is taken to the appropriate SVC interrupt handler.

If a timer interrupt occurs, CP processes it according to type. The interval timer
indicates time slice end for the running user. The clock comparator indicates that a
specified timer event occurred, such as midnight, scheduled shutdown, or user
event reached.

The external console interrupt invokes CP processing to switch from the 3210 or
3215 to an alternate operator’s console.

A service signal is a class 24 external interrupt that is generated when either a log-
ical device or the Maintenance and Service Support Facility (MSSF) signals com-
pletion of an operation initiated by a program (in the case of the logical device
DIAGNOSE X‘7C’) or CP, (in the case of the MSSFCALL DIAGNOSE X‘80°).

See the expanded descriptions of DIAGNOSE codes X‘7C’ and X‘80’ in “Part 1.
Control Program (CP)”. Also refer to IBM System/370 Principles of Operation,
GA22-7000 for a general description of external interrupts.

Synchronous Interrupts in an Attached Processor or Multiprocessor System

Real 1/0O Interrupts

Generally, when synchronous interrupts (such as program and SVC interrupts)
occur in an attached processor or multiprocessor system, the processing of the
interrupt can proceed without the global system lock for mainline, nonerror paths.
Otherwise, the global system lock is required. If the global system lock is needed
and it is already in use, the processing of the interrupt is deferred until the global
system lock is available. In this case, the interrupted processor attempts to run
another user.

In an attached processor configuration, only the main processor can receive real
I/0 interrupts. To ensure this, the channel masks in control register 2 on the main
processor are initialized to ones to enable interruptions from any available channel.
On the attached processor, the channel masks in control register 2 are initialized to
zeros. In a multiprocessor configuration, both processors can receive real I/O
interruptions. The channel masks in control register 2 on both processors are ini-
tialized to ones to enable interruptions from any available channel.

Interruption Handling 23



Performance Guidelines

The performance characteristics of an operating system, when it is run in a virtual
machine environment, are difficult to predict. This unpredictability is a result of
several factors:

o The System/370 model used.

o The total number of virtual machines executing.

« The type of work being done by each virtual machine.

« The speed, capacity, and number of the paging devices.

« The amount of fixed head paging storage (drum, 3340, 3344, 3350, 3380)
» The amount of real storage available.

+ The degree of channel and control unit contention, as well as arm contention,
affecting the paging device.

o The type and number of VM/SP performance options in use by one or more
virtual machines.

o The degree of MSS 3330 volume use.
« The order in which devices are selected for preferred paging and spooling.

Performance of any virtual machine may be improved by the choice of hardware,
operating system, and VM/SP options. The topics discussed in this section
address:

1. The performance options available in VM/SP to improve the performance of a
particular virtual machine.

2. The system options and operational characteristics of operating systems run-
ning in virtual machines that affect their execution in the virtual machine envi-
ronment.

The performance of a specific virtual machine may never equal that of the same
operating system running standalone on the same System/370, but the total
throughput obtained in the virtual machine environment may equal or better that
obtained on a real machine.

When executing in a virtual machine, any function that cannot be performed wholly
by the hardware causes some degree of degradation in the virtual machine’s per-
formance. As the control program for the real machine, CP initially processes all
real interrupts. A virtual machine operating system’s instructions are always exe-
cuted in problem state. Any privileged instruction issued by the virtual machine
causes a real privileged instruction exception interruption. The amount of work to
be done by CP to analyze and handle a virtual machine-initiated interrupt depends
upon the type and complexity of the interrupt.
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The simulation effort required of CP may be trivial, as for a supervisor call (SVC)
interrupt (which is generally reflected back to the virtual machine), or may be more
complex, as in the case of a Start I/O (SIO) interrupt, which initiates extensive CP
processing.

When planning for the virtual machine environment, consideration should be given
to the number and type of privileged instructions to be executed by the virtual
machines. Any reduction in the number of privileged instructions issued by the vir-
tual machine’s operating system reduces the amount of extra work CP must do to
support the machine.

To support I/O processing in a virtual machine, CP must translate all virtual
machine channel command word (CCW) sequences to refer to real storage and real
devices and, in the case of minidisks, real cylinders. When a virtual machine issues
an SIO, CP must:

1. Intercept the virtual machine SIO interrupt.

2. Allocate real storage space to hold the real CCW list to be created.

3. Translate the virtual data addresses to real data addresses.

4. Translate the virtual device addresses referred to in the virtual CCWs to real
device addresses.

5. Page into real storage and lock, for the duration of the I/O operation, all virtu-
al storage pages required to support the I/O operation.

6. Generate a new CCW sequence building a Channel Indirect Data Address list
if the real storage locations cross page boundaries.

7. If the real device is a 3330V, append an MSS cylinder fault prefix to the CCW
prefix to prevent the channel from doing channel command retry.

8. Schedule the I/0 request.

9. Present the SIO condition code to the virtual machine.

10. Recognize an MSS cylinder fault, queue the 1/0 request, and reschedule the
request when the subsequent interruption is received (indicating staging is
complete).

11. Intercept, retranslate, and present the channel end and device end interrupts to
the appropriate virtual machine, where they must then be processed by the vir-

tual machine operating system.

CP’s handling of SIOs for virtual machines can be one of the most significant
causes of reduced performance in virtual machines.

The number of SIO operations required by a virtual machine can be significantly
reduced in several ways: ‘

« Use of large blocking factors (up to 4096 bytes) for user data sets to reduce
the total number of SIOs needed.
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« Use of preallocated data sets.

« Use of virtual machine operating system options (such as chained scheduling in
OS) that reduce the number of SIO instructions.

« Substitution of a faster resource (virtual storage) for I/O operations, by build-
ing small temporary data sets in virtual storage rather than using an I/O device.

Frequently, there can be a performance gain when CP paging is substituted for vir-
tual machine 1/0 operations. The performance of an operating system such as OS
can be improved by specifying as resident as many frequently used OS functions
(transient subroutines, ISAM indexes, and so forth) as are possible. In this way,
paging I/0 is substituted for virtual machine-initiated I/O. In this case, the only
work to be done by CP is to place into real storage the page that contains the
desired routine or data.

Three CP performance options are available to reduce the CP overhead associated
with virtual machine I/0 instructions or other privileged instructions used by the
virtual machine’s I/O Supervisor:

1. The virtual=real option removes the need for CP to perform storage reference
translation and paging before each I/0 operation for a specific virtual
machine.

2. The virtual machine assist feature reduces the real supervisor state time used by
VM/SP. For a detailed description of the feature, see “Virtual Machine Assist
Feature” later in this section. For a list of processors on which the feature is
available, see the VM/SP Planning Guide and Reference.

3. VM/370 Extended Control-Program Support (ECPS) further reduces the real
supervisor state time used by VM/SP. For a detailed description of ECPS, see
“VYM/370 Extended Control-Program Support (ECPS)” later in this section.
For a list of processors on which ECPS is available, see the VM /SP Planning
Guide and Reference.

Assignment and use of these options is discussed in “VM/SP Performance
Options”.

When virtual machines refer to virtual storage addresses that are not currently in
real storage, they cause a paging exception and the associated CP paging activity.

The addressing characteristics of programs executing in virtual storage have a sig-
nificant effect on the number of page exceptions experienced by that virtual
machine. Routines that have widely scattered storage reference tend to increase
the paging load of a particular virtual machine. When possible, modules of code
that are dependent upon each other should be located in the same page. Reference
tables, constants, and literals should also be located near the routines that use
them. Exception or error routines that are infrequently used should not be placed
within main routines, but located elsewhere.

When an available page of virtual storage contains only reenterable code, paging
activity can be reduced, since the page, although referred to, is never changed, and
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thus does not cause a write operation to the paging device. The first copy of that
page is written on the paging device when that frame is needed for some other
more active page. Only inactive pages that have changed must be paged out.

Virtual machines that reduce their paging activity by controlling their use of
addressable space improve resource management for that virtual machine, the
VM/SP system, and all other virtual machines. The total paging load that must be
handled by CP is reduced, and more time is available for productive virtual
machine use.

Additional dynamic paging storage may be gained by controlling free storage allo-
cation. The amount of free storage allocated at VM/SP initialization time can be
controlled by the installation. When the System is being generated, the FREE
operand of the SYSCOR macro statement may be used to specify the number of
free storage pages to be allocated at system load time.

If, at IPL time, the amount of storage that these pages represent is greater than 25
percent of the VM/SP storage size (not including the V=R area, if any), a default
number of pages is used. The default value is 3 pages for the first 256K bytes of
storage plus 1 page for each additional 64K bytes (not including the V=R size, if
any).

The SYSCOR macro definition can be found in VM/SP Planning Guide and Refer-
ence.

CP provides three performance options, locked pages, reserved page frames, and a
virtual=real area, to reduce the paging requirements of virtual machines.
Generally, these facilities require some dedication of real storage to the chosen vir-
tual machine and, therefore, improve its performance at the expense of other virtu-
al machines.

The LOCK command, which is available to the system operator (with privilege
class A), can be used to permanently fix or lock specific pages of virtual storage
into real storage. In so doing, all paging 1/0 for these page frames is eliminated.

Since this facility reduces total real storage resources (real page frames) that are
available to support other virtual machines, only frequently used pages should be
locked into real storage. Since page zero (the first 4096 bytes) of a virtual machine
storage is referred to and changed frequently (for example, whenever a virtual
machine interrupt occurs or when a CSW is stored), it should be the first page of a
particular virtual machine that an installation considers locking. The virtual
machine interrupt handler pages might also be considered good candidates for lock-
ing.

Other pages to be locked depend upon the work being done by the particular virtu-
al machine and its usage of virtual storage.

The normal CP paging mechanism selects unreferenced page frames in real storage
for replacement by active pages. Page frames belonging to inactive virtual
machines are all selected eventually and paged out if the real storage frames are
needed to support active virtual machine pages.

When virtual machine activity is initiated on an infrequent or irregular basis, such
as from a remote terminal in a teleprocessing inquiry system, some or all of its vir-
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Virtual=Real Option

tual storage may have been paged out before the time the virtual machine begins
processing. Some pages then have to be paged in so that the virtual machine can
respond to the teleprocessing request compared with running the same teleprocess-
ing program on a real machine. This paging activity may cause an increase in the
time required to respond to the request compared with running the teleprocessing
program on a real machine. Further response time is variable, dependmg upon the
number of paging operations that must occur.

Locking specific pages of the virtual machine’s program into real storage may ease
this problem, but it is not always easy nor possible to identify which specific pages
will always be required.

Once a page is locked, it remains locked until either the user logs off or the system
operator (privilege class A) issues the UNLOCK command for that page. If the
“locked pages” option is in effect and the user loads his system again (via IPL) or
loads another system, the locked pages are refreshed and the virtual machine’s
locked pages are unlocked by the system. The SYSTEM CLEAR command, when
invoked, clears virtual machine storage, including the user’s locked pages.

Note: In a system generated for attached processor or multiprocessor operation, no
shared pages are locked. If the system operator attempts to lock a shared page or
an address range containing one or more shared pages, he receives the message

DMKCPV165I PAGE (hexloc) NOT LOCKED, SHARED PAGE

for each of the shared pages within the range.

A more flexible approach than locked pages is the reserved page frames option.
This option provides a specified virtual machine with an essentially private set of
real page frames, the number of frames being designated by the system operator
when he issues the CP SET RESERVE command. Pages are not locked into these
frames. They can be paged out, but only for other active pages of the same virtual
machine. When a temporarily inactive virtual machine having this option is reacti-
vated, these page frames are immediately available. If the program code or data
required to satisfy the request was in real storage at the time the virtual machine
became inactive, no paging activity is required for the virtual machine to respond.

This option is usually more efficient than locked pages in that the pages that remain
in real storage are those pages with the greatest amount of activity at that moment,
as determined automatically by the system. Although multiple virtual machines
may use the LOCK option, only one virtual machine at a time may have the
reserved page frames option active. Assignment of this option is discussed further
in “VM/SP Performance Options”.

The reserved page frames option provides performance that is generally consistent
from run to run with regard to paging activity. This can be especially valuable for
production-oriented virtual machines with critical schedules, or those running tele-
processing applications where response times must be kept as short as possible.

The VM/SP virtual=real option eliminates CP paging for the selected virtual
machine. All pages of virtual machine storage, except page zero, are locked in the
real storage locations they would use on a real computer. CP controls real page
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zero, but the remainder of the CP nucleus is relocated and placed beyond the virtu-
al=real machine in real storage. This option is discussed in more detail in “VM/SP
Performance Options”.

Since the entire address space required by the virtual machine is locked, these page
frames are not available for use by other virtual machines except when the
virtual=real machine is not logged on. This option often increases the paging activ-
ity for other virtual machine users, and in some cases for VM/SP. (Paging activity
on the system may increase substantially, since all other virtual machine storage
requirements must be managed with fewer remaining real page frames.)

The virtual=real option may be desirable or mandatory in certain situations. The
virtual=real option is desirable when running a virtual machine operating system
(like DOS/VS or OS/VS) that performs paging of its own because the possibility
of double paging is eliminated. The option must be used to allow programs that
execute self-modifying channel programs or have a certain degree of hardware tim-
ing dependencies to run under VM/SP.

VM/SP Performance Options

VM/SP provides a number of options an installation may use to improve the per-
formance of virtual machines and VM/SP. Several options improve the perform-
ance of installation specified virtual machines; other options improve the
performance of all virtual machines and VM/SP. The options, described in the fol-
lowing discussion are:

« Favored execution

«  User priority

« Reserved page frames

e Virtual=real

«  Affinity

e Multiple shadow table support

« Shadow table bypass

« Single processor mode

e Dynamic SCP transition to or from native mode
¢ Queue drop elimination

o Virtual machine assist

« Extended Control-Program Support

Specifying a performance option may mean making a performance trade-off;
improving the performance of one virtual machine at the expense of VM/SP and
other virtual machines. For example, after an operator specifies favored execution
for a virtual machine, that virtual machine receives more processor time than other
virtual machines. Therefore, before specifying any performance option, identify
the option’s performance trade-offs and assess their impact on system performance.

The favored execution option and user priority option both alter the normal sched-
uler algorithm. The user priority option tends to take precedence over the favored
execution option even when you specify a percentage. For example, suppose virtu-
al machine A has favored execution nn% specified and has been given a low priori-
ty, while virtual machine B has been given a higher priority. Virtual machine A
may not get the actual percentage of the CPU that was specified with the favored
option.
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The favored execution options allow an installation to modify the normal CP dead-
line priority calculations in the fair share scheduler to force the system to devote
more of its processor resources to a given virtual machine than would ordinarily be
the case. The options provided are:

o The basic favored execution option
» The favored execution percentage option

The basic favored execution option means that the virtual machine so designated is
to remain in the dispatch list at all times, unless it becomes nonexecutable. When
the virtual machine is executable, it is to be placed in the dispatchable list at its
normal priority position. However, any active virtual machine represents either an
explicit or implicit commitment of main storage. An explicit storage commitment
can be specified by either the virtual=real option or the reserved page frames
option. An implicit commitment exists if neither of these options is specified, and
the scheduler recomputes the virtual machine’s projected work-set at what it would
normally have been at queue-drop time. Multiple virtual machines can have the
basic favored execution option set. However, if their combined main storage
requirements exceed the system’s capacity, performance can suffer because of
thrashing; the system can do little useful work because of excessive paging.

If the favored task is highly compute bound and must compete for the processor
with many other tasks of the same type, an installation should define the processor
allocation to be made. In this case, the favored execution percentage option can be
selected. This option specifies that the selected virtual machine, in addition to
remaining in queue, is requesting a specified minimum percentage (from 1 to 100
percent) of the total processor time, if it can use it. If a virtual machine requests
100 percent of the processor time, CP keeps that virtual machine at the top of the
dispatch list. This ensures that the virtual machine always has first priority when
CP dispatches a virtual machine to the processor. To select the favored execution
option, specify the FAVORED operand on the class A, B, or F SET command.
After the option is invoked, VM/SP provides processor time for the selected virtual
machine as follows:

1. The in-queue time slice is multiplied by the specified percentage to arrive at the
virtual machine’s requested processor time.

2. The scheduler attempts to place the virtual machine, when it is executable, at
the top of the dispatchable list until it has obtained its requested processor
time.

3. If the virtual machine obtains its requested processor time before the end of its
in-queue time slice, it is placed in the dispatchable list according to its calcu-

lated dispatching priority.

4. In either case (2 or 3), at the end of the in-queue time slice the requested per-
centage is recomputed as in step 1 and the process is repeated.

For a description of the SET command, see the VM/SP Operator’s Guide.

If a percentage is not specified, a virtual machine with the favored execution option
active is kept in the dispatch list except under the following conditions:

« Entering CP console function mode
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» Loading a disabled PSW
« Loading an enabled PSW with no active 1/0 in process
« Logging on or off.

When the virtual machine becomes executable again, it is put back on the dispatch
list in Q1. If dropped from Q1, the virtual machine is placed directly in the Q2 dis-
patch list. If the percentage option of the SET FAVORED command is specified,
the deadline priority is calculated at queue drop time by:

current time-of-day + length of allowed processor in-queue time slice

User Priority

favored percentage

For example, if the processor in-queue time slice is 1 second, and the specified per-
centage is 10 percent, then the value added to the current time-of-day is 10 sec-
onds. The virtual machine should receive one processor time slice (1 second) once
every 10 seconds.

Note, however, that these options can impact the response times of other virtual
machines. To provide a virtual machine with both options, basic and percentage,
both forms of the command for that virtual machine must be issued. The percent-
age form of the SET FAVORED command can be used to specify any number of
logged-on virtual machines.

Although the SET FAVORED command prevents specifying more than 100% for
a particular virtual machine, nothing is done to prevent allocating more than 100%
to a number of virtual machines. Where more than 100% has been allocated, the
favored virtual machines compete for the available resources on a pro-rata basis.’
An individual virtual machine’s allocation is, roughly, proportional to the percent-
age allocated to it, divided by the total percentage allocated to all virtual machines.
The effect of allocating more than 100% of the system on interactive (Q1)
responses is unpredictable.

Note: The percentage of the processor time actually received by the favored use.
normally remains relatively close to the percentage specified in the command.
However, it is not an absolute value, and varies depending on the total load on the
system and the type of load on the system. If, for example, there are multiple vir-
tual machines on the runlist that are compute bound (That is, are not queue
dropped before the end of their in-queue time slice), then the favored user may not
receive its requested percentage of the total processor time.

The VM/SP operator can assign specific priority values to different virtual
machines. In so doing, the virtual machine with a higher priority is allocated a larg-
er share of the system resources before a virtual machine with a lower priority.
User priorities are set by the following class A command:

SET PRIORITY userid nn

where userid is the user’s identification and nn is an integer value from 1 to 99.
The value of nn affects the user’s dispatching priority in relation to other users in
the system. The priority value (nn) is one of the factors considered in the calcu-
lation of the deadline priority. The deadline priority is the basis on which all virtual
machines in the system are ordered on both the eligible list and the dispatch list.
The deadline priority calculation is based on the assumption that the average or
normal (default) user priority is 64.
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Virtual =Real

VM/SP uses chained lists of available and pageable pages. Pages for users are
assigned from the available list, which is replenished from the pageable list.

Pages that are temporarily locked in real storage are not available or pageable. The
reserved page function gives a particular virtual machine an essentially “private”

set of pages. The pages are not locked; they can be swapped, but only for the spec-
ified virtual machine. Paging proceeds using demand paging with a “reference bit”
algorithm to select the best page for swapping. The number of reserved page
frames for the virtual machine is specified as a maximum. The page selection algo-
rithm selects an available page frame for a reserved user and marks that page frame
“reserved” if the maximum specified for the user has not been reached. If an
available reserved page frame is encountered for the reserved user selection, it is
used whether or not the maximum has been reached.

The maximum number of reserved page frames is specified by a class A command
of the following format:

SET RESERVE userid xxx

where xxx is the maximum number required. If the page selection algorithm cannot
locate an available page for other users because they are all reserved, the algorithm
forces the use of reserved pages. This function can be specified in only one virtual

machine at any one time.

Note: xxx should never approach the total available pages, since CP overhead is
substantially increased in this situation, and excessive paging activity is likely to
occur in other virtual machines.

For this option, the VM/SP nucleus must be reorganized to provide an area in real
storage large enough to contain the entire virtual=real machine. In the virtual
machine, each page from page 1 to the end is in its true real storage location; only
its page zero is relocated. The virtual machine is still run in dynamic address trans-
lation mode, but since the virtual page address is the same as the real page address,
no CCW translation is required. Since CCW translation is not performed, no
check is made to ensure that I/O data transfer does not occur into page zero or any
page beyond the end of the virtual=real machine’s storage.

For information about generating a virtual=real system, see the VM/SP Installa-
tion Guide.

Figure 3 on page 33 is an example of a real storage layout with the virtual=real
option. The V=R area is 128K and real storage is 512K.
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Virtual Storage Real Storage

storage)
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ABSOLUTE PAGE 0 (MODULE DMKPSA)
4K 4K
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/ /
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0K Virtual Page 0
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/ /
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(DMKCPE)
/ Dynamic Paging Area /
/ and /
Free Storage
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<
PSA for MAIN or IPL Processor
512K (End of real

Figure 3. Storage Layout in a Virtual=Real Machine

There are several considerations for the virtual=real option that affect overall sys-
tem operation:

1. The area of contiguous storage built for the virtual=real machine must be large
enough to contain the entire addressing space of the largest virtual=real
machine. The virtual=real storage size that a VM/SP system allows is defined
during system generation when the option is selected.

2. The storage reserved for the virtual=real machine can only be used by a virtual
machine with that option specified in the VM/SP directory. It is not available
to other users for paging space, nor for VM/SP usage until released from vir-
tual=real status by a system operator via the CP UNLOCK command. Once
released, VM/SP must be loaded again before the virtual=real option can
become active again.

3. The virtual machine with the virtual=real option operates in the preallocated
storage area with normal CCW translation in effect until the CP SET
NOTRANS ON command is issued. At that time, with several exceptions, all
subsequent I/O operations are performed from the virtual CCWs in the
virtual=real space without translation. The exceptions occur under any of the
following conditions:

¢ SIO tracing active

« First CCW not in the V=R region

« I/0 operation is a sense command

« I/0 device is a dial-up terminal

o 1/0is for a nondedicated device

+ (spooled unit record console virtual CTCA or minidisks that are less than a
full volume)

« I/0 device has an alternate path
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Affinity

+ Pending device status

Any of the above conditions force CCW translation. Since minidisks are non-
dedicated devices, they may be used by programs running in the V=R region
even though CP SET NOTRANS ON is in effect.

4. 1If the virtual=real machine performs a virtual reset or IPL, then the normal
CCW translation goes into effect until the CP SET NOTRANS ON command
is again issued. This permits simulation of an IPL sequence by CP. Only the
virtual=real virtual machine can issue the command. A message is issued if
normal translation mode is entered.

5. A virtual=real machine is not allowed to IPL a named or shared system. It
must IPL by device address.

6. When NOTRANS is in effect for a virtual=real machine, no meaningful SEEK
data is collected by MONITOR operations.

7. 1If an installation defines a V=R area on a 3081 processor, the reliability and
availability of the V=R machine can be improved if the V=R machine issues
the TEST BLOCK instruction to validate storage in the V=R area. Note that
the only two SCPs that issue TEST BLOCK are MVS/SP and VM/SP. The
HSA area on a 3081 processor may reside in the middle of the V=R area;
these two control programs mark the HSA segment as invalid and continue val-
idating storage. Any other system control program, such as OS/VS, validates
storage via the MVCL instruction. When OS/VS encounters the beginning of
the HSA, it assumes that it has reached the end of storage. Therefore, such a
control program running in the V=R area of VM/SP on a 3081 processor may
not have access to the full V=R area.

8. If an installation intends to run in single processor mode on a 3081 processor,
the system operator must issue a VARY OFF PROCESSOR nn VLOG com-
mand.

This option allows virtual machines that operate on attached processor or multi-
processor systems to select the processor of their choice for program execution. To
select the affinity option, use the directory OPTION statement, or specify the
AFFINITY operand on the class A, B, F, or G SET command. The directory
OPTION statement is described in the VM /SP Planning Guide and Reference. The
class A, B, and F SET commands are described in the VM/SP Operator’s Guide
and the class G SET command is described in the VM/SP CP Command Reference
for General Users.

In application, the affinity setting of a virtual machine implies a preference of oper-
ation to either (or neither) processor. Affinity of operation for a virtual machine
means that the program of that virtual machine will be executed on the selected or
named processor. It does not imply that supervisory functions and the CP house-
keeping functions associated with that virtual machine will be handled by the same
processor.

In attached processor systems, all real I/O operations and associated interrupts are
handled by the main processor. Virtual I/O initiated on the attached processor
that is mapped to real devices must transfer control to the main processor for real
I/0 execution. Therefore, benefits may be realized in a virtual machine “mix” by
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relegating those virtual machines that have a high I/O-to-compute ratio to the main
processor, and those virtual machines that have a high compute-to-I/O ratio to the
attached processor. Such decisions should be carefully weighed as every virtual
machine is in contention with other virtual machines for resources of the system.

A system programmer can improve a virtual machine’s performance on a multi-
processor where the path(s) to a user’s primary minidisks exist from one processor
only. In such cases, the system programmer could set the user’s affinity to that
processor.

A more important use of the affinity setting would be in applications where there
are virtual machine program requirements for special hardware features that are
available on one processor and not the other. Such features could be a perform-
ance enhancement such as virtual machine assist (described later in the text) or a
special RPQ that is a requirement for a particular program’s execution.

Multiple Shadow Table Support

Shadow Table Bypass

To reduce the number of purges when the virtual machine changes control register
1 (CR1) values, VM/SP maintains a queue of segment table origins (STO) and
associated shadow tables for the virtual machine. Thus, each time an MVS or SVS
system dispatches a new address space (changes CR1), VM/SP can dispatch the
proper shadow table.

Multiple shadow table support adds one control block to VM/SP, the segment
table origin control block (STOBLOK) pointed to by the ECBLOK. The
STOBLOK, created by DMKVAT, contains all information pertaining to the shad-
ow segment table, the shadow segment table itself and the virtual CR1 value. It
also provides forward and backward queue pointers to the next STOBLOK on the
queue. The first STOBLOK on the queue always contains the shadow STO to be
loaded into CR1 when the virtual machine is dispatched in translation mode. The
queue of STOBLOKSs is maintained by DMKVAT in the following manner:

1. If a new CR1 value is loaded by the virtual machine, then the queue of
STOBLOKSs is searched for the virtual CR1 value.

2. If the proper STO is found, then the STOBLOK is ordered first on the queue.

3. If the proper STO is not found, then the maximum STO count is checked.

4. If the number of STOBLOKS equals the maximum STO count, then the last
STOBLOK is stolen, the shadow tables are purged, and the STOBLOK is reini-
tialized and reused by being chained first on the queue with the new virtual
CR1 value.

5. If the number of STOBLOKS is less than the maximum STO count, then free
storage is obtained from VM/SP, and the STOBLOK is reinitialized and

chained first on the queue.

Multiple shadow table support is controlled by the SET STMULTI command. The
default shadow table count is 3 and the maximum is 6 per virtual machine.

Shadow table bypass is controlled by the SET STBYPASS command.
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Note: If virtual machine assist is enabled on the system, the virtual machine must
have the STFIRST directory option to be allowed to issue the SET STBYPASS
nnM/nnnnK command.

Shadow Table Bypass for the V=V User

This technique is based on several characteristics of VS systems:

1. VS systems have a large area of addressing space starting with location zero
where the virtual address is equal to the real address.

2. This addressing space is common to each segment table when multiple segment
tables are used (MVS or SVS address space).

3. The VS system never pages within this fixed area.

Thus, an area starting with location zero can be established where the second-level
address equals the third-level address or virtual-virtual=virtual-real (VV=VR).
This allows a high-water mark, the highest VV=VR address, for a VS system to be
established. Because the second-level address is the same as the third-level
address, a reverse translation allows the shadow tables to be indirectly indexed.
Then, whenever VM/SP steals a page from the VV=VR area, it invalidates the
shadow page table entry and executes a real PTLB before redispatching the VS
system’s virtual machine.

In addition, whenever a shadow table is purged because a page frame is stolen from
above the high-water mark or the virtual machine executed a PTLB or LCTL, the
invalidation starts above the high-water mark, thus reducing purge and revalidation
time.

Shadow Table Bypass for the V=R User

Qvueue Drop Elimination

By the use of a V=R shadow table bypass technique, both the shadow tables and
the overhead associated with maintaining them can be eliminated. This can be
accomplished by VM/SP modifying the virtual operating system’s page table to
relocate virtual page zero to the highest real address within the V=R area. Itis
then possible to dispatch the virtual machine pointing to its own page and segment
tables.

VM/SP attempts to optimize system throughput by monitoring the execution status
of virtual machines. When a virtual machine becomes idle, VM/SP drops it from
the active queue. The virtual machine’s page and segment tables are scanned, and
resident pages are invalidated and put on the flush list.

VM/SP determines that a virtual machine is idle when it voluntarily suspends exe-
cution (by loading a virtual PSW with the wait state bit on, for example), and no
high-speed I/0 operation is active. Normally, this is an adequate procedure.

However, in certain special cases, a virtual machine is determined to be idle and is
queue dropped, but it becomes active again sooner than expected. If this cycle of
queue dropping and reactivation is repeatedly executed, the overhead involved in

invalidating and revalidating the virtual machine’s pages may become large.

The SNA VTAM service machine is an example of this special case. The VTAM
service machine operates by processing an IUCV message (or queue of messages),
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and then suspending execution until the next message arrives. VM/SP queue drops
the VTAM service machine when it suspends execution. When the next message
arrives, all the VTAM service machine’s pages must be revalidated. If the message
rate is moderate to high, the overhead of repeated queue dropping exceeds the
benefit.

The CP class A command "SET QDROP userid ON/OFF [USERS]" allows the
installation to control this situation. If SET QDROP OFF is in effect for a virtual
machine, the virtual machine remains active in the queue and its pages are not
scanned or flushed. The page stealing mechanism is the only way the pages can be
removed from storage. (Page stealing is invoked only if the flush list is empty.)

Specifying SET QDROP OFF for a service virtual machine may improve system
performance and throughput when queue dropping would otherwise occur rapidly.
But applying SET QDROP OFF indiscriminately may degrade system throughput
by defeating the page flush mechanism and forcing page stealing to take place.

There can also be a relatively large overhead associated with a virtual machine
being queue dropped during communications with a service machine for which the
QDROP OFF specification is in effect. This can occur in small systems in which
there is a high degree of virtual machine intercommunications. Specifying SET
QDROP userid OFF USERS addresses this problem by providing for the tempo-
rary extension of the QDROP OFF status to any virtual machine communicating
via VMCEF or IUCV to the service virtual machine specified. The QDROP status
for the ‘“‘served” virtual machine remains in effect only while messages are out-
standing between it and the service machine. Thus performance gains can be real-
ized in systems with heavy usage of products such as IFS or PVM (invoked via the
CMS PASSTHRU command). No additional performance gains will be realized in
systems in which PVM is invoked via CP DIAL or with the SNA VTAM service
machine, since the communication is with CP rather than another virtual machine.

The QUERY QDROP command (CP class A and E) may be used to list the userids
for which SET QDROP OFF and the USERS parameter have been specified.

Virtual Machine Assist Feature

The Virtual Machine Assist Feature is a processor hardware feature that improves
the performance of VM/SP. Virtual storage operating systems, which run in prob-
lem state under the control of VM/SP, use many privileged instructions and SVCs
that cause interrupts that VM/SP must handle. When the virtual machine assist
feature is used, many of these interrupts are intercepted and handled by the
processor. Consequently, VM/SP performance is improved.

The Virtual Machine Assist Feature intercepts and handles interruptions caused by
SVCs (other than SVC 76), invalid page conditions, and several privileged
instructions. An SVC 76 is never handled by the assist feature; it is always handled
by CP. The processing of the following privileged instructions is handled by this

feature:

LRA (load real address)
STCTL (store control)
RRB (reset reference bit)
ISK (insert storage key)
SSK (set storage key)
IPK (inserf PSW key)

STNSM (store then AND system mask)
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STOSM (store then OR system mask)

SSM (set system mask)
LPSW (load PSW)
SPKA (set PSW key from address)

Although the assist feature was designed to improve the performance of VM/SP,
virtual machines may see a performance improvement because more resources are
available for virtual machine users. For a list of processors on which the Virtual
Machine Assist Feature is available, see the VM/SP Planning Guide and Reference.

'Using the Virtual Machine Assist Feature

Whenever you IPL. VM/SP on a processor with the virtual machine assist feature,
the feature is available for all VM/SP virtual machines. However, the system
operator’s SET command can make the feature unavailable to VM/SP and, subse-
quently, available again for all users. If you do not know whether or not the virtual
machine assist feature is available to VM/SP, use the class A and E QUERY com-
mand. For a complete description of the Class A and E QUERY and SET com-
mands, see the VM/SP Operator’s Guide.

If the virtual machine assist feature is available to VM/SP when you log on your
virtual machine, it is also supported for your virtual machine unless you are running
a second level VM/370 or VM/SP system in your virtual machine. If your VM/SP
directory entry has the SVCOFF option, the SVC handling portion of the assist
feature is not available when you log on. The class G SET command can disable
the assist feature (or only disable SVC handling). It can also enable the assist fea-
ture, or if the assist feature is available, enable the SVC handling. You can use the
class G QUERY SET command line to find whether you have full, partial, or none
of the assist feature available. For a complete description of the Class G QUERY
and SET commands, see the VM /SP CP Command Reference for General Users.

Restricted Use of the Virtual Machine Assist Feature

38

Certain interrupts must be handled by VM/SP. Consequently, the assist feature is
not available under certain circumstances. VM/SP automatically turns off the
assist feature in a virtual machine that:

« Has set an instruction address stop
« Istracing SVC and program interrupts

Since an address stop is recognized by an SVC interrupt, VM/SP must handle SVC
interrupts while address stops are set. Whenever you issue the ADSTOP command,
VM/SP automatically turns off the SVC handling portion of the assist feature for
your virtual machine. The assist feature is turned on again after the instruction is
encountered and the address stop removed. If you issue the QUERY SET com-
mand line while an address stop is in effect, the response indicates that the SVC
handling portion of the assist feature is off.

Whenever a virtual machine issues a TRACE command with the SVC, PRIV,
BRANCH, INSTRUCT, or ALL operands, the virtual assist feature is automat-
ically turned off for that virtual machine. The assist feature is turned on again
when the tracing is completed. If the QUERY SET command line is issued while
SVCs or program interrupts are being traced, the response indicates the assist fea-
ture is off.
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The Virtual Machine Assist Feature is not available to a second-level virtual
machine, that is, a virtual machine that is running in a virtual machine.

Extended Control-Program Support:VM/370 (ECPS)

Extended Control-Program Support: VM/370 (ECPS) extends, for specific privi-
leged instructions, the hardware assistance that the virtual machine assist feature
provides. ECPS also provides hardware assistance for frequently used VM/SP
functions. The use of ECPS improves VM/SP performance beyond the perform-
ance gains that the virtual machine assist feature provides.

ECPS consists of three functions:

¢« CP assist
» Expanded virtual machine assist
« Virtual interval timer assist

CP assist provides hardware assistance for frequently used paths of specific CP
functions.

Expanded virtual machine assist extends the hardware assistance that the virtual
machine assist feature provides for the instructions LPSW, STNSM, STOSM, and
SSM. In addition, expanded virtual machine assist provides hardware assistance for
certain other privileged instructions.

Virtual interval timer assist provides hardware updating of the virtual interval timer
at virtual address X’50’. Timer updating occurs only while the virtual machine is in
control of the real processor. Virtual interval timer assist updates the virtual timer
at the same frequency hardware updates the real timer, 300 times per second.
Thus, virtual interval timer assist updates the virtual timer more frequently than CP
updates it. Because the timer is updated more frequently, accounting routines may
be able to provide accounting data that is more accurate.

ECPS does not support the same functions and instructions on all processors.

Figure 4 lists the processors on which ECPS is available, and identifies, by process-
or, the functions and instructions ECPS supports.
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Functions and Instructions

135-3, 138, 145-3
148, 4341

3031
3031AP

4331

CP Assist

Get free space (DMKFRE)
Release free space (DMKFRE)
Lock a page (DMKPTR)
Unlock a page (DMKPTR)
Test page status (DMKCCW)
Test page status and

lock (DMKCCW)

« Store ECPS identification

« SVC 8 (LINK)
« SVC 12 (RETURN)
e Scan for changed shared

pages (DMKVMA)
¢ Locate virtual I/O control

block (DMKSCN)
« Invalidate page table (DMKVAT)
« Invalid segment

table (DMKVAT)
o Untranslate CSW (DMKUNT)
e Free CCW storage (DMKUNT)
« Locate real I/0 control

block (DMKSCN)
e Common CCW command
processing (DMKCCW)
Decode first CCW (DMKCCW)
Decode following CCW (DMKCCW)
Main entry to dispatch (DMKDSP)
Dispatch a block or a virtual
machine (DMKDSP)

L] L ] L L[]

Expanded Virtual Machine Assist

LPSW
STNSM
STOSM
SSM
PTLB
SIO
SPT
SCKC
STPT
TCH
DIAGNOSE

Virtual Interval Timer Assist

X
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Figure 4. Functions and Instructions that ECPS Supports
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Using the Extended Control-Program Support: VM/370

Restricted Use of ECPS

Channel Usage

Extended Control-Program Support: VM/370 (ECPS) is controlled at two levels:
the VM/SP system and the virtual machine.

At the VM/SP system level, ECPS is automatically enabled when the system is
loaded. The class A command:

set cpassist off

disables both CP assist and expanded virtual machine assist. The class A
command:

set sassist off

disables only the expanded virtual machine assist part of ECPS as well as the virtu-
al machine assist. CP assist is the only part of ECPS that is truly independent.

At the virtual machine level, whenever ECPS is enabled on the system, both
expanded virtual machine assist and virtual interval timer assist are automatically
enabled when you log on. If you issue the class G command:

set assist off

both assists as well as the existing virtual machine assist are disabled. If you issue:

set assist notmr

only the virtual interval timer assist is disabled. If CP assist is disabled for the sys-
tem, the class A command:

set sassist on

enables the virtual machine assist. You can then enable virtual machine assist and
virtual interval timer assist for your virtual machine by issuing the class G
command:

set assist on tmr

The restrictions on the use of ECPS are the same as those described for the virtual
machine assist feature with one addition. Whenever a virtual machine traces
external interrupts, the virtual interval timer assist is automatically disabled. When
external interrupt tracing is completed, virtual interval timer assist is reenabled.

The Virtual Block Multiplexer Channel Option

Virtual machine SIO operations are simulated by CP in three ways:
o  byte-multiplexer
« selector

« block multiplexer channel mode.

Virtual byte-multiplexer mode is reserved for I/O operations that apply to devices
allocated to channel zero.
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Multisystem Communications

System Programmer Considerati

In virtual selector channel operations, CP reflects a busy condition (condition code
2) to the virtual machine’s operating system if the system attempts a second SIO to
the same device, or another device on the same channel, before the first SIO is
completed.

Block multiplexer channel mode is a CP simulation of real block multiplexer opera-
tion; it allows the virtual machine’s operating system to overlap SIO requests to
multiple devices connected to the same channel. The selection of block multiplexer
mode of operation may increase the virtual machine’s throughput, particularly for
those systems or programs that are designed to use the block multiplexer channels.

Note: CP simulation of block multiplexer processing does not reflect channel
available interruptions (CAlIs) to the user’s virtual machine.

Selecting the channel mode of operation for the virtual machine can be accom-
plished by either a DIRECTORY OPTION operand or by use of the CP DEFINE
command.

The IBM 3088 Multisystem Channel Communication Unit (MCU) is an
input/output device that interconnects as many as eight systems using block
multiplexer channels. The 3088 Model 1 interconnects up to four systems, while
the 3088 Model 2 interconnects up to eight systems.

The 3088 supports the PREPARE channel command which can be used in certain
situations to prevent attention interrupts on the side issuing the PREPARE com-
mand. See “Channel Command Words” later in this discussion for a description of
3088 channel command words.

The 3088 is compatible with existing channel-to-channel usage. In addition, 3088
support extends existing CTCA addressing and scheduling by:

¢ Allowing multiple unit addresses per control unit

« Implementing block multiplexer channel scheduling for both real and virtual
CTCAs and 3088.

ons

At system generation time, the system programmer must code parameters in the
RDEVICE macro and the RCTLUNIT macro to define the 3088 to the control
program. See the VM /SP Installation Guide for the format of these macros.

RDEVICE MACRO: When you code the RDEVICE macro, specify the address
and device type. For example, to define a maximum of 32 sequential unit
addresses at A0O, code the RDEVICE macro as follows:

RDEVICE ADDRESS=(A00,32),DEVTYPE=3088

RCTLUNIT MACRO: When you code the RCTLUNIT macro, you must indicate
the address and the control unit type. In addition, since the 3088 supports a maxi-
mum of 32 or 64 devices, you must also specify the number of sequential unit
addresses using the FEATURE=xxx-DEVICE operand. For example, if you want
to generate 32 devices at channel address A0O, code the RCTLUNIT macro as fol-
lows:
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Virtual 3088 Support

RCTLUNIT ADDRESS=A00,CUTYPE=3088,FEATURE=32-DEVICE

SPECIAL DIRECTORY CONTROL STATEMENT: The 3088 is a valid device for
the SPECIAL directory control statement. For example, to specify a 3088 at virtu-
al address AQO, code the SPECIAL directory control statement as follows:

SPEcial AO0O0 3088

Use the class G DEFINE command to define a virtual 3088 device. The class G
user can define a virtual 3088 device with or without a real equivalent. The system
simulates all functions of the real 3088, except for the online testing functions, for
each virtual 3088 that you define. You must define each virtual 3088 unit address
with a single DEFINE command. Defining each virtual unit address is different
from the dedicated 3088 support where you can define multiple unit addresses
using a single RDEVICE macro. Refer to VM/SP Operating Systems in a Virtual
Machine for examples of virtual machine usage of channel-to-channel devices.

Command Usage and 3088 Support

Channel Command Words

Support for the 3088 recognizes the 3088 as a valid device. Figure 5 outlines
commands affected by 3088 support. See the VM /SP Operator’s Guide and the
VM/SP CP Command Reference for General Users for the format and complete
discussion of these commands.

Command Class 3088 Support

DEFINE G The 3088 is a valid device type on
this command. The control unit
address for a CTCA and a 3088 need
not end in zero. Once you define the
control unit, you may define other vir-
tual devices for the same CTCA or

3088.
ATTACH B The response to these commands is
COUPLE G the same for channel-to-channel
DETACH G, B adapters (CTCAs) and 3088s.
QUERY B

Figure 5. CP commands and 3088 Support

In addition to the channel commands supported in System/360 and System/370
modes, the 3088 supports the following two channel commands:

« PREPARE -- the PREPARE channel command is used to receive a channel
program without causing an attention interrupt to the side issuing the
command.

+ SENSE ID -- the SENSE ID channel command transfers model and control
unit identification to the system issuing the command.
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Diagnostic Aids

Alternate Path Support

3088 support offers online testing facilities, and messages and MNOTES as diag-
nostic aids when using the support. See VM /SP System Message and Codes for the
complete text of the messages.

ONLINE TESTING: The last address in the group of 32 or 64 addresses for each
interface attached to the 3088 is available as a dedicated diagnostic unit address.
The diagnostic unit address provides a communication path between diagnostic
programs and the 3088 microprocessor for online testing. For example, a system
attached to the 3088 may use the diagnostic unit address to read the 3088 logout
and error information.

MESSAGES AND MNOTES TO SUPPORT 3088 DEVICES: The system issues a
message or MNOTE in the following situations:

« If you attempt to define a 3088 for a unit address that has previously been
defined

o If the virtual channel-to-channel device specified in the COUPLE command is
busy on the receiving userid’s virtual machine

« If you attempt to couple a 3088 to a channel-to-channel adapter

« If you specify a model on the RDEVICE macro.

Through the use of the Two-Channel Switch and Two-Channel Switch Additional
Features, alternate path support for DASD or tape provides for up to four channels
on one control unit to be attached to VM/SP (up to 2 channels per control unit in
multiprocessing configurations). In addition, one device may be attached to two
logical control units, providing support for the String Switch feature. This allows
the control program up to eight paths to a given device when the maximum number
of alternate channels and alternate control units are specified.

When an I/0 request is received for a device that has alternate paths defined, and
the primary path is unavailable, VM /370 searchs for the first available path begin-
ning with the first alternate path. Successive alternate paths are examined if
required until an available path is found. In the case where no available path to the
device exists, alternate path I/O scheduling is implemented to queue the request on
multiple busy/scheduled paths, and the first path to become available is the path
the I/O request is started on.

The VM/370 I/O Scheduler determines that a path is available by analyzing the
busy and scheduled software indicators in the RDEVBLOK, RCUBLOK, and
RCHBLOK as well as the chains of pending I/O requests that are queued from the
RCUBLOK and RCHBLOK. This processing is performed prior to issuing the
SIO.

The search for an available path begins with the RDEVBLOK. If the
RDEVBLOK is marked busy or scheduled, the I/O request is queued on the
RDEVBLOK. No alternate path scheduling is performed at the device level. If the
RDEVBLOK is not busy or scheduled, the IOBLOK for this I/O request is pro-
moted upward to the RCUBLOK. If the RCUBLOK is marked busy, the IOBLOK
is queued on the RCUBLOK and a search is made for an alternate control unit

44  VM/SP System Programmer’s Guide



path. If the RCUBLOK is marked scheduled and the present request will not
release the control unit (example: TAPE FSF and TAPE BSF), the IOBLOK is
queued off the RCUBLOK and a search is made for an alternate control unit path.
If the RCUBLOK is marked scheduled and the present request will release the con-
trol unit, the search continues for a channel path. If the RCUBLOK is not marked
scheduled or busy but there are other I/0 requests queued on the RCUBLOK, the
check is again made to see if the present request will release the control unit. If the
present request will not release the control unit, the request is queued and a search
is made for an alternate control unit path. Otherwise, the search continues for a
channel path.

The RCUBLOK “busy” and “scheduled” indicators are only turned on for shared
control units. The busy and scheduled indicators are turned on in the RCUBLOK
for tape and 2314 DASD control units. The non-shared DASD RCUBLOKS never
have the busy and scheduled indicators in the “on” status. For this reason, alter-
nate control unit path selection rarely takes place for non-shared control units. The
one exception occurs when the channel path through the first control unit appears
busy (because a real channel busy condition was encountered). If an alternate path
exists through a second control unit, the control blocks associated with the second
control unit path are examined.

Finding an available channel path is the final step prior to issuing the SIO. If the
RCHBLOK is marked busy, a search is made for an alternate channel path. If the
RCHBLOK has other requests queued on the RCHBLOK, a search for an alter-
nate channel path is made. VM/370 never marks a byte multiplexor RCHBLOK
busy. The only time a block multiplexor is marked busy is after a condition code 2
has been encountered. The I/O load on block multiplexor channels must be suffi-
cient to cause channel busy conditions before path selection on an alternate chan-
nel can take place.

MYVS/System Extensions Support

The MVS/System Extensions support in VM/SP allows an MVS system running in
a virtual machine to exploit the enhancements available in the MVS/System Exten-
sions Program Product (Program No. 5740-XE1) if the System/370 Extended
Facility or System/370 Extended Feature is present on the hardware.

Included in the MVS/System Extensions Program Product enhancement is the use
of:

1. The System/370 Extended Facility for the 303x and the 308x processors, or

2. The System/370 Extended Feature for the System/370 Model 158 and 168
processors, or

3. ECPS:MVS for the 4341.

Note: An RPQ (MK3272) is available for the 158-3 processor that allows the
coexistence of virtual machine assist and System/370 Extended Facility (S370E)
and VM/370 Extended Feature. Thus, an MVS/SE virtual machine can run under
VM/SP with virtual machine assist active on a 158-3 processor. ECPS:MVS and
ECPS:VM/370 are mutually exclusive in the 4341 Model Group 1 and 4341 Mod-
el Group 2. The control storage expansion feature of the Model Group 2 allows
coexistence of ECPS:MVS and ECPS:VM/370.
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The System/370 Extended Facility and System/370 Extended Feature, and
ECPS:MVS are enabled by the MVS/System Extensions support as defined by the
directory OPTION statement or via the CP SET command. For details, refer to the
VM/SP Operator’s Guide, and the VM/SP CP Command Reference For General
Users, respectively.

MVS/System Extensions support includes:

¢ Low address protection facility!
+« Common segment facility!
« Special MVS instruction operation facilities

Low Address Protection Facility

The low address protection facility provides protection against improper storing by
instructions using logical storage addresses in the range 0-511. This facility pre-
vents inadvertent program destruction of those storage locations that the processor
uses to fetch new PSWs during interruption processing. Low address protection
does not apply to the storing of status by the processor (for example, old PSWs,
logout data), nor does it apply to any channel stores (for example, CSW or LCL).

Bit 3 of control register 0 is defined as the low address protection bit, and is used
to control whether or not stores using logical addresses in the range O to 511 are
permitted. When this bit is zero in real control register zero, stores are permitted;
when this bit is one, stores are not permitted. When an instruction attempts a store
using an address in the range 0 to 511 and low address protection applies, the con-
tents of the storage area addressed by the instruction are not modified. The exe-
cution of the current instruction is terminated or suppressed, and a protection
exception oczurs.

Common Segment Facility

The common segment facility allows addressing segments to be classified as private
or common. If bit 30 of the segment table entry for a given segment is 1, the seg-
ment is a common segment; otherwise it is private. A private segment table entry
and the page table it designates may be used only in association with the segment
table origin (STO) that designates the segment table in which the segment table
entry resides. A common segment table entry and the page table it designates may
continue to be used for translating addresses even though a different STO is speci-
fied by changing control register 1.

Special MVS Instruction Operation Handling Facilities

Special operations and instructions in the MVS/System Extensions Program Prod-
uct that enhance MVS operations are handled by System/370 Extended Facility or
System/370 Extended Feature, and are described in the IBM publication
System/370 Extended Facility, GA22-7022. Invalidate Page Table Entry (IPTE)
and Test Protection (TPROT) instructions described in this publication are simu-
lated in VM/SP.

1 ECPS:MVS is identical to the Extended Facility, except that the Low Address Protection Facility
and the Common Segment Facility are not included.
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Erabling MVS /System Extensions Support

Single Processor Mode

Using the class A SET S370E ON command, the system operator enables the
MVS/System Extensions support for all virtual machines. Using the class G SET
370E ON command (or 370E option on the directory OPTION control statement),
the general user enables the support for a particular virtual machine.

When an OS/VS2 MVS Attached Processor (AP) system or an OS/VS2 MVS
tightly-coupled Multiprocessing (MP) system runs on a multiprocessor under
VM/SP, without using single processor mode, MVS runs in uniprocessor mode.
That is, MVS programs do not execute simultaneously on both processors. There-
fore, MVS does not attain the level of throughput it could attain were it running in
multiprocessor mode.

To improve the throughput of an OS/VS2 MVS AP system or OS/VS2 MVS MP
system, run MVS in the V=R machine and use single processor mode. Running in
this mode, MVS has exclusive use of one processor while VM/SP and the V=R
machine (running MVS) use the other processor. In other words, MVS runs on
two processors instead of one. This improves MVS’s throughput.

The throughput of an OS/VS2 MVS AP or OS/VS2 MVS MP system running
under VM/SP and using single processor mode is higher than the throughput would
be were single processor mode not used. However, single processor mode may
reduce the throughput of VM/SP and virtual machines not using the V=R area.

Single processor mode cannot improve the throughput of a VM/SP attached
processor or multiprocessor system. A VM/SP AP or MP system initialized (by
IPL) in the V=R machine with single processor mode on runs in uniprocessor
mode.

Two commands provide operator control of single processor mode. SPMODE, a
class A command, turns single processor mode on or off. QUERY, aclass A or G
command, indicates whether single processor mode is on or off.

For detailed instructions on how to turn single processor mode on or off, see
VM /SP Operating Systems in a Virtual Machine.

Dynamic System Control Programming (SCP) Transition to or from Native Mode

There are times when an installation benefits from switching an SCP to or from
native mode. For example, when it is important to obtain the best possible per-
formance from an SCP, switch it to native mode. When there is a need to do dif-
ferent kinds of work simultaneously, switch the SCP from native mode to the
VM/SP environment.

Installations have always had the capability to switch an SCP to or from native
mode, but to do so has been time consuming. Switching an SCP to native mode
meant quiescing the SCP and VM/SP and then initial program loading the SCP.
To return the SCP to the VM/SP environment meant quiescing the SCP and then
initial program loading VM/SP and the SCP.

Dynamic SCP transition to or from native mode enables an operator to dynamically
switch an SCP to or from native mode. Switching to native mode, there is no long-
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er a need to quiesce or reinitialize (via IPL) the SCP. The SCP continues to run
and can do productive work. Switching back to the VM/SP environment, there is
no longer a need to quiesce the SCP or IPL VM/SP or the SCP.

Before switching an SCP to or from native mode, an operator must prepare
VM/SP and the SCP for the switch: for example, all users except the VM/SP
operator and the operator on the V=R machine must logoff VM/SP. Detailed
instructions on preparing the systems and on switching to or from native mode are
in VM/SP Operating Systems in a Virtual Machine. The following discussion high-
lights the switching process and defines precautions that must be observed.

To switch an SCP to native mode, it must be running in the V=R machine. The
VM/SP operator then prepares VM/SP and the SCP for the switch. To complete
the switch, the operator issues the QVM command (quiesce VM).

After the switch to native mode is completed, there are two areas of real storage
that must not be altered. Addresses 0-7 contain the restart PSW (program status
word) used to make the transition back to the VM/SP environment. Storage above
the upper limit of the V=R area contains the VM/SP nucleus. Altering either area
may make it impossible to return to the VM/SP environment.

To return the SCP to the VM/SP environment, an operator uses the System/370
restart facility. After stopping the processor, the operator stores the value X‘FF’
into the real storage address located eight bytes prior to the address pointed to by
the restart PSW. To complete the switching process, the operator restarts the
processor. Caution: This process does not work unless the SCP was switched to
native mode via the QVM command.

The performance of an SCP switched to native mode depends on the size of the
V=R area. The SCP’s performance will be identical to the performance it would
attain were it initialized (via IPL) directly on a hardware configuration identical to
the V=R machine’s configuration with a real storage size equal to the storage size
of the V=R area. In other words, the larger the V=R area, the better the SCP per-
forms.

You can can switch to or from native mode using the procedures just described for:
« OS/VS1 running without VM VS1 Handshaking

« OS/VS2SVS

« 0OS/VS2MVS
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Performance Observation and Analysis

Load Indicators

The INDICATE Command

Three commands, INDICATE, QUERY SRM, and MONITOR, provide a way to
dynamically measure system performance.

Indicate: Provides the system analyst and general user with a method to observe the
load conditions on the system while it is running.

QUERY SRM: Provides the system operator with expanded observation facilities
for analyzing internal activity counters and parameters.

Monitor: Provides the system analyst and the system operator with a data collection
tool designed for sampling and recording a wide range of data. The collection of
data is divided into functional classes. The different data collection functions can
be performed separately or concurrently. Keywords in the MONITOR command
enable the collection of data and identify the various data collection classes. Other
keywords control the recording of collected data on tape for later examination and
reduction.

The INDICATE command allows the system operator to check the system for
persistently heavy loads. The operator can, therefore, judge when it is best to
apply additional scheduling controls (if appropriate) or call a system analyst to per-
form an analysis of the condition by using the INDICATE, QUERY SRM, and
MONITOR commands.

The system analyst has a set of operands in the INDICATE command that displays
the basic uses of and contentions for major system resources (possible bottleneck
conditions) and identifies the userids and characteristics of the active users and the
resources that they use.

Virtual machine users can use the INDICATE command to observe the basic
smoothed conditions of contention and utilization of the primary resources of
processor and storage. The INDICATE command allows them to base their use of
the system on an intelligent guess of what the service is likely to be. Over a period
of time, virtual machine users relate certain conditions of service to certain utiliza-
tion and contention figures, and know what kind of responses to expect when they
start their terminal session.

The INDICATE command allows general users and the system analyst to display at
their consoles at any time, the usage of and contention for major system resources.

General users can display usage of and contention for the major system resources
of processor and storage. They can also display the total amount of resources used
during the terminal session and the number of I/0 requests. If they use the INDI-
CATE command before and after the execution of a program, users can determine
the execution characteristics of that program in terms of resource usage.

The system analyst can identify active users, the queues they are using, their I/O
activity, their paging activity, and many other user characteristics and usage data.
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The system analyst can use the data on system resource usage and contention to
monitor the performance of the system. The analyst can thus be aware of heavy
load conditions or low performance situations that may require the use of more
sophisticated data collection, reduction, and analysis techniques for resolution.

The VM/SP Scheduler maintains exponentiaily smoothed values for data provided
by the LOAD option. Specifically, at intervals (in seconds) depending on the
processor model, the scheduler calculates the total activities for variables such as
CP and storage usage for the most recent interval, and factors them into a
smoothed wait value in the following way:

(3 * 0ld smoothed wait
New smoothed wait value = value + current interval wait)
i)

Thus, only 1/4 of the most recent interval wait is factored into the new smoothed
wait which makes it predominantly the old smoothed wait value.

The remaining INDICATE components are sampled prior to a user being dropped
from a queue. Because of the frequency of this event, the remaining components
are subject to a heavier smoothing than the wait time. A general expression for the
smoothing follows:

nsv = ((rate - int) (osv) / rate) + civ
where:
nsv = new smoothing value
osv = old smoothing value
civ = current interval value (results found during the current interval (int))
int = current interval (time period being tested)
rate = either history interval (hrate) of 8 minutes, or data interval (drate) of 75
seconds

Other operands of the command allow users to obtain other performance informa-
tion that enables them to understand the reasons for the observed conditions. For
the format of the class G INDICATE command, see the VM/SP CP Command
Reference for General Users. For the format of the class E INDICATE command,
see the VM /SP Operator’s Guide.

The INDICATE FAVORED Command

Marnaging Page Migration

The section “Preferred Virtual Machine Options” in this publication contains
detailed information on favored execution. For information on the setting of
favored execution options, refer to the VM/SP Operator’s Guide.

In order to keep-12% of the preferred paging area available, CP migrates inactive
pages from preferred to nonpreferred paging areas. The preferred paging area

includes a fixed-head area and a moveable-head area. The fixed-head paging area
is paging space on a drum and/or space under the fixed heads of a DASD volume
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that has the fixed head feature installed. The moveable-head paging area is paging
space on a DASD volume that is accessed by a moveable arm. Normally, CP
dynamically invokes page migration, based on calculated load levels, once every ten
minutes.

Inactive pages in the fixed-head preferred paging area are migrated every time CP
invokes migration. For pages in the moveable head preferred paging area, the
installation can decide at what point inactive pages are selected for migration. The
system programmer can use the SET SRM MHFULL command to set moveable
head page migration limits.

If a percentage for MHFULL has been specified, CP migrates pages from move-
able head preferred paging areas only when that percentage is reached and the time
interval has elapsed, rather than whenever fixed head areas are full. Thus,
migration from moveable head preferred paging areas and fixed head preferred
paging areas can take place separately.

In addition, the system operator can use the MIGRATE command to immediately
invoke page and swap table migration. Page migration can also be invoked only for
a specific virtual machine.

The format of the MIGRATE command is described in the VM/SP Operator’s
Guide.

Querying and Setting the System Resource Management Variables

The QUERY SRM and SET SRM commands allow the system analyst to query
and/or change internal system activity counters or parameters. Formats for the
QUERY SRM and SET SRM commands are contained in the VM /SP Operator’s
Guide.

The system analyst can use the Class E QUERY SRM command to display the fol-
lowing information:

«  Current number of pageable pages

« Size of the dispatching time slice

« Setting of the maximum working set estimate

« Maximum drum page allocation limit

o Current page migration counters

« Unused segment elapsed time as criteria for page migration
e Current PCI flag setting mode for 2305 page requests

o Maximum page bias value

o Current interactive shift bias value

» Moveable head page migration limit

The class E SET SRM command allows the system analyst to set some of the Sys-
tem variables that can affect the values displayed by the QUERY SRM command.

Querying and Setting the Paging Variable

The paging variable is used in the working set size algorithm. The current paging .,
load is constantly compared with the paging variable. Adjustments are then made
in the working set size estimates, based on how well the actual load compares with
the paging load variable.
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The MONITOR Command

The QUERY PAGING command displays the paging variable used in the working
set size estimate control algorithm. Information on the paging rate per second is
available as a response to the INDICATE LOAD command.

The SET PAGING command is used to change the paging variable used in the
working set size estimate.

Information about the formats of the QUERY PAGING and SET PAGING com-
mands is contained in the VM/SP Operator’s Guide.

VM/SP Monitor collects data in two ways:

1. By handling interruptions caused by executing MONITOR CALL (MC)
instructions.

2. By using timer interruptions to give control periodically to sampling routines.

MONITOR CALL instructions with appropriate classes and codes are presently
embedded in strategic places throughout the main body of VM/SP code (CP).
When a MONITOR CALL instruction executes, a program interruption occurs if
the particular class of MONITOR CALL is enabled. The classes of MONITOR
CALL that are enabled are determined by the mask in control register 8. For the
format and function of the MONITOR CALL instruction, refer to the System/370
Principles of Operation. The format of control register 8 is as follows:

| xxx [xox [ xoxx | xxxx [ 0123 [ 4567 | 89aB | cDEF|

where:
x indicates unassigned bits.
0-F (hexadecimal) indicates the bit associated with each class of the MONI-

TOR CALL.

When a MONITOR CALL interruption occurs, the CP program interruption han-
dler (DMKPRG) transfers control to the VM/SP Monitor interruption handler
(DMKMON) where data collection takes place.

Sixteen classes of separately enabled MONITOR CALL instructions are possible,
but only eight are implemented in the VM/SP Monitor.

Monitor output consists of event data and sampled data. Event data is obtained via
MONITOR CALL instructions placed within the VM/SP code. Sampled data is
collected following timer interruptions. All data is recorded as though it were
obtained through a MONITOR CALL instruction. This simplifies the identifica-
tion of the records.

The following table indicates the type of collection mechanism for each Monitor
class:

2 There is no class name for monitor class 3, but it is reserved.
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Monitor Class Collection

Class Name Mechanism

0 PERFORM Timer requests

1 RESPONSE MC instructions

2 SCHEDULE MC instructions

32 - -

4 USER Timer requests

5 INSTSIM MC instructions

6 DASTAP Timer requests

7 SEEKS MC instructions

8 SYSPROF Collected via class 2

Another function, separate from the VM/SP Monitor, is also handled by the
MONITOR command. The MONITOR command can stop and start CP internal
trace table data collection, which is nor initiated by MONITOR CALLs.

Note: The VM/SP Monitor record format and the contents of the record are
shown in “Appendix B. Monitor Tape Format and Content.”

The class A and E MONITOR command:

« Stops and starts CP internal trace table data collection.

« Displays the status of the internal trace table and each implemented class of
VM/SP Monitor data collection. Displays the specifications for automatic
monitoring defined by the SYSMON macro in DMKSYS. In addition, it dis-
plays those specifications for automatic monitoring that are overridden by
Monitor commands. It also displays whether the tape or spool file is the
recording medium.

o Starts and stops VM/SP data collection using tape or spool file. It also closes
the spool file, if desired.

« Specifies VM/SP monitor classes of data collection enabled, number of buffers
used, and time of data collection. It also specifies other options which override
the specifications for automatic monitoring on the SYSMON macro contained
in DMKSYS.

» Specifies the interval to be used for timer driven data collection.
« Specifies direct access devices that are to be included or excluded from a list of
devices. The list defines direct access devices for which CP is to collect data

for the SEEKSs class.

See the VM /SP Operator’s Guide for the format and details of the MONITOR
command.
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Implemented Classes

The following MONITOR CALL classes correlate with the corresponding classes
in control register 8. Refer to the System/370 Principles of Operation for details of
the MC instruction and the bits in control register 8.

Monitor

Class Keyword Data Collection Function

0 PERFORM Samples system resource usage data by accessing system
counters of interest to system performance analysts.

1 RESPONSE Collects data on terminal I/O. Simplifies analyses of com-
mand usage, user, and system response times. It can relate
user activity to system performance. This class is invalid and
no data can be collected for it unless the system programmer
changes the LOCAL COPY file and reassembles
DMKMCC.

2 SCHEDULE Collects data about scheduler queue manipulation, monitors
flow of work through the system, and indicates the resource
allocation strategies of the scheduler.

3 e Reserved.

3 USER Periodically scans the chain of VMBLOKSs in the system, and
extracts user resource utilization and status data.

5 INSTSIM Records every virtual machine privileged instruction handled

by the control program (CP) standard simulation routines
(DMKPRYV, DMKPRW). Because simulation of privileged
instructions is a major source of overhead, this data may lead
to methods of improving performance.

The fast path simulation routines (DMKFPS) result in signif-
icantly less control program overhead than the standard
paths. Therefore, privileged instructions simulated by
DMKEFPS are not recorded.

If the VMA feature is active, the number of privileged
instructions that are handled by the control program is
reduced for those virtual machines that are running with the
feature activated.
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Monitor
Class

6

Keyword
DASTAP

SEEKS

Data Collection Function

Periodically samples device I/O activity counts (SIOs), for
tape and DASD devices only. DASTAP samples only those
tapes and DASD devices that are online when the MONI-
TOR START command is issued.

It is possible that the number of DASD and tape devices
defined in DMKRIO may exceed 291 (the maximum number
of MONITOR DASTAP records that fit in a MONITOR
buffer). The following algorithm determines which devices
are monitored:

1. If the total number of DASD and tape devices that are
online is less than or equal to 291, all online DASD and
tape devices are monitored.

2. If the total number of online DASD devices is less than
or equal to 291, all online DASD devices are monitored.

3. Otherwise, the first 291 online DASD devices are moni-
tored.

Collects data for every I/0 request to DASD. Reveals
channel, control unit, or device contention and arm move-
ment interference problems.

Note: When NOTRANS is in effect for a virtnal=real
machine, no meaningful data is collected.

No data is collected for TI0 or HIO operations. For SIO
operations, data is collected when the request for the I/O
operation is initially handled and again when the request is
satisfied.

This means that a single SIO request could result in two
MONITOR CALLs. For example, if the request gets queued
because the device is already busy, then a MONITOR CALL
would be issued as the request is queued. Later, when the
device becomes free and is restarted, a second MONITOR
CALL is issued.

In general, the data collected is the same except that in the
first case nonzero counts are associated with queued
requests.

If the request for I/0 is satisfied when it is initially handled
without being queued, only one MONITOR CALL results.
In both this case and the second of the two data collections
mentioned above, the count of I/O requests queued for the
device is zero.

Performance Observation and Analysis

55



Monitor
Class Keyword

8 SYSPROF

Data Collection Function

Collects data complementary to the DASTAP and SCHED-
ULE classes in order to provide a more detailed "'profile'" of
system performance through a closer examination of DASD
utilization.

VM /SP Monitor Response to Unusual Tape Conditions

Suspension

Unrecoverable Tape Error

End-of-Tape Condition

When I/0 to the tape is requested, the device may still be busy from the previous
request. If this occurs, two data pages are full and data collection must be tempo-
rarily suspended. Control register 8 is saved and then set to zero to disable MON-
ITOR CALL program interruptions and timer data collection. A running count is
kept of the number of times suspension occurs. The current Monitor event is dis-
regarded. When the current tape I/0 operation ends, the next full data page is
scheduled for output. MONITOR CALL interruptions are reenabled (control reg-
ister 8 is restored), a record containing the time of suspension, the time of
resumption, and the suspension count is recorded and data collection continues.
The suspension count is reset to zero when the MONITOR STOP TAPE is issued.
If a MONITOR command is issued at the time monitor is suspended, a message is
displayed to the invoker of the command stating,

SEEK, 3TOP, OR CLOSE CMD IS IN PROGRESS, RETRY

When an unrecoverable error occurs, DMKMON receives control and attempts to
write two tape marks, rewind, and unload the tape. The use of the tape is discon-
tinued and data collection stops. The operator is informed of the action taken.
Whether or not the write-tape-marks, rewind, and unload are successful, the tape
drive is released.

When an end-of-tape condition occurs, DMKMON receives control. A tape mark
is written on the tape and it is rewound and unloaded. The VM/SP Monitor is
stopped and the operator is informed of the action taken.

VM /SP Monitor Considerations

Initial Program Load

The system programmer may want to set the TRACE(1) bit to a 1 in the LOCAL
COPY file and reassemble DMKMCC to allow RESPONSE data (MONITOR
class 1) to be collected. See the information about security exposure in
“MONITOR ENABLE Restrictions” in the MONITOR command description.

MONITOR START CPTRACE is active after real system IPL (manual or automat-
ic). The VM/SP Monitor tape data collection is off after IPL. If automatic per-
formance monitoring is specified in the SYSMON macro and IPL occurs within the
range of the TIME operand of the SYSMON macro, VM/SP monitor data col-
lection to a spool file is started.
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System Shutdown

System Failure

I/0 Devices

If the VM/SP Monitor data collection to a spool file is taking place, a system shut-
down causes closing of the file and termination of monitoring. If data collection is

to tape, a system shutdown implies a MONITOR STOP TAPE command. Normal

command processing for the MONITOR STOP TAPE function is performed by the
system.

If the VM/SP system fails and data collection to a spool file is active, the spool file
is closed and preserved, except for the last buffer. If the VM/SP system fails and
data collection is active on tape, an attempt is made to write two tape marks,
rewind, and unload the tape. If the tape drive fails to rewind and unload, be sure to
write a tape mark before rewinding and unloading the tape. VM/SP Monitor data
collection is terminated by the system failure.

If VM/SP monitor data collection is active using tape, a supported tape drive must
be dedicated to the system for the duration of the monitoring. For accounting pur-
poses, all I/0 is charged to the system.
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VM/SP Monitor Data Volume and Overhead

58

Use of the VM/SP Monitor usually requires that three pages be locked in storage
for the entire time the VM/SP Monitor is active; however, only two pages are
required if the single buffer option is used with only the PERFORM class of data
collection enabled. This reduces by three the number of page frames available for
paging. This significantly affects the performance of the rest of the system when
there is a limited number of page frames available for paging.

PERFORM This class of data collection is activated once every 60 seconds (or as
defined by the MONITOR INTERVAL command), and records sys-
tem counters relevant to performance statistics. It is, therefore, a very
low overhead data collection option.

RESPONSE This class collects terminal interaction data and, because of the human
factor, has a very low rate of occurrence relative to processor speeds.
Consequently, this class causes negligible overhead and produces a
low volume of data.

SCHEDULE This class records the queue manipulation activity of the scheduler
and generates a record every time a user is added to the eligible list,
added to queuel or queue2, or removed from queue. The recording
overhead is very low.

USER This class of data collection is active once every 60 seconds (or as
defined by the MONITOR INTERVAL command). Data is extracted
from each user’s VMBLOK, including the system VMBLOK. The
overhead incurred is comparable with that of the statistical data of the
PERFORM class; however, it increases with the number of users
logged onto the system.

INSTSIM  This class of data collection can give rise to large volumes of data
because of the frequency of privileged instructions in some virtual
machines. This may incur significant overhead. It should be activated
for short periods of time and preferably, though not necessarily, when
other classes of data collection are inactive. If the Virtual Machine
Assist feature is active for the virtual machine, the data volume and,
consequently, the CP overhead may be reduced.

DASTAP This class of data collection samples device activity counts once every
60 seconds (or as defined by the MONITOR INTERVAL command)
and is a very low source of overhead, similar to the PERFORM and
USER classes.

SEEKS This class of data collection can give rise to large volumes of data
because every start I/O request to DASD is recorded via a MONI-
TOR CALL.

SYSPROF This class of data collection is complementary to the SCHEDULE and
DASTAP classes and results in a small amount of additional overhead.
It obtains more refined data on DASD resource usage.
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Performance for Time-Shared Multibatch Virtual Machines

First you must determine how many similar users can be run concurrently on a giv-
en configuration before the throughput of individual users becomes unacceptable.

Monitoring Recommendations

Every installation should use the automatic monitoring facilities to simplify and
automate the collection of performance data. A virtual machine should also be set
up to analyze and report the collected data. The VM/370 Performance/Monitor
Analysis Program (VMAP) does such a task. For more information about the
capabilities of this program and for details about ordering it, see the publication
Virtual Machine Facility/370 Performance/Monitor Analysis Program. This pro-
gram or user-written analysis programs should be run on a daily basis to analyze
the collected data. Data reduction should preferably be run at off-peak hours to
minimize the effect on the performance of the system that is doing data reduction.
Initially, the data collected with MONITOR default options should be analyzed to
establish a familiarity with the load environment and performance profile of each
virtual machine system and its effect on CP.

Once a performance profile is established for each system and associated virtual
machines, the analyst should be able to detect points of contention between
processor(s) storage, I/0, and paging subsystems.

Normally the spool file monitoring options should be used. However, if large vol-
umes of trace data are to be collected, then monitoring to tape should be used.
Tape is also useful if benchmarking is frequently done and all of the new monitor
trace and sampled data must be archived for possible future use. The default mode
of operation of the Performance/Monitor Analysis Program is to keep the con-
densed ACUM files and not the raw data.

If SEEKSs data is needed, a sampling technique is suggested. A simple implementa-
tion might be to use a CMS EXEC procedure to enable SEEKs for ten seconds
every ten minutes. This would produce SEEKSs data while limiting the volume of
data collected. An alternative is to create a list of devices for which data for the
SEEKs class is to be collected. CP collects data for only those devices in the list.
To create the list, use the INCLUDE or EXCLUDE options of the MONITOR
command’s SEEK operand. If data is collected for only a few devices, consider col-
lecting data for longer periods of time.

Load Environments of VM/SP

Two distinct uses of VM/SP can be readily identified and, consequently some dif-
ferences in criteria for acceptable performance may occur. The system may be
required to time share multiple batch-type virtual machines with interactive
machines performing minor support roles; or, the system may be primarily required
to provide good interactive time-sharing services in the foreground, with a batch
background absorbing spare resources of real storage and processor.

After determining the minimum acceptable performance, perform external observa-
tions of turnaround time on benchmarks and specify a point beyond which the
addition of more users would be unacceptable. However, when that point is
reached, more sophisticated internal measurement is required to determine the
scarcest resource and how the bottleneck can be relieved by additional hardware.

Several possible conditions can be identified resulting from different bottlenecks.
They are:
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« Real storage levels of multiprogramming are low compared with the number of
contending users. Hence, each user is dispatched so infrequently that running
time or response time may become intolerable.

< Storage may be adequate to contain the working sets of contending users, but
the processor is being shared among so many users that each is receiving inad-
equate attention for good throughput.

« Real storage space may be adequate for the processor, and a high speed drum
is used for paging; however, some virtual storage pages of some users have
spilled onto slower paging devices because the drum is full. With low levels of
multiprogramming, user page wait can become a significant portion of system
wait time. Consequently, processor utilization falls and throughout deteri-
orates.

« Storage, processor, and paging resources are adequate, yet several users are
heavily I/0O-bound on the same disk, control unit, or channel. In these circum-
stances, real storage may be fully committed because the correct level of multi-
programming is selected, yet device contention is forcing high I/O wait times
and unacceptable processor utilization.

Estimates of typical working set sizes are needed to determine how well an applica-
tion may run in a multiprogramming environment on a given virtual storage system.
A measure of the application’s processor requirements may be required for similar
reasons. Measurements may be required on the type and density of privileged
instructions a certain programming system may execute, because, in the virtual
machine environment, privileged instruction execution may be a major source of
overhead. If the virtual machine environment is used for programming develop-
ment, where the improvement in programmer productivity outweighs the disadvan-
tages of extra overheads, the above points may not be too critical. However, if
throughput and turnaround time are important, then the converse is true, and the
points need close evaluation before allocating resources to a virtual machine opera-
tion.

High levels of muitiprogramming and overcommitment of real storage space lead to
high paging rates. High paging rates can indicate a healthy condition; but be con-
cerned about page stealing and get evidence that this rate is maintained at an
acceptable level. A system with a high rate of page stealing is probably thrashing.

Performance -- Mixed Mode Foreground/Background Systems with Emphasis on
Good Interactive Response

Most of the conditions for good performance, established for the time-shared batch
systems, apply equally well to mixed mode systems. However, two major factors
make any determination more difficult to make. First, get evidence to show that, in
all circumstances, priority is given to maintaining good interactive response, and
that nontrivial tasks truly take place in the background. Second, background tasks,
no matter how large, inefficient, or demanding should not be allowed to dominate
the overall use of the time-sharing system. In other words, in mixed mode opera-
tion, get evidence that users with poor characteristics are discriminated against for
the sake of maintaining a healthy system for the remaining users.

A number of other conditions are more obvious and straightforward. You need to

measure response and determine at what point it becomes unacceptable and why.
Studies of time-sharing systems have shown that a user’s rate of working is closely
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correlated with the system response. When the system responds quickly, the user is
alert, ready for the next interaction, and thought processes are uninterrupted.
When the system response is poor, the user becomes sluggish.

For interactive environments, a need exists to analyze command usage. Average
execution time of the truly interactive commands can provide data for validation of

the Queue 1 execution time.

Trace Table Recording Facility

The Trace Table Recording Facility provides Field Engineering and system pro-
grammers with problem determination capability. The facility, using the CPTRAP
command, creates a READER spool file of selected trace table entries, CP data
entries, and virtual machine data entries in the order they happen. A CMS data
reduction program, TRAPRED, is also provided to examine the data collected.
Output can be either a spooled print file or an interactive terminal display.

Recording CP Trace Table Entries in the CPTRAP File

The current CP internal trace table is a ‘wrap’ table that continuously overlays pre-
viously stored information. The trace table recording facility continues to store
trace table entries in the trace table and, in addition, to the spool under command
control. The trace records are selectable by trace type with the CPTRAP com-

mand.

Current trace record types are:

01 - External interrupt

02 - SVC interrupt

03 - Program interrupt

04 - Machine check interrupt
05 - I/0 interrupt

06 - Free storage

07 - Return storage

08 - Enter scheduler

09 - Queue drop

OA - Run user

0B - Start I/O

0C - Unstack I/0 interrupt

0D - Virtual CSW store

OE - Test I/O

" OF - Halt device

10 - Unstack IOBLOK or TRQBLOK
11 - NCP BTU

12 - Spinning on lock

13 - SIGP issued

14 - Clear Channel issued

15 - IUCV Communication

16 - SNA Console Comm. Services

17 - MSSF Support

18 - Start I/0 Fast Release

19 - Simulated I/O interrupt

1B - Clear I/0

The trace table recording facility allows selection of input by trace table type
(typenum) and further selection based on a field in the trace table entry. The three
allowed fields are VMBLOK address, device address (DEVADDR), and code
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(CODE). Selectivity by typenum is allowed up to X‘3F’, inclusive, to allow for
future trace types. Further selectivity using VMBLOK, DEVADDR, and CODE,
is only defined for the CP trace types. Selected CP trace table entries are moved to
the spool file without change to their format or length.

Passing Virtual Machine Data to the CPTRAP File

This interface allows the virtual machine to enter data into the CPTRAP spool file.
The virtual machine interface is inserted into a problem area by a FE or system
programmer using the STORE CP command. When enabled, via the CPTRAP
ALLOWID subcommand, the data area is paged in by the CPTRAP facility, but
must be an address within the virtual machine’s storage. The data length can be
variable up to a maximum of 264 bytes. Longer requests are honored only for the
first 264 bytes with no indication that data length has been truncated.

The interface is via a class 10 monitor call instruction. The user should use monitor
code 0 with this instruction. Therefore, any virtual machine running user written
programs that use a class 10 monitor call should not use the CPTRAP virtual
machine interface facility because of unpredictable results.

A monitor call instruction can be executed in virtual supervisor or virtual problem
state, BC mode or EC mode, and in multi-level environments. Multi-level is
defined as VM/SP running a guest virtual machine (GVM) of a VM/SP system.
There is no restriction on the number of interfaces that can be active at once, or
the number of virtual machines that can use them. Within VM/SP, the trace facili-
ty maintains an ordered file of the virtual interface information and selected
VM/SP control program (CP) information.

The first byte of a virtual interface record is assigned a type X‘3E’, for virtual
machine records. The second byte is reserved. The third and fourth bytes contain
the user-defined code to individualize this record. The fifth and sixth bytes contain
the length. The length is the full record including the type indicator, reserved
bytes, two code bytes, the two length bytes, and the data itself. The seventh and
eighth bytes are reserved. The data starts on the ninth byte of the record to supply
doubleword alignment. The total record length is a multiple of 16 bytes to keep
incore trace record alignment. This facilitates reading the nontransferred records
from a dump. A time stamp is put on every 4K spool block.

Register 1 must contain a pointer to a PARM field that contains a pointer to the
data, the length of the data, and the individualizing code. The data must be 264
bytes or less, and reside in the virtual machine. If the length is greater than 264
bytes, only the first 264 are taken.

The individualizing code exists so that interface data may be identified at data
reduction time. It is the user’s responsibility to make it a unique indication of
where the interface was inserted. To use the virtual machine interface, each virtual
machine must be enabled via the ALLLOWid operand of the class C CPTRAP
command. For a complete description of the CPTRAP command and its operands,
see the VM/SP Operator’s Guide.

The interface is:

MC 0,10 with Register 1 set as follows:

R1 is a pointer to an 8-byte parameter list whose format is:
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LLLL CODE DATA ADDR

where:
LLLL is a two byte field containing the length of the data field
CODE is a two byte field containing the individualizing code

DATA ADDR is a four byte pointer to the data field to be included on the
spool file.

Note: There are no boundary requirements for the 8-byte parameter list.

An example of acceptable logic: where ‘3’ is the individualizing code, and
DATAFLD is the address of the data.

- BAL R1,AROUND

* PARM DEFINITION
DC AL2 (L'DATAFLD) 2 BYTES OF LENGTH FIELD
DC AL2(3) 2 BYTES OF CODE...THIS IS CODE 3
DC AL4 (DATAFLD) 4 BYTES OF DATA POINTER
AROUND DS OH
MC 0,10 VIRTUAL MACHINE INTERFACE

Passing CP Data to the CPTRAP File

To insert the CP interface into the problem area, insert the code into the source,
reassemble the particular source module, and regenerate the system. You can also
use the STCP command to insert the CP interface into a problem area. There are
no restrictions on the number of interfaces that may be active at the same time.

The interface is via a BALR R14,R15. Register 15 must be loaded with the
address of PSA(TRAPOQOK); this is the address of logic within module DMKPSA.
This logic determines if CPTRAP is active. If active, a branch is taken to the
CPTRAP logic via PSA(TRAPCP); if not, a return is immediately taken to the
caller.

Register 1 must contain a pointer to the parameter list that contains the length of
the data, an individualizing code, and a pointer to the data. The data must be 264
bytes or less, and reside in real storage. If the length is greater than 264 bytes,
only the first 264 are taken with no indication that the data length was truncated.

The individualizing code exists so that CP interface data may be identified at data
reduction time. It is the user’s responsibility to make it a unique indication of
where the zap was inserted.

Eight bytes of data are added by CP as a header for the CP interface record. The
first byte is set to X‘3F’ to indicate CP interface data, the second is reserved. The
third and fourth bytes contain the individualizing code, the fifth and sixth bytes
contain the total length (data length plus 8), the seventh and eighth bytes are
reserved and are immediately followed by data.

Care must be taken where the trap is inserted. If a condition code is set which has
not yet been interrogated, the inserted interface logic must assure that the condi-
tion code is saved or unchanged. The CP interface logic within CPTRAP does pre-
serve the condition code setting.
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The interface is:

[

a pointer to an 8-byte parameter list whose format is:

|LLLL | coDE [ DATA ADDR

where:

LLLL

CODE

DATA ADDR

R15

R14

spool file.

contains the return address.

is a two byte field containing the length of the data field.
is a two byte field containing the individualizing code.

is a four byte pointer to the data field to be included on the

must contain the address of TRAPOK in the PSA

Note: There are no boundary requirements for the 8-byte parameter list.

The following is an example of acceptable logic where ‘3’ is the individualizing
code, and DATAFLD is the address of the data.

USING PSA,RO

BAL R1,AROUND

*

DC AL2 (L'DATAFLD)
DC AL2(3)

DC AL4 (DATAFLD)

AROUND DS OH

CPTRAP READER File

La R15, TRAPOK

BALR R14,R15

PSA

DATA STRUCTURE

2
2
4

BYTES OF LENGTH FIELD
BYTES OF CODE...THIS IS CODE 3
BYTES OF DATA POINTER

CP INTERFACE
METHOD

The spool file created by the trace table recording facility has a filename of
CPTRAP and a filetype of FILE. It is made up of noncontiguous 4K spool
records. The records are all data; there are no CCWs within them. The file has the
SFBDUMP bit on, and the SFBMISC+1 byte is C‘P’. The file may be accessed
with DIAGNOSE X‘14°.

CMS Data Reduction Program

A reduction program, which runs on CMS, is included with the facility to allow the
data collected by CPTRAP to be useable. Input is the spool file created by the
CPTRAP command. Output can be either a spooled print file or an interactive

terminal display. The program allows:
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Selectivity of output

Positioning within the file

Displaying on the terminal in a forward or backward direction



o Printing
+ Stopping

The data is unblocked into logical records and printed in hexadecimal. Each logical
record starts on a new line. The interface data, the only data that can be longer
than one print line, is indented to improve its readability. The program,
TRAPRED, is a CP module shipped with the CMS modules, and exists on the CMS
S disk with an S2 filemode. TRAPRED writes CP error messages to the terminal,
and writes line mode data to the terminal, and to the printer. Although TRAPRED
issues CP messages, the program runs in the CMS user area.

| TRAPRED | filenum |

In CMS mode enter:
TRAPRED filenum
“where:

TRAPRED
is the name of the CPTRAP data reduction program.

filenum
is the number of the READER file that is the output of CPTRAP processing.
The filename and filetype are ‘CPTRAP FILE’.

The spool file specified must belong to the user invoking the program, and must be
of a class which can be read and must not be held.

After you enter ‘TRAPRED filenum’, the CPTRAP READER file is accessed and
interactive processing may begin. The CMS immediate commands HT and HX
work with this program.

There are three categories of interactive subcommands:

All [ON ]

All [OFF]

typenum [Vmblok nnnnnn]
[DEVaddr nnnn ]
[code nnnn ]
[OFF ]

These subcommands control which trace table types are to be viewed on the termi-
nal or spooled to the printer. The specification of X‘3F’ or X‘3E’ for typenum
causes selectivity of CP or virtual machine interface records respectively. Remem-
ber that the records on the file were selectively chosen at CPTRAP invocation, so
this may be looked at as a second level of selectivity.

All [ON] All selectivity is desired at this time (data reduction time). All
records on the READER file are processed. This is the default
setting at invocation time if selectivity is not modified. OFF
turns off all selectivity definitions. ALL or ALL ON turns on
all typenum general selectivity.
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All [OFF] No selectivity, no records will be processed.

typenum

Vmblok nnnnnnnn
DEVaddr nnnn
COde nnnn
OFF

These have the same meaning as during CPTRAP selectivity definition. In
addition, typenums X‘3F’ and X‘3E’ may be specified for CP interface data and
virtual machine interface data, respectively.

When the first typenum is entered after invoking the program or “ALL[ON]”, all
other typenums are reset to off.

File Processor Subcommands

When the TRAPRED program is invoked, the message ‘ENTER SELECTIVITY
OPTION(S) OR SUBCOMMAND’ is issued.

TOP
BOTtom

Up

DOwn
Type

nnnnnnnn
nnnnnnnn
nnnnnnnn

TYPEBack nnnnnnnn

Printer

nnnnnnnn

TOP/BOTtom Use these commands for positioning within the CPTRAP READER

file. TOP positions to the first record of the file; BOTtom at the last
record.

Up/Down nnnnnnnn

il

Use these commands to move data around within the READER file.
The amount of movement is controlled by the number following the
command. The number indicates how many logical records are to be
skipped; counting is selective. DOWN is toward the end of the file,
UP is toward the start of the file. The nnnnnnnn may be any decimal
value between 1 and 99999999. Wrapping of the file is not allowed,
and the subcommand ends prematurely if either the end of file or start
of file is encountered.

Type nnnnnnnn
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1

Type indicates that selective output is to be displayed on the terminal.
nnnnnnnn is the number of selective lines desired. If unspecified, one
line, the current line, is displayed. nnnnnnnn may be any decimal val-
ue between 1 and 99999999. The command ends prematurely if the
end of file is encountered.

For CP and virtual machine interface records (types X‘3F’ and X‘3E’
respectively), the indicated number of logical records is displayed.
Each logical record may be more than one line.



End Program Commands

Lost Data

Checkpointing

AP and MP Support

TYPEBack nnnnnnnn

1 This is the same as TYPE except instead of proceeding in a forward
direction, records are selectively displayed in a backward direction
within the file, that is, toward the top of the file. The command ends
prematurely if the start of file is encountered.

For CP and virtual machine interface records (types X‘3F’ and X‘3E’
respectively), the indicated number of logical records is displayed.
Each logical record may be more than one line.

Printer nnnnnnnn

1 Use this command to spool selected records to the printer. nnnnnnnn
is the number of records to print. 1 is the default, but you may specify
any decimal value up to 99999999. The command ends prematurely if
the end of file is encountered. It proceeds toward the bottom of the
file.

QUIT
The subcommand to end data reduction. The accessed reader file is kept.

STOP
Used to end data reduction. The file is purged unless the reader is held.

A data lost message is issued when the system creates output faster than it can be
transferred to the spool. When this happens, the output file also indicates that data
has been lost. The amount of data lost can be 4K of CP trace table and/or
CP/virtual data records. The possibility of a data lost situation is:

1. Directly proportional to the rate of transfer of trace table data to spool
2. Directly proportional to the frequency and size of interface data
3. [Inversely proportional to speed of the spool DASD. This is a potential problem

with the faster CPUs and/or with heavy use of the interface support. A
reduced selection of trace types and CP or virtual interface data is the solution.

Closed CPTRAP reader files are checkpointed just like any other spool files.

AP and MP processors are supported by the trace table recording facility. When
the facility is actively processing the CP trace table, the AP/MP lock becomes
active. The control method is a word within the module which is tested with a TS
(TEST and SET) instruction. This word also holds the CPU identification of the
latest CPU through the CPTRAP logic.
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Running with Microcode Assist Active

The trace table recording facility requires the dispatcher assists in ECPS:VM/370
to be deactivated to support the monitor call interface for virtual machines. These
assists exist in DMKDSP. Deactivation is required only when the facility is active,
and is accomplished automatically by tests just in front of the assist instructions.

Logoff Considerations

The trace table recording facility is stopped if the user who invoked CPTRAP logs
off.
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Accounting Records

The accounting data gathered by VM/SP can help in analysis of overall system
operation. Also, accounting data can be used to bill VM/SP users for time and
other system resources they use.

There are three types of accounting records: the virtual machine user records,
records for dedicated devices as well as T-disk space assigned to virtual machine
users, and accounting records generated as a result of user initiated DIAGNOSE
X‘4C’ instruction. A CMS batch virtual machine creates an accounting record with
the userid and account number of the user who sent his job to the batch machine.
Accounting records are prepared as 80-character card images and spooled to disk.

When the user wishes, the data can be sent to the punch for punched output, or
spooled to the virtual machine’s reader for additional processing. By using the
SYSACNT macro, the user can do this when a specified number of records are
accumulated. By invoking the ACNT CLOSE command, the user does it imme-
diately.

Accounting Records for Virtual Machine Resource Usage

The information stored in the accounting record in card image form when a user
ends his terminal session (or when the ACNT command is invoked) is as follows
(columns 1-28 contain character data; all other data is in hexadecimal form, except

as noted):
Column Contents
1-8 Userid

9-16 Account number

17-28 Date and Time of Accounting (mmddyyhhmmss)

29-32 Number of seconds connected to VM/SP System

33-36 Milliseconds of processor time used, including time for VM/SP
supervisor functions

37-40 Milliseconds of virtual processor time used

41-44 Number of page reads

45-48 Number of page writes

49-52 Number of virtual machine SIO instructions for nonspooled I/O

53-56 Number of spool cards to virtual punch

57-60 Number of spool lines to virtual printer (This includes one line for
each carriage control command)

61-64 Total number of spool records from virtual reader
(This is not the number of records read, rather it is the total number
of records in the spool file (SFBRECNO) when the file is open for
processing.)

65-78 Reserved

79-80 Accounting record identification code (01)

Accounting Records for Dedicated Devices and Temporary Disk Space

Accounting records are recorded and spooled to disk when a previously dedicated
device and temporary disk space is released by a user via DETACH, LOGOFF, or
releasing from DIAL (dedicated device only). A dedicated device is any device
assigned to a virtual machine for that machine’s exclusive use. These include
devices dedicated by the ATTACH command, those being assigned at logon by
directory entries, or by a user establishing a connection (via DIAL) with a system
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that has virtual 2702 or 2703 lines. The information on the accounting record in
card image form is as follows (columns 1-28 contain character data; all other data
is in hexadecimal form, except as noted):

Column
1-8
9-16

17-28

29-32

33

34

35

- 36
37-38

39-78
79-80

Contents

Userid

Account number

Date and Time of Accounting (mmddyyhhmmss)
Number of seconds connected to VM/SP system
Device class

Device type

Model (if any)

. Feature (if any)

Number of cylinders of temporary disk space used (if any) or number
of blocks used (columns 37-40) for fixed-block devices. This infor-
mation appears only in a code 03 accounting record.

Unused (columns 41-78 unused for fixed-block devices)

Accounting record identification code (02, 03)

The device class, device type, model, and feature codes in columns 33-36 are
shown in Figure Figure 69 on page 521.

Accounting Records for LOGON, AUTOLOG, and LINK Journaling

When LOGON, AUTOLOG, and LINK journaling is on, VM/SP may write type
04, type 05, type 06, or type 07 records to the accounting data set. These records
are written under the following circumstances:

« Type 04 records are written when VM/SP detects that a user has issued
enough LOGON or AUTOLOG commands with an invalid password to reach
or exceed an installation defined threshold value.

« Type 05 records are written when VM/SP detects that a user has successfully
issued a LINK command to a protected minidisk not owned by that user.

o Type 06 records are written when VM/SP detects that a user has issued
enough LINK commands with an invalid password to reach or exceed an instal-
lation defined threshold value.

o Type 07 records are written when a user logs off a device controlied by the
VCNA. The records indicate the user’s share of the VCNA resource used.

These records have the following formats:

Type 04

Column
1-8
9-16

17-28

29-32

33-40

41-48

49-51

52-53
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Contents

USERID specified on the command

Reserved for IBM use

Date and time of accounting (mmddyyhhmmss)
Terminal address

Invalid password

USERID that issued the AUTOLOG command
Reserved for IBM use

Current invalid password count



54-55
56-78
79-80

Type 05

Column
1- 8
9-16
17-28

29-32

33-40

41-48

49-51

52-78

79-80

Type 06

Column
1- 8
9-16
17-28

29-32

33-40

41-48

49-51

52-53

54-55

56-78

79-80

Type 07

Column
1- 8
9-16
17-78
79-80

Accounting record limit (JPSLOGAR)
Reserved for IBM use
Accounting card identification code (04)

Contents

USERID that issued the command

Account number

Date and time of accounting (mmddyyhhmmss)

Terminal address

Reserved for IBM use

USERID of user that owns the minidisk

Minidisk address for which the LINK command was issued
Reserved for IBM use

Accounting card identification code (05)

Contents

USERID that issued command

Account number

Date and time of accounting (mmddyyhhmmss)
Terminal address

Invalid password

USERID of user that owns the minidisk
Minidisk address for which the LINK command was issued
Invalid password count

Invalid password limit (JPSLNKAR)

Reserved for IBM use

Accounting card identification code (06)

Contents ‘
USERID or terminal identification
Accounting number or 0000
VM/VCNA accounting data
Accounting card identification (07)

Accounting Records Created by the User

A virtual machine user can initiate the creation of an accounting record that con-
tains up to. 70 bytes of information of his own choosing. To do this, he issues a
DIAGNOSE code X’4C’ instruction with the following operands:

o The address of a data area in virtual storage containing the information, in the
actual format, that he wishes to have recorded in columns 9 through 78 of the
card image record.

s A hexadecimal function code of X’10’

o The length of the data area in bytes

The information on the accounting record is as follows:
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Column Contents

1-8 Userid
9-78 User formatted data
79-80 Accounting record identification code (CO0)

For information on using DIAGNOSE code X‘4C’ see “DIAGNOSE Instruction in
a Virtual Machine” in this section.

For SNA users, VM/VTAM Communications Services (VCNA) uses the VM/SP
user accounting record. See the VCNA Installation and Terminal Use Guide for the
format of this record.

User Accounting Options

You may insert your own accounting procedures in the accounting routines. See
the “CP Conventions” section for information on CP coding conventions and
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