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BEFORE YOU START

This is the second volume of ULTRIX-32 Supplementary Documents, a three volume set that
contains articles describing the ULTRIX-32 system. The authors are computer scientists and
program developers at Bell Laboratories and the University of California at Berkeley. The
articles explain the software tools and utilities available on your ULTRIX-32 system. They
constitute most of the lore that enriches this operating system; topics range from getting
started to the details of screen updating and cursor movement facilities.

Each volume in this set contains several parts, and each part begins with an introduction.
The introduction to each part serves as a map that will help you find your way around in the
documentation, allowing you to select articles that relate to your interest. Each introduction
gives an overview of the material covered in the part and a description of the articles included.
Most readers will not need to read all articles, since many articles cover parallel topics.

These articles provide authoritative and accurate information that is unavailable elsewhere.
However, you should be aware that some of the information in some articles is dated. We
include those articles because many of the concepts they develop are still current and impor-
tant.

At the end of each volume in this set, you will find a master index identifying topics in all
three volumes.

Topics in Volume Il

The articles in this second volume deal with programming and support tools for programmers
on the ULTRIX-32 system. Most of the authors assume that readers are familiar with one or
more programming languages. For example, the articles on FORTRAN 77 are written for peo-
ple who already know a standard version of FORTRAN.

“UNIX Programming - Second Edition,” in Part 1 of this volume, tells how to write programs
that cooperate with the operating system. Many readers will find it useful to read this article
before going on to articles on the languages and utilities.

The articles in Part 2 deal with four languages and four preprocessors. The languages are:
e C
e FORTRAN 77
¢ Franz Lisp
e Pascal
The four preprocessors are:

e RATFOR
e EFL
- FP

- M4
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Part 3, Supporting Tools, offers articles on three kinds of utilities:
e Program and library maintenance tools
e Program checking and debugging tools
e Compiler and preprocessor development tools

And the articles in Part 4, System Programming, cover topics such as:
e Inner workings of the ULTRIX-32 system
o System and kernel facilities available to user programs
¢ Assembly language (as)
e Screen manipulation functions
The ULTRIX-32 line printer spooler

The features described in this volume provide the flexibility and programming power for
which UNIX is famous. A good understanding of many of the concepts and procedures
presented here is essential for efficient use of your ULTRIX-32 system.
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PART 1: PROGRAMMING CONSIDERATIONS

This part contains one article, “UNIX Programming - Second Edition,” by Kernighan and
Ritchie. The article gives background information that will help you write programs that
make full use of the ULTRIX-32 system. Readers should be familiar with the fundamentals
of the ULTRIX-32 system (or the UNIX system). Although the techniques shown in the arti-
cle apply to programming in any language available on the ULTRIX-32 system, the sample
programs are written in the C language.

The authors explain how to:
e Pass arguments to and from a program
e Send program output to a file, to a pipe, or to a terminal
o Use the standard I/O (input/output) library
« Handle I/O errors
o Use low level I/0
o Execute a program from within another

e Handle signals (interrupts)
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UNIX Programming — Second Edition

Brian W. Kernighan
Dennis M. Ritchie

Bell Laboratories
Murray Hill, New Jersey 07974

1. INTRODUCTION

This paper describes how to write programs that interface with the UNIX operating
system in a non-trivial way. This includes programs that use files by name, that use
pipes, that invoke other commands as they run, or that attempt to catch interrupts and
other signals during execution.

The document collects material which is scattered throughout several sections of The
UNIX Programmer’s Manual [1] for Version 7 UNIX. There is no attempt to be complete;
only generally useful material is dealt with. It is assumed that you will be programming
in C, so you must be able to read the language roughly up to the level of The C Program-
ming Language [2]. Some of the material in sections 2 through 4 is based on topics
covered more carefully there. You should also be familiar with UNIX itself at least to the
level of UNIX for Beginners [3].

2. BASICS

2.1. Program Arguments

When a C program is run as a command, the arguments on the command line are
made available to the function main as an argument count arge and an array argv of
pointers to character strings that contain the arguments. By convention, argv[0] is the
command name itself, so argec is always greater than 0.

The following program illustrates the mechanism: it simply echoes its arguments back
to the terminal. (This is essentially the echo command.)

main(arge, argv) /* echo arguments */
int arge;
char *argv[];

int i;

for (i = 1; i < arge; i++)
printf(”%s%c”, argv[i], (i<arge-1) ? ’

’ ‘m’);

}
argv is a pointer to an array whose individual elements are pointers to arrays of charac-
ters; each is terminated by \ 0, so they can be treated as strings. The program starts by
printing argv[1] and loops until it has printed them all.

The argument count and the arguments are parameters tomain. If you want to keep
them around so other routines can get at them, you must copy them to external variables.

UNIX is a Trademark of Bell Laboratories
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2.2. The “Standard Input” and “Standard Output”

The simplest input mechanism is to read the “standard input,” which is generally the
user’s terminal. The function getchar returns the next input character each time it is
called. A file may be substituted for the terminal by using the < convention: if prog uses
getchar, then the command line

prog <file

causes prog to read file instead of the terminal. prog itself need know nothing about
where its input is coming from. This is also true if the input comes from another program
via the

otherprog ’ prog
provides the standard input for prog from the standard output of otherprog.

getchar returns the value HOF when it encounters the end of file (or an error) on
whatever you are reading. The value of HOF is normally defined to be -1, but it is unwise
to take any advantage of that knowledge. As will become clear shortly, this value is
automatically defined for you when you compile a program, and need not be of any con-
cern.

Similarly, putchar(c) puts the character ¢ on the “standard output,” which is also
by default the terminal. The output can be captured on a file by using >: if prog uses
putchar,

prog >outfile

writes the standard output on outfile instead of the terminal. outfile is created if it
doesn’t exist; if it already exists, its previous contents are overwritten. And a pipe can be
used:

prog | otherprog

puts the standard output of prog into the standard input of otherprog.

The function printf, which formats output in various ways, uses the same mechanism
as putchar does, so calls to printf and putchar may be intermixed in any order; the
output will appear in the order of the calls.

Similarly, the function scanf provides for formatted input conversion; it will read the
standard input and break it up into strings, numbers, etc., as desired. scanf uses the
same mechanism as getchar, so calls to them may also be intermixed.

Many programs read only one input and write one output; for such programs I/O with
getchar, putchar, scanf, and printf may be entirely adequate, and it is almost
always enough to get started. This is particularly true if the UNIX pipe facility is used to
connect the output of one program to the input of the next. For example, the following
program strips out all ascii control characters from its input (except for newline and tab).

#include <stdio.h>

tri stri

main() /* cestrip: ip

(

int c;
while ((c = getchar()) != EOF) ‘
if ((c>= " 2 & c<0177) ||l c=="\t" || ¢ =="\n’)
putchar(c);
exit(0);
}
The line

#include <stdio.h>
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should appear at the beginning of each source file. It causes the C compiler to read a file
(Jusr/include/stdio.h) of standard routines and symbols that includes the definition of EOF.

If it is necessary to treat multiple files, you can use cat to collect the files for you:
cat filel file2 ... | cestrip >output

and thus avoid learning how to access files from a program. By the way, the call to exit
at the end is not necessary to make the program work properly, but it assures that any
caller of the program will see a normal termination status (conventionally 0) from the pro-
gram when it completes. Section 6 discusses status returns in more detail.

3. THE STANDARD I/0 LIBRARY

The “Standard I/O Library” is a collection of routines intended to provide efficient
and portable I/O services for most C programs. The standard I/O library is available on
each system that supports C, so programs that confine their system interactions to its
facilities can be transported from one system to another essentially without change.

In this section, we will discuss the basics of the standard I/O library. The appendix
contains a more complete description of its capabilities.

3.1. File Access

The programs written so far have all read the standard input and written the standard
output, which we have assumed are magically pre-defined. The next step is to write a pro-
gram that accesses a file that is not already connected to the program. One simple exam-
ple is wc, which counts the lines, words and characters in a set of files. For instance, the
command

we X.C y.C

prints the number of lines, words and characters in x.¢ and y.c and the totals.

The question is how to arrange for the named files to be read — that is, how to con-
nect the file system names to the I/O statements which actually read the data.

The rules are simple. Before it can be read or written a file has to be opened by the
standard library function fopen. fopen takes an external name (like x.c or y.c), does
some housekeeping and negotiation with the operating system, and returns an internal
name which must be used in subsequent reads or writes of the file.

This internal name is actually a pointer, called a file pointer, to a structure which con-
tains information about the file, such as the location of a buffer, the current character
position in the buffer, whether the file is being read or written, and the like. Users don’t
need to know the details, because part of the standard I/O definitions obtained by includ-
ing stdio.h is a structure definition called FILE. The only declaration needed for a file
pointer is exemplified by

FILE *fp, *fopen();
This says that fp is a pointer to a FILE, and fopen returns a pointer to a FILE. (FILE is
a type name, like int, not a structure tag.
The actual call to fopen in a program is
fp = fopen(name, mode);
The first argument of fopen is the name of the file, as a character string. The second

argument is the mode, also as a character string, which indicates how you intend to use
the file. The only allowable modes are read (”r”), write (*w”), or append (”a”).

If a file that you open for writing or appending does not exist, it is created (if possi-
ble). Opening an existing file for writing causes the old contents to be discarded. Trying
to read a file that does not exist is an error, and there may be other causes of error as well
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(like trying to read a file when you don’t have permission). If there is any error, fopen
will return the null pointer value NULL (which is defined as zero in stdio.h).

The next thing needed is a way to read or write the file once it is open. There are
several possibilities, of which getc and putc are the simplest. getc returns the next
character from a file; it needs the file pointer to tell it what file. Thus

c = getc(fp)

places in ¢ the next character from the file referred to by fp; it returns BHOF when it
reaches end of file. putec is the inverse of getc:

putc(c, fp)
puts the character ¢ on the file fp and returns ¢. getc and putc return BOF on error.

When a program is started, three files are opened automatically, and file pointers are
provided for them. These files are the standard input, the standard output, and the stan-
dard error output; the corresponding file pointers are called stdin, stdout, and stderr.
Normally these are all connected to the terminal, but may be redirected to files or pipes as
described in Section 2.2. stdin, stdout and stderr are pre-defined in the I/O library
as the standard input, output and error files; they may be used anywhere an object of type
FILE * can be. They are constants, however, not variables, so don’t try to assign to them.

With some of the preliminaries out of the way, we can now write wc. The basic design
is one that has been found convenient for many programs: if there are command-line argu-
ments, they are processed in order. If there are no arguments, the standard input is pro-
cessed. This way the program can be used stand-alone or as part of a larger process.
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#include <stdio.h>

main(arge, argv) /* we: count lines, words, chars */
int argc;
char *argv[];
{
int ¢, 1, inword;
FILE *fp, *fopen();
long linect, wordet, charct;
long tlinect = 0, twordet = 0, tcharct = 0;

i=1;
fp = stdin;
do
if (arge > 1 & (fp=fopen(argv[i], ”r”)) == NULL) {
fprintf(stderr, “wec: can’t open %s0, argv[il);
continue;

}
linect = wordct = charct = inword = 0;
while ((¢ = gete(fp)) != EOF) {
charct++;
if (¢ == ’0)
linect++;
if (c==""1lc=""11]c=="0)
inword = O;
else if (imword == 0) {
inword = 1;
worde t++;

}

}
printf(*%71d %71d %71d”, linect, wordct, charct);
printf(arge > 1 ?2 ” %0 : 70, argv[i]);
fclose(fp);
tlinect += linect;
twordet += wordct;
tcharct += charct;
} while (++i < arge);
if (arge > 2)
printf(*%71d %71d %71d total0, tlinect, twordct, tcharct);
exit(0);
}

The function fprintf is identical to printf, save that the first argument is a file pointer
that specifies the file to be written.

The function fclose is the inverse of fopen; it breaks the connection between the
file pointer and the external name that was established by fopen, freeing the file pointer
for another file. Since there is a limit on the number of files that a program may have
open simultaneously, it’s a good idea to free things when they are no longer needed.
There is also another reason to call fclose on an output file — it flushes the buffer in
which putc is collecting output. (fclose is called automatically for each open file when
a program terminates normally.)

3.2. Error Handling — Stderr and Exit

stderr is assigned to a program in the same way that stdin and stdout are. Out-
put written on stderr appears on the user’s terminal even if the standard output is
redirected. wc writes its diagnostics on stderr instead of stdout so that if one of the
files can’t be accessed for some reason, the message finds its way to the user’s terminal
instead of disappearing down a pipeline or into an output file.
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The program actually signals errors in another way, using the function exit to ter-
minate program execution. The argument of exit is available to whatever process called
it (see Section 6), so the success or failure of the program can be tested by another pro-
gram that uses this one as a sub-process. By convention, a return value of 0 signals that
all is well; non-zero values signal abnormal situations.

exit itself calls fclose for each open output file, to flush out any buffered output,
then calls a routine named exit. The function exit causes immediate termination
without any buffer flushing; it may be called directly if desired.

3.3. Miscellaneous I/0 Functions

The standard I/O library provides several other I/O functions besides those we have
illustrated above.

Normally output with putc, etc., is buffered (except to stderr); to force it out
immediately, use fflush(fp).

fscanf is identical to scanf, except that its first argument is a file pointer (as with
fprintf) that specifies the file from which the input comes; it returns BOF at end of file.

The functions sscanf and sprintf are identical to fscanf and fprintf, except
that the first argument names a character string instead of a file pointer. The conversion
is done from the string for sscanf and into it for sprintf.

fgets(buf, size, fp) copies the next line from fp, up to and including a newline,
into buf; at most size-1 characters are copied; it returns NULL at end of file.
fputs(buf, fp) writes the string in buf onto file fp.

The function ungetc(c, fp) “pushes back” the character ¢ onto the input stream
fp; a subsequent call to getc, fscanf, etc., will encounter c. Only one character of
pushback per file is permitted.

4. LOW-LEVEL 1/0

This section describes the bottom level of I/0 on the UNIX system. The lowest level
of I/O in UNIX provides no buffering or any other services; it is in fact a direct entry into
the operating system. You are entirely on your own, but on the other hand, you have the
most control over what happens. And since the calls and usage are quite simple, this isn’t
as bad as it sounds.

4.1. File Descriptors

In the UNIX operating system, all input and output is done by reading or writing files,
because all peripheral devices, even the user’s terminal, are files in the file system. This
means that a single, homogeneous interface handles all communication between a program
and peripheral devices.

In the most general case, before reading or writing a file, it is necessary to inform the
system of your intent to do so, a process called “opening” the file. If you are going to
write on a file, it may also be necessary to create it. The system checks your right to do
so (Does the file exist? Do you have permission to access it?), and if all is well, returns a
small positive integer called a file descriptor. Whenever 1/0 is to be done on the file, the
file descriptor is used instead of the name to identify the file. (This is roughly analogous
to the use of READ(5,...) and WRITES,...) in Fortran.) All information about an open file is

maintained by the system; the user program refers to the file only by the file descriptor.

The file pointers discussed in section 3 are similar in spirit to file descriptors, but file
descriptors are more fundamental. A file pointer is a pointer to a structure that contains,
among other things, the file descriptor for the file in question.

Since input and output involving the user’s terminal are so common, special arrange-
ments exist to make this convenient. When the command interpreter (the “shell”) runs a
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program, it opens three files, with file descriptors 0, 1, and 2, called the standard input,
the standard output, and the standard error output. All of these are normally connected
to the terminal, so if a program reads file descriptor 0 and writes file descriptors 1 and 2,
it can do terminal I/O without worrying about opening the files.

If 1/0 is redirected to and from files with < and >, as in
prog <infile >outfile

the shell changes the default assignments for file descriptors 0 and 1 from the terminal to
the named files. Similar observations hold if the input or output is associated with a pipe.
Normally file descriptor 2 remains attached to the terminal, so error messages can go
there. In all cases, the file assignments are changed by the shell, not by the program. The
program does not need to know where its input comes from nor where its output goes, so
long as it uses file 0 for input and 1 and 2 for output.

4.2. Read and Write

All input and output is done by two functions called read and write. For both, the
first argument is a file descriptor. The second argument is a buffer in your program where
the data is to come from or go to. The third argument is the number of bytes to be
transferred. The calls are

n read = read(fd, buf, n);

n written = write(fd, buf, n);

Each call returns a byte count which is the number of bytes actually transferred. On
reading, the number of bytes returned may be less than the number asked for, because
fewer than n bytes remained to be read. (When the file is a terminal, read normally
reads only up to the next newline, which is generally less than what was requested.) A
return value of zero bytes implies end of file, and -1 indicates an error of some sort. For
writing, the returned value is the number of bytes actually written; it is generally an error
if this isn’t equal to the number supposed to be written.

The number of bytes to be read or written is quite arbitrary. The two rost common
values are 1, which means one character at a time (“unbuffered”), and 512, which
corresponds to a physical blocksize on many peripheral devices. This latter size will be
most efficient, but even character at a time I/O is not inordinately expensive.

Putting these facts together, we can write a simple program to copy its input to its
output. This program will copy anything to anything, since the input and output can be
redirected to any file or device.

#define BUFSIZE 512 /* best size for PDP-11 INIX */

main() /* copy input to output */

{
char buf[BUFSIZE];

int n;

while ((n = read(0, buf, BUFSIZE)) > 0)
write(1l, buf, n);
exit(0);
}
If the file size is not a multiple of BUFSIZE, some read will return a smaller number of
bytes to be written by write; the next call to read after that will return zero.
It is instructive to see how read and write can be used to construct higher level rou-

tines like getchar, putchar, etc. For example, here is a version of getchar which does
unbuffered input.



1-10 INIX Programming — Second Edition

#define QVASK 0377 /* for making char’s > 0 */

getchar() /* unbuffered single character input */

{

char c;

return((read(0, &c, 1) > 0) ? ¢ & MASK : EOF);
}

¢ must be declared char, because read accepts a character pointer. The character being
returned must be masked with 0377 to ensure that it is positive; otherwise sign extension
may make it negative. (The constant 0377 is appropriate for the PDP-11 but not neces-
sarily for other machines.)

The second version of getchar does input in big chunks, and hands out the charac-
ters one at a time.

#define (MASK 0377 /* for making char’s > O */
#define BUFSIZE 512

getchar() /* buffered version */

{
static char buf[BUFSIZE];

static char *bufp = buf;
static int n = 0;

if (n ==0) { /* buffer is empty */
n = read(0, buf, BUFSIZE);
bufp = buf;

}
return((--n >= 0) ? *bufpH & (MASK : HOF);

4.3. Open, Creat, Close, Unlink

Other than the default standard input, output and error files, you must explicitly open
files in order to read or write them. There are two system entry points for this, open and
creat [sic].

open is rather like the fopen discussed in the previous section, except that instead of
returning a file pointer, it returns a file descriptor, which is just an int.

int fd;

fd = open(name, rwmode);

As with fopen, the name argument is a character string corresponding to the external file
name. The access mode argument is different, however: rwmode is 0 for read, 1 for write,
and 2 for read and write access. open returns -1 if any error occurs; otherwise it returns
a valid file descriptor.

It is an error to try to open a file that does not exist. The entry point creat is pro-
vided to create new files, or to re-write old ones.

fd = creat (name, pmode);
returns a file descriptor if it was able to create the file called name, and -1 if not. If the

file already exists, creat will truncate it to zero length; it is not an error to creat a file
that already exists.

If the file is brand new, creat creates it with the protection mode specified by the
pmode argument. In the UNIX file system, there are nine bits of protection information
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associated with a file, controlling read, write and execute permission for the owner of the
file, for the owner’s group, and for all others. Thus a three-digit octal number is most
convenient for specifying the permissions. For example, 0755 specifies read, write and
execute permission for the owner, and read and execute permission for the group and
everyone else.

To illustrate, here is a simplified version of the UNIX utility cp, a program which
copies one file to another. (The main simplification is that our version copies only one
file, and does not permit the second argument to be a directory.)

#define NULL O

#define BUFSIZE 512
#define PMIDE 0644 /* RW for owner, R for group, others */

main(arge, argv) /* cp: copy fl to f2 */

int argc;
char *argv|[];
{

int f1, £f2, n;
char buf[BUFSIZE];

if (arge != 3)
error(”Usage: cp fram to”, NULL);

if ((f1 = open(argv[l], 0)) == -1)
error(”cp: can’t open %s”, argv[1l]);
if ((f2 = creat(argv[2], PMIDE)) == -1)

error(”cp: can’t create %s”, argv[2]);

while ((n = read(fl, buf, BUFSIZE)) > 0)
if (write(f2, buf, n) != n)
error(”cp: write error”, NULL);
exit(0);

}

error(sl, s2) /* print error message and die */
char *sl, *s2;

printf(sl, s2);
printf(”0);
exit(1l);

}

As we said earlier, there is a limit (typically 15-25) on the number of files which a pro-
gram may have open simultaneously. Accordingly, any program which intends to process
many files must be prepared to re-use file descriptors. The routine close breaks the con-
nection between a file descriptor and an open file, and frees the file descriptor for use with
some other file. Termination of a program via exit or return from the main program
closes all open files.

The function unl ink(filename) removes the file filename from the file system.

4.4. Random Access — Seek and Lseek

File I/0 is normally sequential: each read or write takes place at a position in the
file right after the previous one. When necessary, however, a file can be read or written in
any arbitrary order. The system call 1seek provides a way to move around in a file
without actually reading or writing:

lseek(fd, offset, origin);

forces the current position in the file whose descriptor is fd to move to position offset,
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which is taken relative to the location specified by origin. Subsequent reading or writ-
ing will begin at that position. offset is a long; fd and origin are int’s. origin can
be 0, 1, or 2 to specify that offset is to be measured from the beginning, from the
current position, or from the end of the file respectively. For example, to append to a file,
seek to the end before writing:

lseek(fd, OL, 2);
To get back to the beginning (“rewind”),
Iseek(fd, OL, 0);
Notice the OL argument; it could also be written as (long) 0.

With Iseek, it is possible to treat files more or less like large arrays, at the price of
slower access. For example, the following simple function reads any number of bytes from
any arbitrary place in a file.

get(fd, pos, buf, n) /* read n bytes from position pos */

int fd, n;

long pos;

char *buf;
lseek(fd, pos, 0); /* get to pos */
return(read(fd, buf, n));

}

In pre-version 7 UNIX, the basic entry point to the I/O system is called seek. seek is
identical to lseek, except that its offset argument is an int rather than a long.
Accordingly, since PDP-11 integers have only 16 bits, the of fset specified for seek is
limited to 65,535; for this reason, origin values of 3, 4, 5 cause seek to multiply the
given offset by 512 (the number of bytes in one physical block) and then interpret origin
as if it were 0, 1, or 2 respectively. Thus to get to an arbitrary place in a large file
requires two seeks, first one which selects the block, then one which has origin equal to
1 and moves to the desired byte within the block.

4.5. Error Processing

The routines discussed in this section, and in fact all the routines which are direct
entries into the system can incur errors. Usually they indicate an error by returning a
value of —1. Sometimes it is nice to know what sort of error occurred; for this purpose all
these routines, when appropriate, leave an error number in the external cell errno. The
meanings of the various error numbers are listed in the introduction to Section II of the
UNIX Programmer’s Manual, so your program can, for example, determine if an attempt to
open a file failed because it did not exist or because the user lacked permission to read it.
Perhaps more commonly, you may want to print out the reason for failure. The routine
perror will print a message associated with the value of errno; more generally,
sys-errno is an array of character strings which can be indexed by errno and printed
by your program.

5. PROCESSES

It is often easier to use a program written by someone else than to invent one’s own.
This section describes how to execute a program from within another.

5.1. The “System” Function

The easiest way to execute a program from another is to use the standard library rou-
tine system system takes one argument, a command string exactly as typed at the ter-
minal (except for the newline at the end) and executes it. For instance, to time-stamp the
output of a program,
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main()

{
system(”date”);
/* rest of processing */

}

If the command string has to be built from pieces, the in-memory formatting capabilities
of sprintf may be useful.

Remember than getc and putc normally buffer their input; terminal 1/0 will not be
properly synchronized unless this buffering is defeated. For output, use fflush; for
input, see setbuf in the appendix.

5.2. Low-Level Process Creation — Execl and Execv

If you’re not using the standard library, or if you need finer control over what hap-
pens, you will have to construct calls to other programs using the more primitive routines
that the standard library’s sys tem routine is based on.

The most basic operation is to execute another program without returning, by using
the routine execl. To print the date as the last action of a running program, use

execl(”/bin/date”, “date”, NULL);

The first argument to execl is the file name of the command; you have to know where it
is found in the file system. The second argument is conventionally the program name
(that is, the last component of the file name), but this is seldom used except as a place-
holder. If the command takes arguments, they are strung out after this; the end of the list
is marked by a NULL argument.

The execl call overlays the existing program with the new one, runs that, then exits.
There is no return to the original program.

More realistically, a program might fall into two or more phases that communicate
only through temporary files. Here it is natural to make the second pass simply an execl
call from the first.

The one exception to the rule that the original program never gets control back occurs
when there is an error, for example if the file can’t be found or is not executable. If you
don’t know where date is located, say

execl(”/bin/date”, ”date”, NULL);
execl(”/usr/bin/date”, “date”, NULL);
fprintf(stderr, ”Sameone stole ’date’0);

A variant of execl called execv is useful when you don’t know in advance how many
arguments there are going to be. The call is

execv(filename, argp);

where argp is an array of pointers to the arguments; the last pointer in the array must be
NULL so execv can tell where the list ends. As with execl, filename is the file in which
the program is found, and argp[0] is the name of the program. (This arrangement is
identical to the argv array for program arguments.)

Neither of these routines provides the niceties of normal command execution. There
is no automatic search of multiple directories — you have to know precisely where the
command is located. Nor do you get the expansion of metacharacters like <, >, *, ?, and
[1 in the argument list. If you want these, use execl to invoke the shell sh, which then
does all the work. Construct a string commandl ine that contains the complete command
as it would have been typed at the terminal, then say

execl(”/bin/sh”, ”sh”, ”-¢”, commandline, NULL);
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The shell is assumed to be at a fixed place, /bin/sh. Its argument -c says to treat the
next argument as a whole command line, so it does just what you want. The only problem
is in constructing the right information in command]l ine.

5.3. Control of Processes — Fork and Wait

So far what we’ve talked about isn’t really all that useful by itself. Now we will show
how to regain control after running a program with execl or execv. Since these routines
simply overlay the new program on the old one, to save the old one requires that it first be
split into two copies; one of these can be overlaid, while the other waits for the new, over-
laying program to finish. The splitting is done by a routine called fork:

proc id = fork();

splits the program into two copies, both of which continue to run. The only difference
between the two is the value of proc id, the “process id.” In one of these processes (the
“child”), proc id is zero. In the other (the “parent”), proc id is non-zero; it is the pro-
cess number of the child. Thus the basic way to call, and return from, another program is

if (fork() == 0)
execl(”/bin/sh”, ”sh”, ”-¢”, and, NULL);/* in child */

And in fact, except for handling errors, this is sufficient. The fork makes two copies of
the program. In the child, the value returned by fork is zero, so it calls execl which
does the command and then dies. In the parent, fork returns non-zero so it skips the
execl. (If there is any error, fork returns -1).

More often, the parent wants to wait for the child to terminate before continuing
itself. This can be done with the function wai t:

int status;

if (fork() == 0)
execl(...);
wait(&status);

This still doesn’t handle any abnormal conditions, such as a failure of the execl or fork,
or the possibility that there might be more than one child running simultaneously. (The
wait returns the process id of the terminated child, if you want to check it against the
value returned by fork.) Finally, this fragment doesn’t deal with any funny behavior on
the part of the child (which is reported in status). Still, these three lines are the heart
of the standard library’s sys t em routine, which we’ll show in a moment.

The status returned by wait encodes in its low-order eight bits the system’s idea of
the child’s termination status; it is 0 for normal termination and non-zero to indicate vari-
ous kinds of problems. The next higher eight bits are taken from the argument of the call
to exit which caused a normal termination of the child process. It is good coding prac-
tice for all programs to return meaningful status.

When a program is called by the shell, the three file descriptors 0, 1, and 2 are set up
pointing at the right files, and all other possible file descriptors are available for use.
When this program calls another one, correct etiquette suggests making sure the same
conditions hold. Neither fork nor the exec calls affects open files in any way. If the
parent is buffering output that must come out before output from the child, the parent
must flush its buffers before the execl. Conversely, if a caller buffers an input stream,
the called program will lose any information that has been read by the caller.

5.4. Pipes

A pipe is an I/0 channel intended for use between two cooperating processes: one pro-
cess writes into the pipe, while the other reads. The system looks after buffering the data
and synchronizing the two processes. Most pipes are created by the shell, as in
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1s |pr

which connects the standard output of 1s to the standard input of pr. Sometimes, how-
ever, it is most convenient for a process to set up its own plumbing; in this section, we will
illustrate how the pipe connection is established and used.

The system call pipe creates a pipe. Since a pipe is used for both reading and writ-
ing, two file descriptors are returned; the actual usage is like this:

int fd[2];

stat = pipe(fd);
if (stat == -1)
/* there was an error ... */

fd is an array of two file descriptors, where fd[0] is the read side of the pipe and fd[1]
is for writing. These may be used in read, write and close calls just like any other file
descriptors.

If a process reads a pipe which is empty, it will wait until data arrives; if a process
writes into a pipe which is too full, it will wait until the pipe empties somewhat. If the
write side of the pipe is closed, a subsequent read will encounter end of file.

To illustrate the use of pipes in a realistic setting, let us write a function called
popen(cemd, mode), which creates a process amd (just as system does), and returns a
file descriptor that will either read or write that process, according to mode. That is, the
call

fout = popen(”’pr”, WRITE) ;

creates a process that executes the pr command; subsequent write calls using the file
descriptor fout will send their data to that process through the pipe.

popen first creates the the pipe with a pipe system call; it then forks to create two
copies of itself. The child decides whether it is supposed to read or write, closes the other
side of the pipe, then calls the shell (via execl) to run the desired process. The parent
likewise closes the end of the pipe it does not use. These closes are necessary to make
end-of-file tests work properly. For example, if a child that intends to read fails to close
the write end of the pipe, it will never see the end of the pipe file, just because there is
one writer potentially active.
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#include <stdio.h>

#define READ O

#define WRITE 1

#define tst(a, b) (mode == READ ? (b) : (a))
static int popen pid;

popen(cmd, mode)
char *emd;
int mode;

{

int p[2];

if (pipe(p) < 0)
return (NULL) ;
if ((popen pid = fork()) == 0) {
close(tst (p[VRITE], p[READ]));
close(tst(0, 1));
dup(tst(p[READ], p[WRITE]));
close(tst (p[READ], p[WRITE]));
execl(”/bin/sh”, ”sh”, ”-¢”, and, 0);
exit(1l); /* disaster has occurred if we get here */
1
J
if (popen pid == -1)
return(NULL) ;
close(tst (p[READ], p[WRITE]));
return(tst (p[WRITE], p[READ]));
1
)
The sequence of closes in the child is a bit tricky. Suppose that the task is to create a
child process that will read data from the parent. Then the first close closes the write
side of the pipe, leaving the read side open. The lines

close(tst(0, 1));
dup(tst (p[READ], p[WRITE]));

are the conventional way to associate the pipe descriptor with the standard input of the
child. The close closes file descriptor 0, that is, the standard input. dup is a system call
that returns a duplicate of an already open file descriptor. File descriptors are assigned in
increasing order and the first available one is returned, so the effect of the dup is to copy
the file descriptor for the pipe (read side) to file descriptor 0; thus the read side of the
pipe becomes the standard input. (Yes, this is a bit tricky, but it’s a standard idiom.)
Finally, the old read side of the pipe is closed.

A similar sequence of operations takes place when the child process is supposed to
write from the parent instead of reading. You may find it a useful exercise to step
through that case.

The job is not quite done, for we still need a function pclose to close the pipe
created by popen. The main reason for using a separate function rather than cliose is
that it is desirable to wait for the termination of the child process. First, the return value
from pclose indicates whether the process succeeded. Equally important when a process
creates several children is that only a bounded number of unwaited-for children can exist,
even if some of them have terminated; performing the wait lays the child to rest. Thus:
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#include <signal .h>

pclose(fd) /* close pipe fd */

int fd;

{
register r, (*hstat)(), (*istat)(), (*gstat)();
int status;
extern int popen pid;

close(fd);
istat = signal (SIGINT, SIG IGN);

gstat = signal (SIGRUIT, SIG IGN);
hstat = signal (SIGHP, SIG IN);
while ((r = wait(&status)) != popen pid & r != -1);
if (r == -1)
status = -1;

signal (SIGINT, istat);
signal (SIGQUIT, gstat);
signal (SIGHP, hstat);
return(status);

}

The calls to signal make sure that no interrupts, etc., interfere with the waiting process;
this is the topic of the next section.

The routine as written has the limitation that only one pipe may be open at once,
because of the single shared variable popen pid; it really should be an array indexed by
file descriptor. A popen function, with slightly different arguments and return value is
available as part of the standard I/O library discussed below. As currently written, it
shares the same limitation.

6. SIGNALS — INTERRUPTS AND ALL THAT

This section is concerned with how to deal gracefully with signals from the outside
world (like interrupts), and with program faults. Since there’s nothing very useful that
can be done from within C about program faults, which arise mainly from illegal memory
references or from execution of peculiar instructions, we’ll discuss only the outside-world
signals: interrupt, which is sent when the DEL character is typed; quit, generated by the
FS character; hangup, caused by hanging up the phone; and terminate, generated by the
kill command. When one of these events occurs, the signal is sent to all processes which
were started from the corresponding terminal; unless other arrangements have been made,
the signal terminates the process. In the quit case, a core image file is written for debug-
ging purposes.

The routine which alters the default action is called signal. It has two arguments:
the first specifies the signal, and the second specifies how to treat it. The first argument is
just a number code, but the second is the address is either a function, or a somewhat
strange code that requests that the signal either be ignored, or that it be given the default
action. The include file signal.h gives names for the various arguments, and should
always be included when signals are used. Thus

#include <signal .h>

signal (SIGINT, SIG IN);
causes interrupts to be ignored, while

signal (SIGINT, SIG DFL);

restores the default action of process termination. In all cases, signal returns the previ-
ous value of the signal. The second argument to signal may instead be the name of a
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function (which has to be declared explicitly if the compiler hasn’t seen it already). In
this case, the named routine will be called when the signal occurs. Most commonly this
facility is used to allow the program to clean up unfinished business before terminating,
for example to delete a temporary file:

#include <signal .h>

main()

{

int onintr();

if (signal (SIGINT, SIG IN) != SIG IXN)
signal (SIGINT, onintr);

/* Process ... */
exit(0);

}

onintr()

{
unlink(tempfile);
exit(l);

}

Why the test and the double call to signal? Recall that signals like interrupt are
sent to all processes started from a particular terminal. Accordingly, when a program is to
be run non-interactively (started by &), the shell turns off interrupts for it so it won’t be
stopped by interrupts intended for foreground processes. If this program began by
announcing that all interrupts were to be sent to the onintr routine regardless, that
would undo the shell’s effort to protect it when run in the background.

The solution, shown above, is to test the state of interrupt handling, and to continue
to ignore interrupts if they are already being ignored. The code as written depends on the
fact that signal returns the previous state of a particular signal. If signals were already
being ignored, the process should continue to ignore them; otherwise, they should be
caught.

A more sophisticated program may wish to intercept an interrupt and interpret it as a
request to stop what it is doing and return to its own command-processing loop. Think of
a text editor: interrupting a long printout should not cause it to terminate and lose the
work already done. The outline of the code for this case is probably best written like this:

#include <signal .h>
#include <set jmp.h>
jmp buf sjbuf;

main()

{

int (*istat)(), onintr();

istat = signal (SIGINT, SIG IGN); /* save original status */
setjmp(sjbuf); /* save current stack position */
if (istat != SIG IGN)

signal (SIGINT, onintr);

/* main processing loop */
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onintr()

printf(”Onterrupt0);
longjmp(sjbuf); /* return to saved state */

}

The include file set jmp.h declares the type jmp buf an object in which the state can be
saved. sjbuf is such an object; it is an array of some sort. The setjmp routine then
saves the state of things. When an interrupt occurs, a call is forced to the onintr rou-
tine, which can print a message, set flags, or whatever. longjmp takes as argument an
object stored into by setjmp, and restores control to the location after the call to
set jmp, so control (and the stack level) will pop back to the place in the main routine
where the signal is set up and the main loop entered. Notice, by the way, that the signal
gets set again after an interrupt occurs. This is necessary; most signals are automatically
reset to their default action when they occur.

Some programs that want to detect signals simply can’t be stopped at an arbitrary
point, for example in the middle of updating a linked list. If the routine called on
occurrence of a signal sets a flag and then returns instead of calling exit or longjmp,
execution will continue at the exact point it was interrupted. The interrupt flag can then
be tested later.

There is one difficulty associated with this approach. Suppose the program is reading
the terminal when the interrupt is sent. The specified routine is duly called; it sets its
flag and returns. If it were really true, as we said above, that “execution resumes at the
exact point it was interrupted,” the program would continue reading the terminal until
the user typed another line. This behavior might well be confusing, since the user might
not know that the program is reading; he presumably would prefer to have the signal take
effect instantly. The method chosen to resolve this difficulty is to terminate the terminal
read when execution resumes after the signal, returning an error code which indicates
what happened.

Thus programs which catch and resume execution after signals should be prepared for
“errors” which are caused by interrupted system calls. (The ones to watch out for are
reads from a terminal, wait, and pause.) A program whose onintr program just sets
intflag, resets the interrupt signal, and returns, should usually include code like the fol-
lowing when it reads the standard input:

if (getchar() == HOF)
if (intflag)
/* HOF caused by interrupt */
else
/* true end-of-file */

A final subtlety to keep in mind becomes important when signal-catching is combined
with execution of other programs. Suppose a program catches interrupts, and also
includes a method (like “!”” in the editor) whereby other programs can be executed. Then
the code should look something like this:

if (fork() == 0)

execl(...);
signal (SIGINT, SIG IN); /* ignore interrupts */
wait(&status); /* until the child is done */
signal (SIGINT, onintr); /* restore interrupts */

Why is this? Again, it’s not obvious but not really difficult. Suppose the program you call
catches its own interrupts. If you interrupt the subprogram, it will get the signal and
return to its main loop, and probably read your terminal. But the calling program will
also pop out of its wait for the subprogram and read your terminal. Having two processes
reading your terminal is very unfortunate, since the system figuratively flips a coin to
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decide who should get each line of input. A simple way out is to have the parent program
ignore interrupts until the child is done. This reasoning is reflected in the standard I/O
library function system

#include <signal .h>

system(s) /* run cammand string s */
char *s;
{

int status, pid, w;

register int (*istat)(), (*qstat)();

if ((pid = fork()) == 0) {
execl(”/bin/sh”, ”sh”, ”-¢”, s, 0);
exit(127);

}

istat = signal (SIGINT, SIG IGN);

gstat = signal (SIGRUIT, SIG IN);

while ((w = wait(&status)) != pid & w != -1)

if (w== -1)
status = -1;

signal (SIGINT, istat);

signal (SIGRUIT, gstat);

return(status);

}

As an aside on declarations, the function signal obviously has a rather strange
second argument. It is in fact a pointer to a function delivering an integer, and this is
also the type of the signal routine itself. The two values SIG IGN and SIG DFL have the
right type, but are chosen so they coincide with no possible actual functions. For the
enthusiast, here is how they are defined for the PDP-11; the definitions should be
sufficiently ugly and nonportable to encourage use of the include file.

#define SIG DFL (int (*)())0
#define SIG IGN (int (*)())1

References
[1] K. L. Thompson and D. M. Ritchie, The UNIX Programmer’s Manual, Bell Labora-
tories, 1978.

[2] B. W. Kernighan and D. M. Ritchie, The C Programming Language, Prentice-Hall, Inc.,
1978.

[3] B. W. Kernighan, “UNIX for Beginners — Second Edition.” Bell Laboratories, 1978.
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Appendix — The Standard I/0 Library

D. M. Ritchie

The standard I/O library was designed with the following goals in mind.

1. It must be as efficient as possible, both in time and in space, so that there will be no
hesitation in using it no matter how critical the application.

2. It must be simple to use, and also free of the magic numbers and mysterious calls
whose use mars the understandability and portability of many programs using older
packages.

3. The interface provided should be applicable on all machines, whether or not the pro-
grams which implement it are directly portable to other systems, or to machines other
than the PDP-11 running a version of UNIX.

1. General Usage
Each program using the library must have the line

#include <stdio.h>

which defines certain macros and variables. The routines are in the normal C library, so
no special library argument is needed for loading. All names in the include file intended
only for internal use begin with an underscore to reduce the possibility of collision with
a user name. The names intended to be visible outside the package are

stdin The name of the standard input file
stdout The name of the standard output file
stderr The name of the standard error file

BEOF is actually —1, and is the value returned by the read routines on end-of-file or
error.

NULL is a notation for the null pointer, returned by pointer-valued functions to indi-
cate an error

FILE expands to struct iob and is a useful shorthand when declaring pointers to
streams.

BUFSIZ is a number (viz. 512) of the size suitable for an I/0 buffer supplied by the user.
See setbuf, below.

getc, getchar, putc, putchar, feof, ferror, fileno
are defined as macros. Their actions are described below; they are mentioned
here to point out that it is not possible to redeclare them and that they are not
actually functions; thus, for example, they may not have breakpoints set on
them.

The routines in this package offer the convenience of automatic buffer allocation and
output flushing where appropriate. The names stdin, stdout, and stderr are in effect
constants and may not be assigned to.

2. Calls

FILE *fopen(filename, type) char *filename, *type;
opens the file and, if needed, allocates a buffer for it. fi lename is a character string
specifying the name. type is a character string (not a single character). It may be
”r”, "w”, or “a” to indicate intent to read, write, or append. The value returned is a
file pointer. If it is NULL the attempt to open failed.

FILE *freopen(filename, type, ioptr) char *filename, *type; FILE *ioptr;



1-22 INIX Programming — Second Edition

The stream named by ioptr is closed, if necessary, and then reopened as if by fopen.
If the attempt to open fails, NULL is returned, otherwise ioptr, which will now refer
to the new file. Often the reopened stream is stdin or stdout.

int getc(ioptr) FILE *ioptr;
returns the next character from the stream named by ioptr, which is a pointer to a
file such as returned by fopen, or the name stdin. The integer HOF is returned on
end-of-file or when an error occurs. The null character x0 is a legal character.

int fgetc(ioptr) FILE *ioptr;
acts like getc but is a genuine function, not a macro, so it can be pointed to, passed
as an argument, etc.

putc(c, ioptr) FILE *ioptr;
putc writes the character ¢ on the output stream named by ioptr, which is a value
returned from fopen or perhaps stdout or stderr. The character is returned as
value, but HOF is returned on error.

fputc(c, ioptr) FILE *ioptr;
acts like putc but is a genuine function, not a macro.

fclose(ioptr) FILE *ioptr;
The file corresponding to ioptr is closed after any buffers are emptied. A buffer allo-
cated by the I/O system is freed. fclose is automatic on normal termination of the
program.

fflush(ioptr) FILE *ioptr;
Any buffered information on the (output) stream named by ioptr is written out.
Output files are normally buffered if and only if they are not directed to the terminal;
however, stderr always starts off unbuffered and remains so unless setbuf is used,
or unless it is reopened.

exit(errcode);
terminates the process and returns its argument as status to the parent. This is a spe-
cial version of the routine which calls fflush for each output file. To terminate
without flushing, use exit.

feof(ioptr) FILE *ioptr;
returns non-zero when end-of-file has occurred on the specified input stream.

ferror(ioptr) FILE *ioptr;
returns non-zero when an error has occurred while reading or writing the named
stream. The error indication lasts until the file has been closed.

getchar();
is identical to getc(stdin).

putchar(e);
is identical to putc(c, stdout).

char *fgets(s, n, ioptr) char *s; FILE *ioptr;
reads up to n-1 characters from the stream ioptr into the character pointer s. The
read terminates with a newline character. The newline character is placed in the
buffer followed by a null character. fgets returns the first argument, or NULL if error
or end-of-file occurred.

fputs(s, ioptr) char *s; FILE *ioptr;
writes the null-terminated string (character array) s on the stream ioptr. No new-
line is appended. No value is returned.

ungetc(c, ioptr) FILE *ioptr;
The argument character ¢ is pushed back on the input stream named by ioptr. Only
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one character may be pushed back.

printf(format, al, ...) char *format;

fprintf(ioptr, format, al, ...) FILE *ioptr; char *format;

sprintf(s, format, al, ...)char *s, *format;
printf writes on the standard output. fprintf writes on the named output stream.
sprintf puts characters in the character array (string) named by s. The
specifications are as described in section printf(3) of the UNIX Programmer’s

Manual.
scanf(format, al, ...) char *format;
fscanf(ioptr, format, al, ...) FILE *ioptr; char *format;

sscanf(s, format, al, ...) char *s, *format;
scanf reads from the standard input. fscanf reads from the named input stream.
sscanf reads from the character string supplied as s. scanf reads characters, inter-
prets them according to a format, and stores the results in its arguments. Each rou-
tine expects as arguments a control string format, and a set of arguments, each of
which must be a pointer, indicating where the converted input should be stored.

scanf returns as its value the number of successfully matched and assigned input
items. This can be used to decide how many input items were found. On end of file,
EOF is returned; note that this is different from 0, which means that the next input
character does not match what was called for in the control string.

fread(ptr, sizeof(*ptr), nitems, ioptr) FILE *ioptr;
reads nitems of data beginning at ptr from file ioptr. No advance notification that
binary I/O is being done is required; when, for portability reasons, it becomes
required, it will be done by adding an additional character to the mode-string on the
fopen call.

fwrite(ptr, sizeof(*ptr), nitems, ioptr) FILE *ioptr;
Like fread, but in the other direction.

rewind(ioptr) FILE *ioptr;
rewinds the stream named by ioptr. It is not very useful except on input, since a
rewound output file is still open only for output.

system(string) char *string;
The string is executed by the shell as if typed at the terminal.

getw(ioptr) FILE *ioptr;
returns the next word from the input stream named by ioptr. HOF is returned on
end-of-file or error, but since this a perfectly good integer feof and ferror should be
used. A “word” is 16 bits on the PDP-11.

putw(w, ioptr) FILE *ioptr;
writes the integer w on the named output stream.

setbuf(ioptr, buf) FILE *ioptr; char *buf;
setbuf may be used after a stream has been opened but before I/O has started. If
buf is NULL, the stream will be unbuffered. Otherwise the buffer supplied will be
used. It must be a character array of sufficient size:
char buf[BUFSIZ];

fileno(ioptr) FILE *ioptr;
returns the integer file descriptor associated with the file.

fseek(ioptr, offset, ptrname) FILE *ioptr; long offset;
The location of the next byte in the stream named by ioptr is adjusted. offset isa
long integer. If ptrname is 0, the offset is measured from the beginning of the file; if
ptrname is 1, the offset is measured from the current read or write pointer; if
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ptrname is 2, the offset is measured from the end of the file. The routine accounts
properly for any buffering. (When this routine is used on non-UNIX systems, the
offset must be a value returned from ftell and the ptrname must be 0).

long ftell(ioptr) FILE *ioptr;
The byte offset, measured from the beginning of the file, associated with the named
stream is returned. Any buffering is properly accounted for. (On non-UNIX systems
the value of this call is useful only for handing to fseek, so as to position the file to
the same place it was when ftell was called.)

getpw(uid, buf) char *buf;
The password file is searched for the given integer user ID. If an appropriate line is
found, it is copied into the character array buf, and 0 is returned. If no line is found
corresponding to the user ID then 1 is returned.

char *malloc(num);
allocates num bytes. The pointer returned is sufficiently well aligned to be usable for
any purpose. NULL is returned if no space is available.

char *calloc(num, size);
allocates space for num items each of size size. The space is guaranteed to be set to 0
and the pointer is sufficiently well aligned to be usable for any purpose. NULL is
returned if no space is available .

cfree(ptr) char *ptr;
Space is returned to the pool used by calloc. Disorder can be expected if the
pointer was not obtained from calloc.

The following are macros whose definitions may be obtained by including <ctype.h>.
isalpha(c) returns non-zero if the argument is alphabetic.

isupper(c) returns non-zero if the argument is upper-case alphabetic.

islower(c) returns non-zero if the argument is lower-case alphabetic.

isdigit(c) returns non-zero if the argument is a digit.

isspace(c) returns non-zero if the argument is a spacing character: tab, newline, car-
riage return, vertical tab, form feed, space.

ispunct(c) returns non-zero if the argument is any punctuation character, i.e., not a
space, letter, digit or control character.

isalnum(c) returns non-zero if the argument is a letter or a digit.

isprint(c) returns non-zero if the argument is printable — a letter, digit, or punctua-
tion character.

iscntrl(c) returns non-zero if the argument is a control character.

isascii(c) returns non-zero if the argument is an ascii character, i.e., less than octal
0200.

()
tolower(c) returns the lower-case character corresponding to the upper-case letter c.
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PART 2: LANGUAGES

This part includes articles on four of the languages and four of the language preprocessors
available on ULTRIX-32:

o C

e FORTRAN 77
« RATFOR

« EFL

¢ Pascal

e Franz Lisp
« FP
o M4

These articles are authoritative reference materials appropriate for people familiar with pro-
gramming in the languages described. Each article defines the implementation of a language
or preprocessor on the ULTRIX-32 system. With the exception of the articles on Pascal,
RATFOR, and M4, these articles are not tutorial, and they are not for beginners.

C Language

The first three articles deal with the C language. “The C Programming Language - Reference
Manual” lists in detail the rules, conventions, and concepts that define the implementation of
C on the VAX computer. This is reprinted from an appendix in The C Programming
Language [1], by Kernighan and Ritchie. Before you use this article, you should know how to
write programs in C and have read The C Programming Language.

The next two articles describe C language compilers. “A Tour Through the Portable C Com-
piler,” by Johnson, explains the Berkeley C compiler available in the ULTRIX-32 system. It
tells what happens when you compile a C program on ULTRIX-32 and is meant for people
who may support the C compiler. This article gives an excellent overview of the organization,
operation, and background of the ULTRIX-32 C compiler. The Ritchie article, “A Tour
Through the UNIX C Compiler,” describes the Bell UNIX C compiler, not implemented on
ULTRIX-32.

FORTRAN

The two articles that follow describe f77 FORTRAN. The “Introduction to the f77 1/O
Library,” by Wasley, lists specifications and rules for using the f77 I/O library routines. These
routines make use of the standard C I/O library routines in ULTRIX-32. The article explains

[1] Kernighan, Brian W. and Ritchie, Dennis M., The C Programming Language, Prentice Hall, Englewood
Cliffs, N.J., 1978.
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the different methods available for accessing files, rules for use of logical units for I/0, and
error and status handling for I/O processing. It tells in detail how the standard FORTRAN
commands and concepts are implemented on the ULTRIX-32 system. In addition, the article
identifies non-ANSI standard extensions to the library and shows methods you can use to
make older FORTRAN programs compatible with this I/O library.

“A Portable FORTRAN 77 Compiler,” by Feldman and Weinberger, describes the rules and
conventions of FORTRAN 77 as implemented on the ULTRIX-32 system. Familiarity with
FORTRAN 66 or another standard FORTRAN is prerequisite to comprehending this article.

RATFOR and EFL

The next two articles deal with FORTRAN preprocessors. RATFOR and EFL translate input
files into FORTRAN source code. They overcome some of the cosmetic and control-flow
defects of FORTRAN while retaining desirable FORTRAN features such as universality and
efficiency. RATFOR and EFL programs are compatible with FORTRAN libraries, yet they
offer a significant improvement over standard FORTRAN.

The article “RATFOR - A Preprocessor for a Rational FORTRAN,” by Kernighan, tells how
to write RATFOR code that is easier to read and write than FORTRAN code. The article also
explains how to:

¢ Eliminate goto statements

e Group statements within a conditional construction

¢ Include the else clause as a part of a conditional construction

e Improve do, while, for, and repeat until functions
Readers will find this article easy to read and full of useful examples.

EFL is a descendant of RATFOR. EFL is more flexible; it allows more general forms for
expressions and it provides a more uniform syntax. “The Programming Language EFL,” by
Feldman, lists concepts and rules and provides some programming examples.

Berkeley Pascal

The “Berkeley Pascal User’s Manual” tells what you need to know to write and execute Pas-
cal programs on the ULTRIX-32 system if you are already familiar with Pascal programming.
The article is arranged in tutorial format; it lists reference materials, explains how to use an
editor to create a Pascal program, and gives various execution options. Berkeley Pascal
includes six utilities for translating, compiling, running, and analyzing programs:

pi Translates the source program into object code and stores the object code
px Interprets (executes) the object code created by pi

pix Translates the source program and then executes it

pc Processes the source program to compile an executable binary file

pXp Creates an execution profile for a program when used together with pi or pix

pxref  Produces a program listing and a cross-reference identifier from a source pro-
gram

“The Berkeley Pascal User’s Manual” explains how to use these utilities, how to handle pip-
ing, input, and output, how to interpret error diagnostics, how to include source text from
several files for the translator, and how to compile separate segments of a Pascal program to
be linked for running later. An appendix gives a precise definition of Berkeley Pascal.



Introduction 2-3

Franz Lisp

“The Franz Lisp Manual” gives a detailed and extensive description of the Berkeley dialect of
Lisp. Franz Lisp is a sophisticated language that provides a complete environment in which
you can develop and run programs. In addition, it offers:

e 14 data types

e Both a compiler and an interpreter

e Special functions (such as apply)

o System control functions (such as memory allocation)
e Macros and fclosures

o Compatibility with foreign subroutines

e Error handling capabilities

o Powerful debugging tools (trace, stepper, fixit)

e A CMU top-level package that serves as an alternative to the default Franz Lisp top-
level package

e A file package that allows you to save functions for use in other sessions
¢ An editor specially designed for modifying Lisp programs

Because this long article is organized as a reference manual, you may find it useful to read the
introductory section in each chapter to gain an overview, before reading the chapters in depth.

FP

FP is a preprocessor that produces Franz Lisp source code. The “Berkeley FP User’s
Manual” is appropriate reading for sophisticated programmers familiar with Lisp. The article
describes, in terse terms, the principles and rules of the language. This description includes
definitions of:

e Objects
e Operations
e Functions
e Input and output procedures
e Execution options
You may find the extensive programming examples helpful.

M4

M4 is a macro processor that provides string substitution. It accepts as input source code in
any computer language and substitutes a defined text for each occurrence of a macro name.
“The M4 Macro Processor,” by Kernighan and Ritchie, offers readable explanations and good
examples. You can use M4 to:

¢ Set up your own macros

o Create and use macros that take several arguments
o Use a set of built-in macros

o Bring in new files with an include function

e Call shell functions with a system command
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The C Programming Language — Reference Manual
Dennis M. Ritchie

Bell Laboratories, Murray Hill, New Jersey

This manual is reprinted. with minor changes, from The C Programming Language, by Brian W. Ker-
nighan and Dennis M. Ritchie, Prentice-Hall, Inc., 1978.

1. Introduction

This manual describes the C language on the DEC PDP-11, the DEC VAX-11, the Honeywell 6000.
the 18M System/370. and the Interdata 8/32. Where differences exist. it concentrates on the PDP-11. but
tries to point out implementation-dependent details. With few exceptions. these dependencies follow
directly from the underlying properties of the hardware: the various compilers are generallv quite compa-
tible.

2. Lexical conventions

There are six classes of tokens: identifiers. keywords, constants, strings. operators, and other separa-
tors. Blanks. tabs, newlines, and comments (collectively, **white space™) as described below are ignored
except as they serve 1o separale lokens. Some white space is required to separate otherwise adjacent
identifiers, keywords, and constants.

If the input stream has been parsed into tokens up to a given character. the next token is taken to
include the longest string of characters which could possibly constitute a token.

2.1 Comments
The characters /« introduce a comment, which terminates with the characters »/. Comments do not
nest.

2.2 Identifiers (Names)

An identifier is a sequence of letters and digits: the first character must be a letter. The underscore _
counts as a letter. Upper and lower case letters are different. No more than the first eight characters are
significant, although more may be used. External identifiers, which are used by various assemblers and
loaders. are more restricted:

DEC pDP-11 7 characters, 2 cases
DEC VAX-11 8 characters, 2 cases
Honeywell 6000 6 characters, | case
1BM 360/370 7 characters, 1 case
Interdata 8/32 8 characters, 2 cases

2.3 Keywords

The following identifiers are reserved for use as keywords, and may not be used otherwise:
int extern else
char register for
float typedef do
double static while
‘struct goto switch
union return case
long sizeof default
short break entxry
unsigned continue
auto if

The entry keyword is not currently implement:d by any compiler but is reserved for future use. Some

t UNIX is a Trademark of Beil Laboratones.
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implementations also raserve the words fortran and asm

2.4 Constants
There are several Kinds of constants. as listed below. Hardware characteristics which affect sizes are
summarized in §2.6.

2.4.1 Integer constants

An integer constant consisting of a sequence of digits is taken to be octal if it begins with 0 (digit
zero). decimal otherwise. The digits 8 and 9 have octal value 10 and !1 respectively. A sequence of
digits precedsd by Ox or 0X (digit zero) is taken to be a hexadecimal integer. The hexadecimal digits
include a or A through £ or F with values 10 through 15. A decimal constant whose value exceeds the
largest signed machine integer is taken to be long: an octal or hex constant which excseds the largest
unsigned machine integer is likewise taken to be long.

2.4.2 Explicit long constants
A decimal. octal, or hexadecimal integer constant immediately followed by 1 (letter ell) or L is a long
constant. As discussed below, on some machines integer and long values may be considered identical.

2.4.3 Character constants

A character constant is a character enclosed in single quotes, as in 'x’. The value of a character
constant is the numerical value of the character in the machine's character set.

Certain non-graphic characters, the single quote * and the backslash \, may be represented according
to the following table of escape sequences:

newline NL(LF) \n
horizontal tab HT \t
backspace BS \b
carriage return CR \z
form feed FF \£
backslash \ \\
single quote 4 \’
bit pattern ddd \ddd

The escape \ddd consists of the backslash followed by 1, 2, or 3 octal digits which are taken to specify the
value of the desired character. A special case of this construction is \0 (not followed by a digit), which
indicates the character NUL. If the character following a backslash is not one of those specified. the
backslash is ignored.

2.4.4 Floating constants

A floating constant consists of an integer part, a decimal point, a fraction part, an e or E, and an
optionally signed integer exponent. The integer and fraction parts both consist of a sequence of digits.
Either the integer part or the fraction part (not both) may be missing; either the decimal point or the e
and the exponent (not both) may be missing. Every floating constant is taken to be double-precision.

2.5 Strings

A string is a sequence of characters surrounded by double quotes, as in "...". A string has type
“array of characters’ and storage class static (ses §4 below) and is initialized with the givena characters.
All strings. even when written identically, are distinct. The compiler places a null byte \0 at the end of
each string so that programs which scan the string can find its end. In a string; the double quote charac-
ter " must be preceded by a \! in addition, the same escapes as described for character constants may be
used. Finally, a \ and an immediately following newline are ignored.

2.6 Hardware characteristics

The following table summarizes certain hardware properties which vary from machine to machine.
Although these affect program portability, in practice they are less of a problem than might be thought a
priort,



The C Programming Language 2-7

DEC PDP-11  Honeywell 6000 1BM 370  Interdata 8/32
ASClI ASCll EBCDIC ASClII
char 8 bits 9 bits 8 bits 8 bits
int 16 36 32 32
short 16 36 16 16
long 32 36 32 32
float 32 36 32 32
double 64 72 64 64
range +10%3¢ +]0=3¢ +10%7¢ +10%76

The VAX-11 is identical to the PDP-11 except that integers have 32 bits.

3. Syntax notation

In the syntax notation used in this manual, syntactic categories are indicated by italic type, and literal
words and characters in bold type. Alternative categories are listed on separate lines. An optional ter-
minal or non-terminal symbol is indicated by the subscript **opt,” so that

{ expression,, |

indicates an optional expression enclosed in braces. The syntax is summarized in §18.

4, What's in 2 name?

C bases the interpretation of an identifier upon two attributes of the identifier: its storage class and its
ope. The storage class determines the location and lifetime of the storage associated with an identifier;
the type determines the meaning of the values found in the identifier’s storage.

There are four declarable storage classes: automatic, static, external, and register. Automatic vari-
ables are local to each invocation of a block (§9.2), and are discarded upon exit from the block; static
variables are local to a block, but retain their values upon reentry to a block even after control has left
the block: external variables exist and retain their values throughout the execution of the entire program,
and may be used for communication between functions, even separately compiled functions. Register
variables are (if possible) stored in the fast registers of the machine: like automatic variables they are
local to each block and disappear on exit from the block.

C supports several fundamental types of objects:

Objects declared as characters (char) are large enough to store any member of the implementation’s
character set, and if a genuine character from that character set is stored in a character variable, its value
is equivalent to the integer code for that character. Other quantities may be stored into character vari-
ables, but the implementation is machine-dependent.

Up to three sizes of integer, declared short int, int, and long int, are available. Longer
integers provide no less storage than shorter ones, but the implementation may make either short
integers, or long integers, or both, equivalent to plain integers. ‘‘Plain’ integers have the natural size
suggested by the host machine architecture; the other sizes are provided to meet special needs.

Unsigned integers, declared unsigned, obey the laws of arithmetic modulo 2" where n is the
number of bits in the representation. (On the PDP-11, unsigned long quantities are not supported.)

Single-precision floating point (float) and double-precision floating point (double) may be
synonymous in some implementations.

Because objects of the foregoing types can usefully be interpreted as numbers, they will be referred
to as arithmetic types. Types char and int of all sizes will collectively be called integraf types. float
and double will collectively be called fAoating types.

Besides the fundamental arithmetic types there is a conceptually infinite class of derived types con-
structed from the fundamental types in the following ways:

arrays of objects of most types;

functions which return objects of a given type;

pointers 10 objects of a given type;

sructures containing a sequence of objects of various types:

unions capable of containing any one of several objects of various types.

In general these methods of constructing objects can be applied recursively.
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5. Objects and lvalues

An object is a manipulatable region of storage: an /vaiue is an expression referring to an object. An
obvious exampie of an Ivalue expression is an identifiez. There are operators which vield lvalues: for
example. if = is an expression of pointer type. then «£ is an Ivalue expression referring to the odject to
which E points. The name “‘lvalue’ comes from the assignment expression E1 = E2 in which the left
operand T1 must be an Ivajue axprassion. The discussion ol each operator below indicates wheacher it
expects Ivalue operands and whether it yields an Ivalue.

6. Conversions

A number of operators may, depending on their operands. cause conversion of the value of an
operand from one type to another. This section explains the result to be expected from such conver-
sions. §6.6 summarizes the conversions demanded by most ordinary operators: it will be supplemented as
required by the discussion of each operator.

6.1 Characters and integers

A character or a short integer may be used wherever an integer may be used. [n all cases the value
is converted to an integer. Conversion of a shorter integer to a longer always involves sign exteasion:
integers are signed quantities. Whether or not sign-extension occurs for characters is machine dependent.
but it is guarantesd that 2 member of the standard character set is noa-negative. Of the machines treated
by this manual. only the PDP-11 sign-extends. On the PDP-11, character variables range in value from
—128 to 127; the characters of the ASCII alphabet are all positive. A character constant specified with an
octal escape su Ters sign extension and may appear negative: for example, *\377' has the value -1.

When 1 I nger integer is converted to a shorter or to a char, it is truncated on the left. excess bits
are simpiy dic irded.

6.2 Float and double

All floating arithmetic in C is carried out in double-precision; whenever a2 £loat appears in an
expression it is lengthened to double by zero-padding its fraction. When a double must be converted
to £1cac, for example by an assignment, the double is rounded before truncation t0 £loat length.

6.3 Floating and integral

Conversions of floating values to integral type tend to be rather machine-dependent: in particular the
direction of truncation of negative numbers varies from machine to machine. The result is undefined if
the value will not fit in the space provided.

Conversions of integral values to floating type are well behaved. Some loss of precision occurs if the
destination lacks sufficient bits.

6.4 Pointers and integers

An integer or long integer may be added to or subtracted {rom a pointer: in such a case the first is
converted as specified in the discussion of the addition operator.

Two pointers to objects of the same type may be subtracted: in this case the result is converted to an
integer as specified in the discussion of the subtraction operator.

6.5 Unsigned

Whenever an unsigned integer and a plain integer are combined, the plain integer is converted to
unsigned and the result is unsigned. The value is the least unsigned integer congruenat to the signed
integer (modulo 2¥°%%2%)  [n a 2's complement representation. this conversion is conceptual and there is
no actual change in the bit pattern.

When an unsigned integer is converted to long, the value of the result is the same numerically as
that of the unsigned integer. Thus the conversion amounts to padding with zeros on the left.

6.6 Arithmetic conversions
A greal many operalors cause conversions and yield result types in a similar way. This pattern will
be called the *‘usual arithmetic conversions.”

First, any operands of type char or shoret are converted 10 int, and any of type £loat are con-
verted (0 double.
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Then., if either operand is double, the other is converted to double and that is the type of the
result.

Otherwise, if either operand is long, the other is converted to long and that is the type of the
result.

Otherwise, if either operand is unsigned, the other is converted to unsigned and that is the type
of the result.

Otherwise, both operands must be int, and that is the type of the result.

7. Expressions

The precedence of expression operators is the same as the order of the major subsections of this sec-
tion, highest precedence first. Thus. for example, the expressions referred to as the operands of + (§7.4)
are those expressions defined in §§7.1-7.3. Within each subsection, the operators have the same pre-
cedence. Left- or right-associativity is specified in each subsection for the operators discussed therein.
The precedence and associativity of all the expression operators is summarized in the grammar of §18.

Otherwise the order of evaluation of expressions is undefined. In particular the compiler considers
itself free 10 compute subexpressions in the order it believes most efficient. even if the subexpressions
involve side effects. The order in which side effects take place is unspecified. Expressions involving a
commutative and associative operator (=, +, &, 1, ~) may be rearranged arbitrarily, even in the presence
of parentheses; to force a particular order of evaluation an explicit temporary must be used.

The handling of overflow and divide check in expression evaluation is machine-dependent. All exist-
ing implementations of C ignore integer overflows: treatment of division by 0, and all floating-point
exceptions, varies between machines, and is usually adjustable by a library function.

7.1 Primary expressions
Primary expressions involving ., ->, subscripting, and function calls group left to right.

primary-expression:
identifier
conswant
sring
{ expression )
primary-expression [ expression ]
primary-expression ( expression-list,, )
primary-lvalue . identifier
primary-expression —> identifier

expression-list:
expression
expression-list , expression

An identifier is a primary expression, provided it has been suitably declared as discussed below. lis type
is specified by its declaration. If the type of the identifier is **array of ..."", however, then the value of
the identifier-expression is a pointer to the first object in the array, and the type of the expression is
‘“‘pointer to ...”". Moreover, an array identifier is not an lvalue expression. Likewise. an identifier which
is declared *‘function returning ..."", when used except in the function-name position of a call. is con-
verted to “‘pointer to function returning ...".

A constant is a primary expression. Its type may be int, long, or double depending on its form.
Character constants have type int: floating constants are double.

A string is a primary expression. Its type is originally “‘array of char’": but following the same rule
given above for identifiers, this is modified to *‘pointer 10 char’ and the result is a pointer to the first
character in the string. (There is an exception in certain initializers; see $8.6.)

A parenthesized expression is a primary expression whose type and value are identical to those of the
unadorned expression. The presence of parentheses does not affect whether the expression is an lvalue.

A primary expression followed by an expression in square brackets is a primary expression. The
intuitive meaning is that of a subscript. Usually, the primary expression has type “‘pointer to ...", the
subscript expression is int, and the type of the result is **..."". The expression E1 (E2] is identical (by
definition) 10 » ((E1)+(E2)). All the clues needed to understand this notation are contained in this sec-
tion together with the discussions in §§ 7.1, 7.2, and 7.4 on identifiers, », and + respectively; §14.3 below
summarizes the implications.



2-10 The C Programming Language

A function call is a primary expression followed by parentheses containing a possibly empty,
comma-separated list of expressions which constitute the actual arguments to the function. The primary
expression must be of type ‘‘function returning ..."". and the result of the function call is of type **..."
As indicated below. a hitherto unseen identifier followed immediately by a left parenthesis is contextually
declared 10 represent a function returning an integer: thus in the most common case, integer-valued
functions need not be declared.

Any actual arguments of type £loat are converted 1o double before the call: any of type chax or
short are converted 0 int: and as usual, array names are converted to pointers. No other conversions
are performed automatically: in particular, the compiler does not compare the types of actual arguments
with those of formal arguments. If conversion is nesded, use a cast: see §7.2, 8.7.

In preparing for the call to a function. a copy is made of each actual parameter: thus, all argument-
passing in C is strictly by value. A function may change the values of its formal parameters, but these
changes cannot affect the values of the actual parameters. On the other hand. it is possible to pass a
pointer on the understanding that the function may change the value of the object to which the pointer
points. An array name is a pointer expression. The order of evaluation of arguments is undefined by the
language: take note that the various compilers differ.

Recursive calls to any {unction are permitted.

A primary expression followed by a dot followed by an identifier is an expression. The first expres-
sion must be an lvalue naming a structure or 2 union. and the identifier must name a member of the
structure or union. The result is an Ivalue referring to the named member of the structure or union.

A primary expression followed by an arrow (built from a - and a >) followed by an identifier is an
expression. The first expression must be a pointer to a structure or 2 union and the identifier must name
a member of that structure or union. The result is an lvalue referring to the named member of the struc-
ture or union to which the pointer expression paoints.

Thus the expression E1->MOS is the same as (»E1) .MOS. Structures and unions are discussed in
§8.5. The rules given here for the use of structures and unions are not enforced strictly, in ordes to allow
an escape from the typing mechanism. See §14.1.

7.2 Unary operators
Expressions with unary operators group right-to-left.

unary-expression. -
» expression
& lvalue
- gxpression
{ expression
“ expression
++ halue
- [value
halue ++
lvalue <
( ype-name ) expression
sizeof expression
sizeof ( gpe-name)

The unary » operator means indirection: the expression must be a pointer, and the result is an lvalue
referring 1o the object to which the expression points. If the type of the expression is ‘‘pointer to ...",
the type of the resultis**..."

The resuit of the unary & operator is a pointer to the object referred to by the lvalue. If the type of
the lvalue is **..."", the'type of the result is **pointer to ..."".

The result of the unary - operator is the negative of its operand. The usual arithmetic conversions
are performed. The negative of an unsigned quantity is computed by subtracting its value from 2",
where 7 is the number of bits in an int. There is no unary + operator.

The result of the logical negation operator ! is | if the value of its operand is 0. O if the value of its
operand is non-zero. The type of the result is int. [t is applicable to any arithmetic type or (0 pointers.

The - operator vields the one’s complement of its operand. The usual arithmetic conversions are
performed. The type of the operand must be integral.

The object referred to by the lvalue operand of prefix ++ is incremented. The value is the new value
of the operand. but is not an lvalue. The expression ++x is equivalent to x+=1. Ses the discussions of
addition (§7.4) and assignment operators (§7.14) for information on conversions.
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The Ivalue operand of prefix -- is decremented analogously to the prefix «+ operator.

When postfix ++ is applied to an Ivalue the result is the value of the object referred to by the lvalue.
After the result is noted, the object is incremented in the same manner as for the prefix ++ operator.
The type of the result is the same as the type of the Ivalue expression.

When postfix -- is applied to an Ivalue the result is the value of the object referred to by the Ivalue.
After the result is noted. the object is decremented in the manner as for the prefix =~ operator. The type
of the result is the same as the type of the lvalue expression.

An expression preceded by the parenthesized name of a data type causes conversion of the value of
the expression to the named type. This construction is called a cast. Type names are described in §8.7.

The sizeof operator yields the size, in bytes. of its operand. (A byte is undefined by the language
except in terms of the value of sizeof. However, in all existing implementations a byte is the space
required to hold a char.) When applied to an array, the result is the total number of bytes in the array.
The size is determined from the declarations of the objects in the expression. This expression is semanti-
cally an integer constant and may be used anywhere a constant is required. [ts major use is in communi-
cation with routines like storage allocators and [/O systems.

The sizeof operator may also be applied to a parenthesized type name. In that case it yields the
size, in bytes, of an object of the indicated type.

The construction sizeof (fype) is taken to be a unit, so the expression sizeof (gpe)-2 is the
same as (sizeof (gype) ) -2.

7.3 Multiplicative operators
The multiplicative operators #, /, and % group left-to-right. The usual arithmetic conversions are
performed.

multiplicative-expression:
expression « expression
expression / expression
expression % expression

The binary » operator indicates multiplication. The # operator is associative and expressions with
several multiplications at the same level may be rearranged by the compiler.

The binary / operator indicates division. When positive integers are divided truncation is toward 0,
but the form of truncation is machine-dependent if either operand is negative. On all machines covered
by this manual, the remainder has the same sign as the dividend. [t is always true that (a/b) *b + a%b
is equal to a (if bis not 0).

The binary % operator yields the remainder from the division of the first expression by the second.
The usual arithmetic conversions are performed. The operands must not be £loat.

7.4 Additive operators
The additive operators + and - group left-to-right. The usual arithmetic conversions are performed.
There are some additional type possibilities for each operator.

additive-expression:
expression + expression
expression - expression

The result of the + operator is the sum of the operands. A pointer to an object in an array and a value of
any integral type may be added. The latter is in all cases converted to an address offset by multiplying it
by the length of the object to which the pointer points. The result is a pointer of the same type as the
original pointer, and which points to another object in the same array, appropriately offset from the origi-
nal object. Thus if P is a pointer to an object in an array, the expression P+1 is a pointer to the next
object in the array.

No further type combinations are allowed for pointers.

The + operator is associative and expressions with several additions at the same level may be rear-
ranged by the compiler.

The result of the - operator is the difference of the operands. The usual arithmetic conversions are
performed. Additionally, a value of any integral type may be subtracted from a pointer, and then the
same conversions as for addition apply.

If two pointers to objects of the same type are subtracted, the result is converted (by division by the
length of the object) to an int representing the number of objects separating the pointed-to objects.
This conversion will in general give unexpected results unless the pointers point to objects in the same
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array. since pointers. 2ven to objects of the same type. do not necassarily differ by a multiple of the
object-length.

7.5 Shift operators

The shift operators << and >> group left-to-right. Both perform the usual arithmetic conversions on
their operands. each of which must be integral. Then the right operand is converted to iaz: the type of
the resuit is that of the left operand. The result is undefined if the right operand is negative, or greater

than or equal to the length of the object in bits.

shift-expression:
expression << expression
expression >> expression

The value of £1<<E2 is E1 (interpreted as a bit pattern) left-shifted £2 bits; vacated bits are O-filled.
The value of E1>>E2 is E1 right-shifted E2 bit positions. The right shift is guarantesd to be logical (0-
fill) if 21 is unsigned: otherwise it may be (and is, on the PDP-11) arithmetic (fill by a copy of the sign
bit).

7.6 Relational operators
The relational operators group left-to-right, but this fact is not very useful: a<b<c does not mean
what it seems to.

relational-expression:
expression < expression
expression > expression
expression <= expression
expression >= expression

The operators < (less than), > (greater than), <= (less than or equal to) and >= (greater than or equal to)
all vield O if the specified relation is false and 1 il it is true. The type of the result is int. The usual
arithmetic conversions are performed. Two pointers may be compared; the result depends on the relative
locations in the address space of the pointed-to objects. Pointer comparison is portable only when the
pointers point to objects in the same array.

7.7 Equality operators

egquality-expression:
EXpression ms expression
expression |= expression

The == (equal to) and the != (not equal to0) operators are exactly analogous to the relational operators
except for their lower precedence. (Thus a<b == c<d is 1 whenever a<b and c<d have the same
truth-value).

A pointer may be compared (o an integer, but the result is machine dependent unless the integer is
the constant 0. A pointer to which 0 has been assigned is guaranteed not to point to any object, and will
appear to be equal to 0; in conventional usage, such a pointer is considered to be null.

7.8 Bitwise AND operator

and-expression:
expression & expression

The & operator is associative and expressions involving & may be rearranged. The usual arithmetic
conversions are performed: the result is the bitwise AND function of the operands. The operator applies
only to integral operands.

7.9 Bitwise exclusive OR operator

exclusive-or-expression:
expression < expression

The ~ operator is associative and expressions involving = may be rearranged. The usual arithmetic
conversions are performed: the result is the bitwise exciusive OR function of the operands. The operator
applies only to integral operands.
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7.10 Bitwise inclusive OR operator

inclusive-or-expression:
expression | expression

The | operator is associative and expressions involving | may be rearranged. The usual arithmetic
conversions are performed. the result is the bitwise inclusive OR function of its operands. The operator
applies only to integral operands.

7.11 Logical AND operator

logical-and-expression:
expression && expression

The && operator groups left-to-right. It returns | if both its operands are non-zero. 0 otherwise. Unlike
&, && guarantees left-to-right evaluation: moreover the second operand is not evaluated if the first
operand is 0.

The operands need not have the same type, but each must have one of the fundamental tvpes or be
a pointer. The result is always int.

7.12 Logical OR operator

logical-or-expression:
expression | | expression

The 11 operator groups left-to-right. It returns 1 if either of its operands is non-zero. and 0 otherwise.
Unlike 1, 11 guarantees left-to-right evaluation; moreover, the second operand is not evaluated if the
value of the first operand is non-zero.

The operands need not have the same type, but each must have one of the fundamental types or be
a pointer. The result is always int.

7.13 Conditional operator

conditional-expression:
expression ? expression : expression

Conditional expressions group right-to-left. The first expression is evaluated and if it is non-zero. the
result is the value of the second expression. otherwise that of third expression. [f possible. the usual
arithmetic conversions are performed to bring the second and third expressions to a common type: other-
wise, if both are pointers of the same type, the result has the common type; otherwise. one must be a
pointer and the other the constant 0, and the result has the type of the pointer. Only one of the second
and third expressions is evaluated.

7.14 Assignment operators

There are a number of assignment operators, all of which group right-to-left. All require an Ivalue as
their left operand, and the type of an assignment expression is that of its left operand. The value is the
value stored in the left operand after the assignment has taken place. The two parts of a compound
assignment operator are separate tokens.

assignment-expression:

Ivalue = expression
lvaiue += expression
Ivalue -= expression
Ivalue «= expression
Ivalue /= expression
Ivalue %= expression
Ivalue >>= expression
Ivalue <<= expression
lvalue &= expression
lvalue ~= expression
Ivalue | = expression

In the simple assignment with =, the value of the expression replaces that of the object referred to by
the lvalue. If both operands have arithmetic type, the right operand is converted to the type of the left
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preparatory 10 the assignment.

The behavior of an expression of the form E1 op= E2 may be inferred by taking it as equivalent to
£1 = E£1 op (E2). however, =1 is evaluated only once. In += and -=, the left operand may be a
pointer, in which case the (integral) right operand is converted as explained in §7.4: all right operands
and all non-pointer left operands must have arithmetic type.

The compilers currently allow a pointer to be assigned to an integer, an integer to a pointer, and a
pointer to a pointer of another type. The assignment is a pure copy operation. with no conversion. This
usage is nonportable, and may produce pointers which cause addressing exceptions when used. However,
it is guaranteed that assignment of the constant 0 to a pointer will produce a null pointer distinguishable
from a pointer 10 any object.

7.15 Comma operator

comma-expression:
expression , expression

A pair of expressions separated by a comma is evaluated left-to-right and the value of the left expression
is discarded. The type and value of the result are the type and value of the right operand. This operator
groups left-to-right. In contexts where comma is given a special meaning, for example in a list of actual
arguments to functions (§7.1) and lists of initializers (§8.6), the comma operator as described in this sec-
tion can only appear in parentheses: for example,

£(a, (t=3, t+2), ¢)

has three arguments, the second of which has the value S.

8. Declarations
Declarations are used to specify the interpretation which C gives to each identifier; they do not
necessarily reserve storage associated with the identifier. Declarations have the form

declaration:
dect-specifiers declarator-list,, ;

The deciarators in the declarator-list contain the identifiecs being declared. The decl-specifiers consist of a
sequence of type and storage class specifiers.

decl-specifiers:
type-specifier deci-specifiers oot
sc-specifier dect-specifiers,,,

The list must be seif-consistent in a way described below.

8.1 Storage class specifiers
The sc-specifiers are:

sc-specifier:
auto
static
extern
register
typedef

The typedef specifier does not reserve storage and is called a *‘storage class specifier’ only for syntactic
convenience: it is discussed in §8.8. The meanings of the various storage classes were discussed in $4.

The auto. static. and register declarations aiso serve as definitions in that they cause an
appropriate amount of storage to be reserved. In the extern case there must be an external definition
(§10) for the given identifiers somewhere outside the function in which they are declared.

A register declaration is best thought of as an auto declaration, together with a hint to the com-
piler that the variables declared will be heavily used. Only the first few such declarations are effective,
Moreover, only variables of certain types will be stored in registers: on the PDP-11, they are int, char,
or pointer. One other restriction applies to register variables: the address-of operator & cannot be applied
to them. Smaller, faster programs can be expected if register declarations are used appropriataiy, out
future improvements in code generation may render them unnecessary.
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At most one sc-specifier may be given in a declaration. If the sc-specifier is missing from a declara-
tion, it is taken to be auto inside a function, extern outside. Exception: functions are never automatic.

8.2 Type specifiers
The type-specifiers are

type-specifier:
char
short
int
long
unsigned
float
double
struct-or-union-specifier
ypedef-name

The words long, short, and unsigned may be thought of as adjectives; the following combinations are
acceptable.

short int
long int
unsigned int
long float

The meaning of the last is the same as double. Otherwise, at most one type-specifier may be given in a
declaration. If the type-specifier is missing from a declaration, it is taken to be int.

* Specifiers for structures and unions are discussed in §8.5; declarations with typedef names are dis-
cussed in §8.8.

8.3 Declarators
The declarator-list appearing in a declaration is a comma-separated sequence of declarators, each of
which may have an initializer.

declarator-list:
init-declarator
init-declarator , declarator-list

init-declarator:
declarator initializerw

Initializers are discussed in §8.6. The specifiers in the declaration indicate the type and storage class of
the objects to which the declarators refer. Declarators have the syntax:

declarator:
identifier
( declarator )
» declarator
declarator ()
declarator ( constant-expression - ]

The grouping is the same as in expressions.

8.4 Meaning of declarators

Each declarator is taken to be an assertion that when a construction of the same form as the declara-
tor appears in an expression, it yields an object of the indicated type and storage class. Each declarator
contains exactly one identifier; it is this identifier that is declared.

If an unadorned identifier appears as a declarator, then it has the type indicated by the specifier head-
ing the declaration.

A declarator in parentheses is identical to the unadorned declarator, but the binding of complex
declarators may be altered by parentheses. See the examples below.

Now imazine a declaration
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T D1

where T is a type-specifier (like in<z. 2tc.) and D1 is a declarator. Suppose this declaration makes the
ideatifier have type **... T."" where the **..."" is empty if D1 is just a plain identifier (so that the type of
xin "iant x'is just inc). Then if D1 has the form

=D

the type of the contained identifier is **... pointer to T.""
[f D1 has the form

D ()

then the contained identifier has the type **... function returning T."
If D1 has the form

D (constanc-expression]
or

o(l

then the contained identifier has type **... array of T.” In the first case the constant expression is an
expression whose value is determinable at compile time, and whose type is int. (Constant expressions
are defined precisely in §15.) When several “‘array of** specifications are adjacent. a multi-dimensional
array is created: the constant expressions which specify the bounds of the arrays may be missing only for
the first member of the sequence. This elision is useful when the array is external and the actual
definition, which allocates storage. is given elsewhere. The first constant-expression may also be omitted
when the declarator is followed by initialization. In this case the size is calculated from the number of
initial elements supplied.

An array may be constructed from one of the basic types, from a pointer, from a structure or union,
or from another array (to generate a muiti-dimensional array).

Not all the possibilities allowed by the syntax above are actually permitted. The restrictions are as
follows: functions may not return arrays, structures, unions or functions, although they may return
pointers to such things: there are no arrays of functions, although there may be arrays of pointers to
functions. Likewise a structure or union may not contin a function, but it may contain a pointer to a
function.

As an example, the declaration

int i, =ip, £(), «£ip(), (=p£i)();

declares an integer i, a pointer ip to an integer, a function £ returning an integer, a function fip
returning a pointer to an integer, and a pointer p£4 to a function which returns an integer. It is espe-
cially useful to compare the last two. The binding of «£ip() is «(£ip()), so that the declaration sug-
gests, and the same construction in an expression requires, the calling of a function £ip, and then using
indirection through the (pointer) result to yield an integer. In the declarator (#p£i) (), the extra
parentheses are necessary, as they are also in an expression, to indicate that indirection through a pointer
to a function yields a function, which is then called; it returns an integer.
As another example,

float fa(17], »afp(17);
declares an array of £loat numbers and an array of pointers to float numbers. Finally,

static int x34(3)¢

w

1791
dLidy

declares a static three-dimensional array of integers, with rank 3xSx7. In complete detail. x3d is an
array of three items: each item is an array of five arrays: each of the latter arrays is an array of seven
integers. Any of the expressions x3d, x3d (i), x3d(i] (3], x3d(i] (5] (x] may reasonably appear in
an expression. The first three have type “‘array,” the last has type int

8.5 Structure and union declarations

A structure is an object consisting of a sequence of named members. Each member may have any
type. A union is an object which may, at a given time, contain any one of several members. Strucgure
and union specifiers have the same form.
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struct-or-union-specifier:
struct-or-union | swruct-decl-list }
struct-or-union identifier | swruct-decl-list )
struct-or-union identifier

strucr-or-union:
struct
union

The struct-decl-list is a sequence of declarations for the members of the structure or union:

struct-decl-list:
struct-declaration
struct-declaration struct-decl-list

struct-declaration:
type-specifier struct-declarator-list ;

struct-declarator-list:
struct-declararor
struct-declarator , swruct-declarator-list

In the usual case, a struct-declarator is just a declarator for a member of a structure or union. A struc-
ture member may also consist of a specified number of bits. Such a member is also called a fleld. its
length is set off from the field name by a colon.

struct-declarator:
declarator
declarator : constant-expression
s constant-expression

Within a structure, the objects declared have addresses which increase as their declarations are read left-
to-right. Each non-field member of a structure begins on an addressing boundary appropriate to its type:
therefore, there may be unnamed holes in a structure. Field members are packed into machine integers:
they do not straddle words. A'field which does not fit into the space remaining in a word is put into the
next word. No field may be wider than a word. Fields are assigned right-to-left on the PDP-11, left-to-
right on other machines.

A struct-declarator with no declarator, only a colon and a width, indicates an unnamed field useful
for padding to conform to externally-imposed layouts. As a special case, an unnamed field with a width
of 0 specifies alignment of the next field at a word boundary. The “*next field”" presumably is a field. not
an ordinary structure member, because in the latter case the alignment would have been automatic.

The language does not restrict the types of things that are declared as fields, but implementations are
not required to support any but integer fields. Moreover, even int fields may be considered to be
unsigned. On the PDP-11, fields are not signed and have only integer values. [n all implementations,
there are no arrays of fields, and the address-of operator & may not be applied to them, so that there are
no pointers to fields.

A union may be thought of as a structure all of whose members begin at offset 0 and whose size is
sufficient to contain any of its members. At most one of the members can be stored in a union at any
time.

A structure or union specifier of the second form, that is, one of

struct identifier ( souct-decl-list }
union identifier { struct-decl-list }

declares the identifier to be the soructure tag (or union tag) of the structure specified by the list. A subse-
quent declaration may then use the third form of specifier, one of

struct identifier
union identifier

Structure tags allow definition of self-referential structures: they also permit the long part of the declara-
tion to be given once and used several times. [t is illegal to declare a structure or union which contains
an instance of itself, but a structure or union may contain a pointer to an instance of itself.
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The names of members and tags may be the same as ordinary variables. However, names of tags
and members must be mutually distinct.

Two structures may share a common initial sequence of members: that is, the same member may
appear in two different structures if it has the same type in both and if all previous members are the same
in both. (Actually, the compiler checks only that a name in two different structures has the same type
and offset in both, but if preceding members differ the construction is nonportable.)

A simple example of a structure declaration is

struct tnode |
char tword(20];
int count;
struct tnode rleft;
struct tnode rrighc;

which contains an array of 20 characters. an integer. and (wo pointers to similar structures. Once this
declaration has been given, the declaration

struct tnode s, *sp;

declares s 10 be a structure of the given sort and sp 10 be a pointer 10 a structure of the given sort. With
these declarations, the expression

sp=->count
refers to the count field of the structure to which sp points:
s.left
refers to the left subtree pointer of the structure s: and
s.right->tword (0]
refers to the first character of the tword member of the right subtree of s.

8.6 Initialization
A declarator may specify an initial value for the identifier being declared. The initializer is preceded
by =, and consists of an expression or a list of values nested in braces..
initializer:
= expression
= { initializer-list )
= { ininalizer-list , )

initializer-list:
expression
initializer-list , initializer-list
( initializer-list |

All the expressions in an initializer for a static or external variable must be constant expressions.
which are described in §13. or expressions which reduce to the address of a previously declared variable,
possibly offset by a constant expression. Automatic or register variables may be initialized by arbitrary
expressions involving constants, and previously declared variables and functions.

Static and external variables which are not initialized are guaranteed o0 start off as 0: automatic and
register variables which are not initialized are guaranteed 10 start off as garbage.

When an initializer applies to a scalar (a pointer or an object of arithmetic type). it consists of 1 sin-
gle expression. perhaps in braces. The initiai value of the object is taken from the expression: the same
conversions as for assignment are performed.

When the declared variable is an aggregare (a structure or array) then the initializer consists of a
brace-enclosed. comma-separated list of initializers for the members of the aggregate. writtan in increas-
ing subscript or member order. [f the aggregate contains subaggregates, this rule applies recursively to
the members of the aggregate. [f there are fewer initializers in the list than there are members of the
aggregate, then the aggregate is padded with 0's. [t is not permitied to initialize unions or automatic
aggresgates.
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Braces may be elided as follows. If the initializer begins with a left brace. then the succeeding
comma-separated list of initializers initializes the members of the aggregate. il is erroneous for there to
be more initializers than members. If, however, the initializer does not begin with a left brace. then oanly
enough elements from the list are taken to account for the members of the aggregate. any remaining
members are left to initialize the next member of the aggregate of which the current aggregate is a part.

A final abbreviation allows a char array to be initialized by a string. In this case successive charac-
ters of the string initialize the members of the array.

For example,

intx[] = 1; 3, S ’I.

declares and initializes x as a l-dimensional array which has three members. since no size was specified
and there are three initializers.

float y(4](3] = {
{1, 3,51,
{2, 4, 6 ),
{3,5,71},
}:
is a completely-bracketed initialization: 1, 3, and 5 initialize the first row of the array y(0]. namely
y(0] (0], y(0]} (1], and y(0) [2]. Likewise the next two lines initialize y (1] and y(2]. The initial-
izer ends early and therefore y (3] is initialized with 0. Precisely the same effect could have been
achieved by

float y(4]1(3] = {
1, 3,5,2,4,6,3,5,7
|

The initializer for y begins with a left brace. but that for y (0] does not, therefore 3 elements from the
list are used. Likewise the next three are taken successively for y (1] and y(2]. Also,

float y(41(3] = |
{11, (213, (31, (4)
)

initializes the first column of y (regarded as a two-dimensional array) and leaves the rest 0.
Finally,

char msg(] = "Syntax error on line %s\n";

shows a character array whose members are initialized with a string.

8.7 Type names

In two contexts (to specify type conversions explicitly by means of a cast, and as an argument of
sizeof) it is desired to supply the name of a data type. This is accomplished using a ‘‘type name,”
which in essence is a declaration for an object of that type which omits the name of the object.

type-name:
type-specifier abstract-declarator

abstract-declarator:
empy
( abstract-declarator )
» abstract-declarator
abstract-declarator ()
abstract-declarator { constant-expression,, ]

To avoid ambiguity, in the construction
( abswract-declarator )

the abstract-declarator is required to be non-empty. Under this restriction, it is possible to identify
uniquely the location in the abstract-declarator where the identifier would appear if the construction were
a declarator in a declaration. The named type is then the same as the type of the hypothetical identifier.
For example.
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int

int »

int =(3]
int (=) (3]
int «()
int (#) ()

name respectively the types ‘‘integer.”” “‘pointer to integer,’ ‘“‘array of 3 pointers to integers,” “‘pointer
to an array of 3 integers.” “‘function returning pointer (o integer.’* and “*pointer to function returning an
integer.™

8.8 Typedef
Declarations whose *‘storage class’ is typedef do not define storage, but instead define identifiers
which can be used later as if they were type keywords naming fundamental or derived types.

ypedef-name:
identifier

Within the scope of a declaration involving typedef. each identifier appearing as part of any declarator
therein become syntactically equivalent to the type keyword naming the type associated with the identifier
in the way described in §8.4. For example, after

typedef int MILZES, «KLICXSP;
typedef struct ( double re, im;} complex;

the coastructions

MILES distance;
extern KLICXSP metricy;
complex z, wzp;

are all legal declarations: the type of distance is int, that of metzicp is “*pointer 0 int." and that of
z is the specified structure. zp is a pointer to such a structure.

typedef does not introduce brand new types, only synonyms for types which could be specified in
another way. Thus in the example above distance is considered to have exacily the same type as any
other int object.

9. Statements
Except as indicated. statements are executed in sequence.

9.1 Expression statement
Most statements are expression statements. which have the form
expression ;
Usually expression statements are assignments or function calls.
9.2 Cqompound statement, or block

So that several statements can be used where one is expected., the compound statement (also, and
equivalently, called **block’’) is provided:

compound-statement:

| declaration-list, o s.'a.-emen.'-lis:w }
declaration-list:

declaration

declaration declaration-list

statement-list:
Starement
statement statement-{ist

If any of the identifiers in the declaration-list were previously declared, the outer declaration is pushed
down for the duration of the block. after which it resumes its force.
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Any initializations of auto or register variables are performed each time the block is 2ntered at
the top. It is currently possible (but a bad practice) to transfer into a block: in that case the initializations
are not performed. Initializations of static variables are performed only once when the program begins
execution. Inside a block. extern declarations do not reserve storage so initialization is not permitted.

9.3 Conditional statement
The two forms of the conditional statement are

if ( expression) statement
if ( expression ) statement else statement

In both cases the expression is evaluated and if it is non-zero. the first substatement is executed. In the
second case the second substatement is executed if the expression is 0. As usual the “else” ambiguity is
resolved by connecting an else with the last encountered else-less if.

9.4 While statement
The while statement has the form

while ( expression) statement

The substatement is executed repeatedly so long as the value of the expression remains non-zero. The
lest takes place before each execution of the statement.

9.5 Do statement
The do statement has the form

do statement while ( expression) ;

The substatement is executed repeatedly until the value of the expression becomes zero. The test takes
place after each execution of the statement.

9.6 For statement
The for statement has the form

for ( expression-1,, ; expression-2,,, ; e.\'press:on-.?w ) statement
This statement is equivalent to

expression-1 ;

while (expression-2) |
statement
expression-3 ;

)

Thus the first expression specifies initialization for the loop: the second specifies a test, made before each
iteration. such that the loop is exited when the expression becomes 0; the third expression often specifies
an incrementation which is performed after each iteration.

Any or all of the expressions may be dropped. A missing expression-2 makes the implied while
clause equivalent to while (1); other missing expressions are simply dropped from the expansion above.

9.7 Switch statement
The switch statement causes control to be transferred to one of several statements depending on
the value of an expression. It has the form

switch ( expression ) statement

The usual arithmetic conversion is performed on the expression, but the result must be int. The state-
ment is typically compound. Any statement within the statement may be labeled with one or more case
prefixes as follows:

case constant-expression

where the constant expression must be int. No two of the case constants in the same switch may have
the same value. Constant expressions are precisely defined in §15.
There may also be at most one statement prefix of the form
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defaulct

When the switch statement is executed. its expression is evaluated and compared with each case con-
stant. [f one of the case constants is egual to the value of the expression. control is passed to the state-
ment following the matched case prefix. If no case constant matches the expression, and if there is a
default prefix, controi passes 1o the prefixed statement. If no case matches and if there is no default
then none of the statements in the switch is executed.

case and default prefixes in themselves do not alter the flow of control. which continues unim-
peded across such prefixes. To exit from a switch, see break. §9.8.

Usually the statement that is the subject of a switch is compound. Declarations may appear at the
head of this statement, but initializations of automatic or register variables are ineffective.

9.8 Break statement
The statement
break ;
causes termination of the smallest enclosing while, do. for. or switch statement: control passes to the
statemnent following the terminated statement.
9.9 Continue statement
The statement
continue ;

causes control (0 pass to the loop-continuation portion of the smallest enclosing while, do, or for state-
ment: that is to the end of the loop. More precisely. in each of the statements

while (...) | do | for (...) |
contin: ; contin: ; contia: ;
) } while (...); )

2 continue is equivalent 10 goto contin (Following the contin: is a null statement, §9.13.)

9.10 Return statement
A function returns (o its caller by means of the return statement, which has one of the forms
return ;
reTurn expression ;
In the first case the returned value is undefined. In the second case, the value of the expression is
returned to the caller of the function. If required, the expression is converted. as if by assignment, to the

type of the function in which it appears. Flowing off the end of a function is equivalent to a return with
no returned value.

9.11 Goto statement
Control may be transferred unconditionally by means of the statement
goto identifier ;
The identifier must be a label (§9.12) located in the current function.
§.12 Labeied statement
Any statement may be precsded by label prefixes of the form
idenufier :

which serve to declare the identifier as a label. The only use of a label is as a target of a goto. The
scope of a label is the current function. excluding any sub-blocks in which the same identifier has bees
redeclared. Ses §!1.
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9.13 Null statement
The null statement has the form

H
A null statement is useful to carry a label just before the | of a compound statement or (o supply a null
body to a looping statement such as while.

10. External definitions

A C program consists of a sequence of external definitions. An external definition declares an
identifier to have storage class extern (by default) or perhaps static. and a specified type. The type-
specifier (§8.2) may also be empty. in which case the type is taken (0 be int. The scope of external
definitions persists to the end of the file in which they are declared just as the effect of declarations per-
sists to the end of a block. The syntax of external definitions is the same as that of all declarations.
except that only at this level may the code for functions be given.

10.1 External function definitions
Function definitions have the form

Sfunction-definition:
decl-specifiers,, Sfunction-declarator function-body

The only sc-specifiers allowed among the decl-specifiers are extern or static: see §11.2 for the distinc-
tion between them. A function declarator is similar to a declarator for a “*function returning ..."”" except
that it lists the formal parameters of the function being defined.

Jfunction-declarator:
declarator ( parameter-list,, )

parameter-list:
identifier
identifier , parameter-list

The function-body has the form

Sunction-body:
declaration-list compound-statement

The identifiers in the parameter list, and only those identifiers, may be declared in the declaration list.
Any identifiers whose type is not given are taken to be int The only storage class which may be
specified is register; if it is specified. the corresponding actual parameter will be copied, if possible,
into a register at the outset of the function.

A simple example of a complete function definition is

int max(a, b, ¢)
int a, b, ¢c;
{

int m;

m= (a>Db) ? a: b;

return((m > ¢) ? m c)

=

}

Here int is the type-specifier: max(a, b, c) is the function-declarator: int a, b, ¢; is the
declaration-list for the formal parameters: { ... | is the block giving the code for the statement.

C converts all £1loat actual parameters to double, so formal parameters declared £loat have their
declaration adjusted to read double. Alsq. since a reference to an array in any context (in particular as
an actual parameter) is taken to mean a pointer to the first element of the array, declarations of formal
parameters declared ‘‘array of .."" are adjusted to read “‘pointer to .."". Finally, because structures,
unions and functions cannot be passed to a function, it is useless to declare a formal parameter to be a
structure. union or function (pointers to such objects are of course permitted).
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10.2 External data definitions
An external data definition has the form

data-definition:
declaration

The storage class of such data may be extern (which is the default) or static, but not au=s or
register.

11. Scope rules

A C program need not all be compiled at the same time: the source text of the program may be kept
in several files. and precompiled routines may be loaded from libraries. Communication among the func-
tions of a program may be carried out both through explicit calls and through manipulation of external
data.

Therefore, there are two kinds of scope to consider: first. what may be called the lexical scope of an
identifier. which is essentially the region of a program during which it may be used without drawing
“undefined identifier” diagnostics; and second, the scope associated with external identifiers. which is
characterized by the rule that references to the same external identifier are references 10 the same object.

11.1 Lexical scope

The lexical scope of identifiers declared in external definitions persists from the definition through
the end of the source file in which they appear. The lexical scope of identifiers which are fcrmal parame-
ters persists through the function with which they are associated. The lexical scope of identifiers declared
at the head of blocks persists until the end of the block. The lexical scope of labels is the whole of the
function in which they appear.

Because all references to the same external identifier refer 1o the same object (see §11.2) the com-
piler checks all declacations of the same external identifier for compatibility: in effect their scope is
increased to the whole file in which they appear.

In all cases. however, if an identifier is explicitly declared at the head of a block. including the block
constituting a function. any declaration of that identifier outside the block is suspended until the ead of
the block.

Remember also (§8.3) that identifiers associated with ordinary variables on the one hand and those
associated with structure and union members and tags on the other form wo disjoint classes which do
not conflict. Members and tags follow the same scope rules as other identifiers. typedef names are in
the same class as ordinary identifiers. They may be redeciared in inner blocks. but an explicit type must
be ziven in the inner declaration:

typedef float distance;

LIRS

auto int distance;

The int must be present in the second declaration. or it would be taken 1o be a declaration with no
declarators and type distancet.

11.2 Scope of externals

If a function refers to an identifier declared 10 be extern. then somewhere among the files or
libraries constituting the complete program there must be an external definition for the identifier. All
functions in a given program which refer to the same externai identifier refer 1o the same object, so care
must be taken that the type and size specified in the definition are compatible with those specified by each
function which references the data.

The appearance of the extern keyword in an external definition indicates that storage for the
identifiers being declared will be allocated in another file. Thus in a multi-file program, an 2xternal data
definition without the extern specifier must appear in exactly one of the files. Any other files which
wish (0 give an external definition for the identifier must include the ex=ern in the definition. The
identifier can be initialized only in the declaration whers storage is allocated.

[dentifiers deciared stacic at the top level in external definitions are not visible in other fles.
Functions may be declared szatic.

?1t is agreed that the we 13 thin here.
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12. Compiler control lines

The C compiler contains a preprocessor capable of macro substitution. conditional compilation. and
inclusion of named files. Lines beginning with # communicate with this preprocessor. These lines have
syntax independent of the rest of the language: they may appear anywhere and have effect which lasts
(independent of scope) until the end of the source program file.

12.1 Token replacement
A compiler-control line of the form
#$define identifier oken-string

(note: no trailing semicolon) causes the preprocessor 1o replace subsequent instances of the identifier with
the given string of tokens. A line of the form

#define identifier ( identifier , ... , identifier ) token-string

where there is no space between the first identifier and the (., is a macro definition with arguments. Sub-
sequent instances of the first identifier followed by a (. a sequence of tokens delimited by commas. and a
) are replaced by the token string in the definition. Each occurrence of an identifier mentioned in the
formal parameter list of the definition is replaced by the corresponding token string from the call. The
actual arguments in the call are token strings separated by commas: however commas in quoted strings or
protected by parentheses do not separate arguments. The number of formal and actual parameters must
be the same. Text inside a string or a character constant is not subject to replacement.

In both forms the replacement string is rescanned for more defined identifiers. In both forms a long
definition may be continued on another line by writing \ at the end of the line to be continued.

This facility is most valuable for definition of **manifest constants.™ as in

#define TABSIZE 100

int table(TABSIZE];
A control line of the form
#undef identifier
causes the identifier's preprocessor definition to be forgotten.
12.2 File inclusion
A compiler control line of the form
#include "filename"

causes the replacement of that line by the entire contents of the file filename. The named file is searched
for first in the directory of the original source file, and then in a sequence of standard places. Alterna-
tively, a control line of the form

#include <filename>
searches only the standard places, and not the directory of the source file.
#include's may be nested.
12.3 Conditional compilation
A compiler control line of the form
#if constant-expression
checks whether the constant expression (see §15) evaluates to non-zero. A control line of the form
#ifdef identifier

checks whether the identifier is currently defined in the preprocessor; that is. whether it has been the
subject of a #define control line. A control line of the form

#ifndef identifier

checks whether the identifier is currently undefined in the preprocessor.
All three forms are followed by an arbitrary number of lines. possibly containing a control line
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telse
and then by a control line
#endif

If the checked condition is true then any lines between #else and #endif are ignored. If the checked
condition is false then any lines between the test and an #else or. lacking an #else. the 4endif, are
ignored.

These constructions may be nested.

12.4 Line coatrol
For the benefit of other preprocessors which generate C programs, a line of the form

#line conswant identifier

causes the compiler to believe, for purposes of error diagnostics, that the line number of the next source
line is given by the constant and the current input file is named by the identifier. If the identifier is
absent the remembered file name does not change.

13. Implicit declarations

It is not always necessary to specify both the storage class and the type of identifiers in a declaration.
The storage class is supplied by the context in external definitions and in declarations of formal parame-
ters and structure members. In a declaration inside a function. if a storage class but no type is given, the
identifier is assumed to be int: if a type but no storage class is indicated. the identifier is assumed to be
auto. An exception to the latter rule is made for functions. since auto functions are meaningless (C
being incapable of compiling code into the stack): if the type of an identifier is **function returning ..."", it
is implicitly declared to be extern

In an expression. an identifier followed by ( and not already declared is contextually declared to be
*function returning int'".

14. Types revisited
This section summarizes the operations which can be performed on objects of cestain types.

14.1 Structures and unions

There are only two things that can be done with a structure or union: name one of its members (by
means of the . operator): or take its'address (by unary &). Other operations. such as assigning from or
to it or passing it as a parameter, draw an error message. In the future, it is expected that these opera-
tionis, but not necessarily others, will be allowed.

§7.1 says that in a direct or indirect structure reference (with . or ->) the name on the right must
be a member of the structure named or pointed to by the expression on the left. To allow an escape
from the typing rules, this restriction is not firmly enforced by the compiler. In fact. any lvalue is ailowed
before ., and that lvalue is then assumed to have the form of the structure of which the name on the
right is a member. Also, the expression before a -> is required only to be a pointer or an integer. If a
pointer, it is assumed to point to a structure of which the name on the right is a member. If an integer.
it is taken to be the absolute address, in machine storage units, of the appropriate structure.

Such constructions are non-portable.

14.2 Functions

There are only two things that can be done with a function: call it, or take its address. If the name
of a function appears in an expression not in the function-name position of a call. a pointer 1o the func-
tion is generated. Thus. to pass one function to another. one might say

int £();

g(£),;
Then the definition of g might read
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g (funcp)
int (#funcp) ();
{

(#funcp) () ;

)

Notice that £ must be declared explicitly in the calling routine since its appearance in g (£) was not fol-
lowed by (.

14.3 Arrays, pointers, and subscripting

Every time an identifier of array type appears in an expression. it is converted into a pointer to the
first member of the array. Because of this conversion, arrays are not lvalues. By definition, the subscript
operator [] is interpreted in such a way that E1([E2] is identical to «((E1)+(E2)). Because of the
conversion rules which apply to +, if E1 is an array and E2 an integer. then E1 [E2] refers to the £2-th
member of E1. Therefore. despite its asymmetric appearance, subscripting is a commutative operation.

A consistent rule is followed in the case of multi-dimensional arrays. If E is an n-dimensional array
of rank iXjX -+ Xk, then E appearing in an expression is converted to a pointer to an (n-1)-
dimensional array with rank jX - - - Xk. If the « operator, either explicitly or implicitly as a result of
subscripting, is applied to this pointer, the result is the pointed-to (n—1)-dimensional array, which itself
is immediately converted into a pointer.

For example. consider

int x(3](5];

Here x is a 3x$ array of integers. When x appears in an expression, it is converted to a pointer to (the
first of three) 5-membered arrays of integers. In the expression x(i], which is equivalent to # (x+i), x
is first converted to a pointer as desczibed: then i is converted to the type of x. which involves multiply-
ing i by the length the object to which the pointer points, namely 5 integer objects. The results are
added and indirection applied to yield an array (of 5 integers) which in turn is converted to a pointer to
the first of the integers. If there is another subscript the same argument applies again: this time the
result is an integer. ,

[t follows from all this that'arrays in C are stored row-wise (last subscript varies fastest) and that the
first subscript in the declaration helps determine the amount of storage consumed by an array but plays
no other part in subscript calculations.

14.4 Explicit pointer conversions

Certain conversions involving pointers are permitted but have implementation-dependent aspects.
They are all specified by means of an explicit type-conversion operator, $§7.2 and 8.7.

A pointer may be converted to any of the integral types large enough to hold it. Whether an int or
long is required is machine dependent. The mapping function is also machine dependent, but is
intended 1o be unsurprising to those who know the addressing structure of the machine. Details for
some particular machines are given below.

An object of integral type may be explicitly converted to a pointer. The mapping always carries an
integer converted from a pointer back to the same pointer, but is otherwise machine dependent.

A pointer to one type may be converted to a pointer to another type. The resulting pointer may
cause addressing exceptions upon use if the subject pointer does not refer to an object suitably aligned in
storage. It is guaranteed that a pointer to an object of a given size may be converted to a pointer to an
object of a smaller size and back again without change.

For example. a storage-allocation routine might accept a size (in bytes) of an object to allocate, and
return a char pointer: it might be used in this way.

extern char walloc();

double #dp;

dp = (double =) alloc(sizeof(double));
«dp = 22.0 / 7.0;

alloc must ensure (in a machine-dependent way) that its return value is suitable for conversion to a
pointer (0o double: then the use of the function is portable.
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The pointer representation on the PDP-11 corresponds 0 a 16-bit integer and is measured in bytes.
chars have no alignment requirements: everything else must have an even address.

On the Honeyweil 6000. a pointer corresponds to a 36-bit integer: the word part is in the left 18 bits.
and the two bits that select the character in a word just to their right. Thus char pointers are measured
in unuts of 2'° bytes: everything else is measured in units of 2'% machine words. double quantities and
aggregates containing them must lie on an even word address (0 mod 2'%).

The 1BM 370 and the Interdata 8/32 are similar. On both, addresses are measured in bytes. eiemen-
lary objects must be aligned on a boundary equal to their length. so pointers to shor= must be 0 mod 2.
to int and float 0 mod 4. and to double 0 mod 8. Aggregates are aligned on the strictast boundary
required by any of their constituents.

15. Constant expressions

In several places C requires expressions which evaluate to a constant: after case, as array bounds,
and in initializers. In the first two cases. the expression can involve only integer constants, character con-
stants, and sizeof expressions, possibly connected by the binary operators

+ = « / % & | ~ << > =mm lm < > <= >m

or by the unary operators

or by the ternary operator

?:

Parentheses can be used for grouping. but not for function cails.

More latitude is permitted for initializers: besides constant expressions as discussed above, one can
also apply the unary & operator to external or static objects. and 10 external or static arrays subscripted
with a constant expression. The unary & can also be applied implicitly by appearance of unsubscripted
arrays and functions. The basic rule is that initializers must evaluate either to a constant or to the
address of a previously declared external or static object plus or minus a constant.

16. Portability considerations

Certain parts of C are inherently machine dependent. The following list of potential trouble spots is
not meant to be all-inclusive. but (0 point out the main ones.

Purely hardware issues like word size and the properties of {loating point arithmetic and integer divi-
sion have proven in practice to be not much of a problem. Other facets of the hardware are reflected in
differing implementations. Some of these, particularly sign extension (converting a negative character
into a negative integer) and the order in which bytes are placed in a word, are a nuisance that must be
carefully waiched. Most of the others are only minor problems.

The number of register variables that can actually be placed in registers varies from machine to
machine. as does the set of valid types. Nonetheless. the compilers all do things properly for their own
machine: excess or invalid register declarations are ignored.

Some difficulties arise only when dubious coding practices are used. It is excesdingly unwise (o write
programs that depend on any of these properties.

The order of evaluation of function arguments is not specified by the language. It is right to left on
the POP-11, and VAX-11, left to right on the others. The order in which side effects take place is also
unspecified.

Since character constants are really objects of type int. muiti-character character conastants mayv be
permitted. The specific implementation is very machine dependent. however, because the ordar in which
characters are assigned to a word varies from one machine to another.

Fields are assigned to words and characters (o integars right-to-left on the PDP-11 and vAX-1l and
left-1o-right on other machines. These differences are invisible to isolated programs which do not indulge
in type punning (for example. by converting an int pointer o a char pointer and inspecting the
pointed-to storage). but must be accounted for when conforming (o externally-imposed storage layouls.

The language accepted by the various compilers differs in minor details. Most notabiy, the current
POP-11 compiler will not initialize structures containing bit-fields. and does not accept a few assignment
Operators in certain contexts where the value of the assignment is used.
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17. Anachronisms

Since C is an evolving language, certain obsolete constructions may be found in older programs.
Although most versions of the compiler support such anachronisms. ultimately they will disappear. leav-
ing only a portability problem behind.

Earlier versions of C used the form =op instead of op= for assignment operators. This leads (o

ambiguities, typified by
x=—1

which actually decrements x since the = and the - are adjacent, but which might easily be intended to

assign -1 to x.
The syntax of initializers has changed: previously, the equals sign that introduces an initializer was

not present, so instead of
int x = 1;

one used
int x 1;

The change was made because the initialization
int £ (1+2)

resembles a function declaration closely enough to confuse the compilers.



2-30 The C Programming Language

18. Syntax Summary
This summary of C syntax is intended more for aiding comprehension than as an exact statement of
the language.

18.1 Expressions
The basic expressions are:

expression:
primary
* expression
& expression
- expression
! expression
= expression
++ [value
- (value
Ivalue ++
halue —
sizeof expression
( type-name ) expression
expression binop expression
expression ? expression : expression
halue asgnop expression
expression , expression

primary:
identifier
constant
string
( expression )
primary ( ctpresxron-list,, )
primary .( expression |
Ivalue . identifier
primary -> identifier

Ivalue:
identifier
primary [ expression )
Ivalue . identifier
primary => identifier
* expression
( Ivalue )

The primary-expression operators
0O o . ->
have highest priority and group left-to-right. The unary operators
* & = ! T 4+ - gizeof ( rype-name)

have priority below the primary operators but higher than any binary operator, and group right-to-left.
Binary operators group left-to-right: they have priority decreasing as indicated below. The conditional
operator groups right to lef1.



binop:
- / %
+ -
>> <<
< > <= >=
1 ] l k]
|
&&

R
?:

Assignment operators all have the same priority, and

asgnop:

= b= - tm /= %=

The C Programming Language

all group right-to-left.

>>m <<= L= "=

The comma operator has the lowest priority, and groups left-to-right.

18.2 Declarations

declaration:

decl-specifiers init-declarator-list,, ;

decl-specifiers:
type-specifier decl-specifiers,,
sc-specifier decl-specifiers -

sc-specifier:
auto
static
extern
register
typedef

type-specifier:
char
short
int
long
unsigned
float
double
seruct-or-union-specifier
typedef-name

init-declarator-list:
init-declarator

init-declarator , init-declarator-list

init-declarator:
declararor initializer, o

declarator:
identifier
( declarator )
« declarator
declarator ()

declarator ( constant-expression,

o)

2-31
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strucr-or-union-specifier:
struct | swrucr-decl-list )
struct dentifier | soruct-decl-list )
struct identifier
union { soucr-decl-list )
union identifier | soruct-decl-list )
union identifier

struct-decl-list:
struct-declaration
sruct-declaration struct-deci-list

struct-declaration:
ype-specifier saruct-deciarator-list ;

sruct-declarator-list:
saruct-declarator
struct-declarator , soruct-declarator-list

siruct-declarator:
declarator
declararor : constant-expression
: constant-expression

initializer:
= expression
= { initializer-list )
= ( initializer-list , )

initializer-list:
expression
initializer-list , initializer-list
( initiglizer-list )

ype-name:
ype-specifier absiract-declarator

abstract-declarator:
emply
( abstracr-declarator )
® abstract-declarator
abstract-declarator ()
abstract-declararor ( constant-expression_, ]

typedef-name:
identifier

18.3 Siatements

compound-statement:
{ declaranon-hslo - statemem-/is:w )

declaration-list:
declaration
declaration declaration-list
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statement-list:
statement
statement statement-list

statement:
compound-siatement
expression ;
if ( expression ) siatement
if ( expression ) sitatement else statement
while ( expression ) statement
do statement while ( expression) ;
for ( expression-1  ; expression-2, o i expression-3_ ) statement
swicch ( expression ) statement
case conslant-expression :  statement
default : swarement
break ;
continue ;
return ;
return expression ;
goto identifier ;
identifier : statement

¢

18.4 External definitions

program:
external-definition
external-definition program

external-definition:
function-definition
data-definition

Sfunction-definition:
type-specifier, Jfunction-declarator function-body

Sunction-declarator:
declarator ( paramelenlisrw )

parameter-list:
identifier
identifier , parameter-list

Sfunction-body:
type-decl-list function-statement

function-statement.
{ declaration-listw statement-1ist }

data-definition:
extern,, type-specifier oot ini(-declaralonlistm H
static,, tvpe-specifier, imit-declarator-list,, ;

18.5 Preprocessor
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sdefine idenufier token-string
sdefine idenufier( identifier , ... , identifier ) loken-string
gsundef idenufier

#include "filename"
#include <filename>

#1 € constant-expression
#ifdef identifier

#isndef identifier

#else

$endif

#1line constant identifier
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Recent Changes to C
November 15, 1978

A few extensions have been made to the C language beyond what is described in the reference docu-
ment (““The C Programming Language,” Kernighan and Ritchie, Prentice-Hall, 1978).

1. Structure assignment

Structures may be assigned, passed as arguments to functions, and returned by functions. The types
of operands taking part must be the same. Other plausible operators, such as equality comparison. have
not been implemented.

There is a subtle defect in the PDP-11 implementation of functions that return structures: if an inter-
rupt occurs during the return sequence, and the same function is called reentrantly during the interrupt.
the value returned from the first call may be corrupted. The problem can occur only in the presence of
true interrupts, as in an operating system or a user program that makes significant use of signals: ordinary
recursive calls are quite safe.

2. Enumeration type

There is a new data type analogous to the scalar types of Pascal. To the type-specifiers in the syntax
on p. 193 of the C book add

enum-specifier
with syntax
enum-specifier:

enum | enum-list )
enum identifier { enum-list }
enum identifier

enum-list
enumerator
enum-list , enumerator

enumerator:
identifier
identifier = constant-expression

The role of the identifier in the enum-specifier is entirely analogous to that of the structure tag in a
struct-specifier; it names a particular enumeration. For example,

enum color { chartreuse, burgundy, claret, winedark };

enum color =cp, col;

makes color the enumeration-tag of a type describing various colors, and then deciares cp as a pointer
to an object of that type, and col as an object of that type.

The identifiers in the enum-list are declared as constants. and may appear wherever constants are
required. If no enumerators with = appear, then the values of the constants begin at 0 and increase by 1
as the declaration is read from left to right. An enumerator with = gives the associated identifier the
value indicated: subsequent identifiers continue the progression from the assigned vaiue.

Enumeration tags and constants must all be distinct, and. unlike structure tags and members, are
drawn from the same set as ordinary identifiers.

Objects of a given enumeration type are regarded as having a type distinct from objects of all other
types. and linr flags type mismatches. [n the PDP-11 implementation all enumeration variables are treated
as if they were int.






A Tour Through the Portable C Compiler 2-37

A Tour Through the Portable C Compiler
S. C. Johnson

Bell Laboratories
Murray Hill, New Jersey 07974

Introduction

A C compiler has been implemented that has proved to be quite portable, serving as the
basis for C compilers on roughly a dozen machines, including the Honeywell 6000, IBM 370,
and Interdata 8/32. The compiler is highly compatible with the C language standard.!

Among the goals of this compiler are portability, high reliability, and the use of state-of-
the-art techniques and tools wherever practical. Although the efficiency of the compiling pro-
cess is not a primary goal, the compiler is efficient enough, and produces good enough code, to
serve as a production compiler.

The language implemented is highly compatible with the current PDP-11 version of C.
Moreover, roughly 75% of the compiler, including nearly all the syntactic and semantic rou-
tines, is machine independent. The compiler also serves as the major portion of the program
lint, described elsewhere.2

A number of earlier attempts to make portable compilers are worth noting. While on
CO-OP assignment to Bell Labs in 1973, Alan Snyder wrote a portable C compiler which was
the basis of his Master’s Thesis at M.I.T.3 This compiler was very slow and complicated, and
contained a number of rather serious implementation difficulties; nevertheless, a number of
Snyder’s ideas appear in this work.

Most earlier portable compilers, including Snyder’s, have proceeded by defining an inter-
mediate language, perhaps based on three-address code or code for a stack machine, and writ-
ing a machine independent program to translate from the source . ode to this intermediate
code. The intermediate code is then read by a second pass, and interpreted or compiled. This
approach is elegant, and has a number of advantages, especially if the target machine is far
removed from the host. It suffers from some disadvantages as well. Some constructions, like
initialization and subroutine prologs, are difficult or expensive to express in a machine
independent way that still allows them to be easily adapted to the target assemblers. Most of
these approaches require a symbol table to be constructed in the second (machine dependent)
pass, and/or require powerful target assemblers. Also, many conversion operators may be gen-
erated that have no effect on a given machine, but may be needed on others (for example,
pointer to pointer conversions usually do nothing in C, but must be generated because there
are some machines where they are significant).

For these reasons, the first pass of the portable compiler is not entirely machine
independent. It contains some machine dependent features, such as initialization, subroutine
prolog and epilog, certain storage allocation functions, code for the switch statement, and code
to throw out unneeded conversion operators.

As a crude measure of the degree of portability actually achieved, the Interdata 8/32 C
compiler has roughly 600 machine dependent lines of source out of 4600 in Pass 1, and 1000
out of 3400 in Pass 2. In total, 1600 out of 8000, or 20%, of the total source is machine
dependent (12% in Pass 1, 30% in Pass 2). These percentages can be expected to rise slightly
as the compiler is tuned. The percentage of machine-dependent code for the IBM is 22%, for
the Honeywell 25%. If the assembler format and structure were the same for all these



2-38 A Tour Through the Portable C Compiler

machines, perhaps another 5-10% of the code would become machine independent.

These figures are sufficiently misleading as to be almost meaningless. A large fraction of
the machine dependent code can be converted in a straightforward, almost mechanical way.
On the other hand, a certain amount of the code requres hard intellectual effort to convert,
since the algorithms embodied in this part of the code are typically complicated and machine
dependent.

To summarize, however, if you need a C compiler written for a machine with a reason-
able architecture, the compiler is already three quarters finished!

Overview

This paper discusses the structure and organization of the portable compiler. The intent
is to give the big picture, rather than discussing the details of a particular machine implemen-
tation. After a brief overview and a discussion of the source file structure, the paper describes
the major data structures, and then delves more closely into the two passes. Some of the
theoretical work on which the compiler is based, and its application to the compiler, is dis-
cussed elsewhere.? One of the major design issues in any C compiler, the design of the calling
sequence and stack frame, is the subject of a separate memorandum.®

The compiler consists of two passes, pass] and pass2, that together turn C source code
into assembler code for the target machine. The two passes are preceded by a preprocessor,
that handles the #define and #include statements, and related features (e.g., #ifdef, etc.).
It is a nearly machine independent program, and will not be further discussed here.

The output of the preprocessor is a text file that is read as the standard input of the first
pass. This produces as standard output another text file that becomes the standard input of
the second pass. The second pass produces, as standard output, the desired assembler
language source code. The preprocessor and the two passes all write error messages on the
standard error file. Thus the compiler itself makes few demands on the I/O library support,
aiding in the bootstrapping process.

Although the compiler is divided into two passes, this represents historical accident more
than deep necessity. In fact, the compiler can optionally be loaded so that both passes
operate in the same program. This “one pass” operation eliminates the overhead of reading
and writing the intermediate file, so the compiler operates about 30% faster in this mode. It
also occupies about 30% more space than the larger of the two component passes.

Because the compiler is fundamentally structured as two passes, even when loaded as
one, this document primarily describes the two pass version.

The first pass does the lexical analysis, parsing, and symbol table maintenance. It also
constructs parse trees for expressions, and keeps track of the types of the nodes in these trees.
Additional code is devoted to initialization. Machine dependent portions of the first pass
serve to generate subroutine prologs and epilogs, code for switches, and code for branches,
label definitions, alignment operations, changes of location counter, etc.

The intermediate file is a text file organized into lines. Lines beginning with a right
parenthesis are copied by the second pass directly to its output file, with the parenthesis
stripped off. Thus, when the first pass produces assembly code, such as subroutine prologs,
etc., each line is prefaced with a right parenthesis; the second pass passes these lines to
through to the assembler.

The major job done by the second pass is generation of code for expressions. The
expression parse trees produced in the first pass are written onto the intermediate file in Pol-
ish Prefix form: first, there is a line beginning with a period, followed by the source file line
number and name on which the expression appeared (for debugging purposes). The successive
lines represent the nodes of the parse tree, one node per line. Each line contains the node
number, type, and any values (e.g., values of constants) that may appear in the node. Lines
representing nodes with descendants are immediately followed by the left subtree of descen-
dants, then the right. Since the number of descendants of any node is completely determined
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by the node number, there is no need to mark the end of the tree.

There are only two other line types in the intermediate file. Lines beginning with a left
square bracket (‘[’) represent the beginning of blocks (delimited by { ... } in the C source);
lines beginning with right square brackets (‘]’) represent the end of blocks. The remainder of
these lines tell how much stack space, and how many register variables, are currently in use.

Thus, the second pass reads the intermediate files, copies the ‘)’ lines, makes note of the
information in the ‘[’ and ‘]’ lines, and devotes most of its effort to the ‘.’ lines and their asso-
ciated expression trees, turning them turns into assembly code to evaluate the expressions.

In the one pass version of the compiler, the expression trees that are built by the first
pass have been declared to have room for the second pass information as well. Instead of
writing the trees onto an intermediate file, each tree is transformed in place into an acceptable
form for the code generator. The code generator then writes the result of compiling this tree
onto the standard output. Instead of ‘[’ and ‘]’ lines in the intermediate file, the information
is passed directly to the second pass routines. Assembly code produced by the first pass is
simply written out, without the need for ’)’ at the head of each line.

The Source Files

The compiler source consists of 22 source files. Two files, manifest and macdefs, are
header files included with all other files. Manifest has declarations for the node numbers,
types, storage classes, and other global data definitions. Macdefs has machine-dependent
definitions, such as the size and alignment of the various data representations. Two machine
independent header files, mfilel and mfile2, contain the data structure and manifest
definitions for the first and second passes, respectively. In the second pass, a machine depen-
dent header file, mac2defs, contains declarations of register names, etc.

There is a file, common, containing (machine independent) routines used in both passes.
These include routines for allocating and freeing trees, walking over trees, printing debugging
information, and printing error messages. There are two dummy files, commI.c and comm2.c,
that simply include common within the scope of the appropriate passl or pass2 header files.
When the compiler is loaded as a single pass, common only needs to be included once:
commZ.c is not needed.

Entire sections of this document are devoted to the detailed structure of the passes. For
the moment, we just give a brief description of the files. The first pass is obtained by compil-
ing and loading scan.c, cgram.c, xdefs.c, pftn.c, trees.c, optim.c, local.c, code.c, and
comml.c. Scan.c is the lexical analyzer, which is used by cgram.c, the result of applying
Yacc® to the input grammar cgram.y. Xdefs.c is a short file of external definitions. Pftn.c
maintains the symbol table, and does initialization. Trees.c builds the expression trees, and
computes the node types. Optim.c does some machine independent optimizations on the
expression trees. Comml.c includes common, that contains service routines common to the
two passes of the compiler. All the above files are machine independent. The files local.c and
code.c contain machine dependent code for generating subroutine prologs, switch code, and
the like.

The second pass is produced by compiling and loading reader.c, allo.c, match.c,
comml.c, order.c, local.c, and table.c. Reader.c reads the intermediate file, and controls the
major logic of the code generation. Allo.c keeps track of busy and free registers. Match.c
controls the matching of code templates to subtrees of the expression tree to be compiled.
CommZ2.c includes the file common, as in the first pass. The above files are machine indepen-
dent. Order.c controls the machine dependent details of the code generation strategy.
Local2.c has many small machine dependent routines, and tables of opcodes, register types,
etc. Table.c has the code template tables, which are also clearly machine dependent.
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Data Structure Considerations.

This section discusses the node numbers, type words, and expression trees, used
throughout both passes of the compiler.

The file manifest defines those symbols used throughout both passes. The intent is to
use the same symbol name (e.g., MINUS) for the given operator throughout the lexical
analysis, parsing, tree building, and code generation phases; this requires some synchroniza-
tion with the Yacc input file, cgram.y, as well.

A token like MINUS may be seen in the lexical analyzer before it is known whether it is
a unary or binary operator; clearly, it is necessary to know this by the time the parse tree is
constructed. Thus, an operator (really a macro) called UNARY is provided, so that MINUS
and UNARY MINUS are both distinct node numbers. Similarly, many binary operators exist
in an assignment form (for example, —=), and the operator ASG may be applied to such node
names to generate new ones, e.g. ASG MINUS.

It is frequently desirable to know if a node represents a leaf (no descendants), a unary
operator (one descendant) or a binary operator (two descendants). The macro optype(o)
returns one of the manifest constants LTYPE, UTYPE, or BITYPE, respectively, depending
on the node number o. Similarly, asgop(o) returns true if o is an assignment operator
number (=, +=, etc. ), and logop(o) returns true if o is a relational or logical (&&, ||,or !)
operator.

C has a rich typing structure, with a potentially infinite number of types. To begin with,
there are the basic types: CHAR, SHORT, INT, LONG, the unsigned versions known as
UCHAR, USHORT, UNSIGNED, ULONG, and FLOAT, DOUBLE, and finally STRTY (a
structure), UNIONTY, and ENUMTY. Then, there are three operators that can be applied to
types to make others: if ¢t is a type, we may potentially have types pointer to t, function
returning t, and array of t’s generated from t. Thus, an arbitrary type in C consists of a
basic type, and zero or more of these operators.

In the compiler, a type is represented by an unsigned integer; the rightmost four bits
hold the basic type, and the remaining bits are divided into two-bit fields, containing 0 (no
operator), or one of the three operators described above. The modifiers are read right to left
in the word, starting with the two-bit field adjacent to the basic type, until a field with 0 in it
is reached. The macros PTR, FTN, and ARY represent the pointer to, function returning,
and array of operators. The macro values are shifted so that they align with the first two-bit
field; thus PTR+INT represents the type for an integer pointer, and

ARY + (PTR<<2) + (FTN<<4) + DOUBLE

represents the type of an array of pointers to functions returning doubles.

The type words are ordinarily manipulated by macros. If ¢t is a type word, BTYPE"(t)
gives the basic type. ISPTR(t), ISARY(t), and ISFTN(t) ask if an object of this type is a
pointer, array, or a function, respectively. MODTYPE(t,b) sets the basic type of ¢t to b.
DECREF(t) gives the type resulting from removing the first operator from ¢. Thus, if t is a
pointer to t’, a function returning t’, or an array of t’, then DECREF(t) would equal t’.
INCREF(t) gives the type representing a pointer to ¢. Finally, there are operators for dealing
with the unsigned types. ISUNSIGNED(t) returns true if ¢t is one of the four basic unsigned
types; in this case, DEUNSIGN(t) gives the associated °‘signed’ type. Similarly,
UNSIGNABLE(t) returns true if ¢ is one of the four basic types that could become unsigned,
and ENUNSIGN(t) returns the unsigned analogue of ¢ in this case.

The other important global data structure is that of expression trees. The actual shapes
of the nodes are given in mfilel and mfile2. They are not the same in the two passes; the
first pass nodes contain dimension and size information, while the second pass nodes contain
register allocation information. Nevertheless, all nodes contain fields called op, containing the
node number, and type, containing the type word. A function called talloc() returns a
pointer to a new tree node. To free a node, its op field need merely be set to FREE. The
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other fields in the node will remain intact at least until the next allocation.

Nodes representing binary operators contain fields, left and right, that contain pointers
to the left and right descendants. Unary operator nodes have thq left field, and a value field
called rval. Leaf nodes, with no descendants, have two value fields: lval and rval.

At appropriate times, the function tcheck() can be called, to check that there are no
busy nodes remaining. This is used as a compiler consistency check. The function tcopy(p)
takes a pointer p that points to an expression tree, and returns a pointer to a disjoint copy of
the tree. The function walkf(p,f) performs a postorder walk of the tree pointed to by p, and
applies the function f to each node. The function fwalk(p,f,d) does a preorder walk of the
tree pointed to by p. At each node, it calls a function f, passing to it the node pointer, a
value passed down from its ancestor, and two pointers to values to be passed down to the left
and right descendants (if any). The value d is the value passed down to the root. Fwalk is
used for a number of tree labeling and debugging activities.

The other major data structure, the symbol table, exists only in pass one, and will be
discussed later.

Pass One

The first pass does lexical analysis, parsing, symbol table maintenance, tree building,
optimization, and a number of machine dependent things. This pass is largely machine
independent, and the machine independent sections can be pretty successfully ignored. Thus,
they will be only sketched here.

Lexical Analysis

The lexical analyzer is a conceptually simple routine that reads the input and returns
the tokens of the C language as it encounters them: names, constants, operators, and key-
words. The conceptual simplicity of this job is confounded a bit by several other simple jobs
that unfortunately must go on simultaneously. These include

° Keeping track of the current filename and line number, and occasionally setting this
information as the result of preprocessor control lines.

. Skipping comments.

. Properly dealing with octal, decimal, hex, floating point, and character constants, as well

as character strings.

To achieve speed, the program maintains several tables that are indexed into by charac-
ter value, to tell the lexical analyzer what to do next. To achieve portability, these tables
must be initialized each time the compiler is run, in order that the table entries reflect the
local character set values.

Parsing

As mentioned above, the parser is generated by Yacc from the grammar on file cgram.y.
The grammar is relatively readable, but contains some unusual features that are worth com-
ment.

Perhaps the strangest feature of the grammar is the treatment of declarations. The
problem is to keep track of the basic type and the storage class while interpreting the various
stars, brackets, and parentheses that may surround a given name. The entire declaration
mechanism must be recursive, since declarations may appear within declarations of structures
and unions, or even within a sizeof construction inside a dimension in another declaration!

There are some difficulties in using a bottom-up parser, such as produced by Yacc, to
handle constructions where a lot of left context information must be kept around. The prob-
lem is that the original PDP-11 compiler is top-down in implementation, and some of the
semantics of C reflect this. In a top-down parser, the input rules are restricted somewhat, but
one can naturally associate temporary storage with a rule at a very early stage in the



2-42 A Tour Through the Portable C Compiler

recognition of that rule. In a bottom-up parser, there is more freedom in the specification of
rules, but it is more difficult to know what rule is being matched until the entire rule is seen.
The parser described by cgram.c makes effective use of the bottom-up parsing mechanism in
some places (notably the treatment of expressions), but struggles against the restrictions in
others. The usual result is that it is necessary to run a stack of values “on the side”, indepen-
dent of the Yacc value stack, in order to be able to store and access information deep within
inner constructions, where the relationship of the rules being recognized to the total picture is
not yet clear.

In the case of declarations, the attribute information (type, etc.) for a declaration is care-
fully kept immediately to the left of the declarator (that part of the declaration involving the
name). In this way, when it is time to declare the name, the name and the type information
can be quickly brought together. The “$0” mechanism of Yacc is used to accomplish this.
The result is not pretty, but it works. The storage class information changes more slowly, so
it is kept in an external variable, and stacked if necessary. Some of the grammar could be
considerably cleaned up by using some more recent features of Yacc, notably actions within
rules and the ability to return multiple values for actions.

A stack is also used to keep track of the current location to be branched to when a
break or continue statement is processed.

This use of external stacks dates from the time when Yacc did not permit values to be
structures. Some, or most, of this use of external stacks could be eliminated by redoing the
grammar to use the mechanisms now provided. There are some areas, however, particularly
the processing of structure, union, and enum declarations, function prologs, and switch state-
ment processing, when having all the affected data together in an array speeds later process-
ing; in this case, use of external storage seems essential.

The cgram.y file also contains some small functions used as utility functions in the
parser. These include routines for saving case values and labels in processing switches, and
stacking and popping values on the external stack described above.

Storage Classes

C has a finite, but fairly extensive, number of storage classes available. One of the com-
piler design decisions was to process the storage class information totally in the first pass; by
the second pass, this information must have been totally dealt with. This means that all of
the storage allocation must take place in the first pass, so that references to automatics and
parameters can be turned into references to cells lying a certain number of bytes offset from
certain machine registers. Much of this transformation is machine dependent, and strongly
depends on the storage class.

The classes include EXTERN (for externally declared, but not defined variables),
EXTDEF (for external definitions), and similar distinctions for USTATIC and STATIC,
UFORTRAN and FORTRAN (for fortran functions) and ULABEL and LABEL. The storage
classes REGISTER and AUTO are obvious, as are STNAME, UNAME, and ENAME (for
structure, union, and enumeration tags), and the associated MOS, MOU, and MOE (for the
members). TYPEDEF is treated as a storage class as well. There are two special storage
classes: PARAM and SNULL. SNULL is used to distinguish the case where no explicit
storage class has been given; before an entry is made in the symbol table the true storage class
is discovered. Similarly, PARAM is used for the temporary entry in the symbol table made
before the declaration of function parameters is completed.

The most complexity in the storage class process comes from bit fields. A separate
storage class is kept for each width bit field; a k bit bit field has storage class k& plus FIELD.
This enables the size to be quickly recovered from the storage class.
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Symbol Table Maintenance.

The symbol table routines do far more than simply enter names into the symbol table;
considerable semantic processing and checking is done as well. For example, if a new declara-
tion comes in, it must be checked to see if there is a previous declaration of the same symbol.
If there is, there are many cases. The declarations may agree and be compatible (for example,
an extern declaration can appear twice) in which case the new declaration is ignored. The
new declaration may add information (such as an explicit array dimension) to an already
present declaration. The new declaration may be different, but still correct (for example, an
extern declaration of something may be entered, and then later the definition may be seen).
The new declaration may be incompatible, but appear in an inner block; in this case, the old
declaration is carefully hidden away, and the new one comes into force until the block is left.
Finally, the declarations may be incompatible, and an error message must be produced.

A number of other factors make for additional complexity. The type declared by the
user is not always the type entered into the symbol table (for example, if an formal parameter
to a function is declared to be an array, C requires that this be changed into a pointer before
entry in the symbol table). Moreover, there are various kinds of illegal types that may be
declared which are difficult to check for syntactically (for example, a function returning an
array). Finally, there is a strange feature in C that requires structure tag names and member
names for structures and unions to be taken from a different logical symbol table than ordi-
nary identifiers. Keeping track of which kind of name is involved is a bit of struggle (consider
typedef names used within structure declarations, for example).

The symbol table handling routines have been rewritten a number of times to extend
features, improve performance, and fix bugs. They address the above problems with reason-
able effectiveness but a singular lack of grace.

When a name is read in the input, it is hashed, and the routine lookup is called,
together with a flag which tells which symbol table should be searched (actually, both symbol
tables are stored in one, and a flag is used to distinguish individual entries). If the name is
found, lookup returns the index to the entry found; otherwise, it makes a new entry, marks it
UNDEF (undefined), and returns the index of the new entry. This index is stored in the rval
field of a NAME node.

When a declaration is being parsed, this NAME node is made part of a tree with
UNARY MUL nodes for each *, LB nodes for each array descriptor (the right descendant has
the dimension), and UNARY CALL nodes for each function descriptor. This tree is passed to
the routine tymerge, along with the attribute type of the whole declaration; this routine col-
lapses the tree to a single node, by calling tyreduce, and then modifies the type to reflect the
overall type of the declaration.

Dimension and size information is stored in a table called dimtab. To properly describe
a type in C, one needs not just the type information but also size information (for structures
and enums) and dimension information (for arrays). Sizes and offsets are dealt with in the
compiler by giving the associated indices into dimtab. Tymerge and tyreduce call dstash to
put the discovered dimensions away into the dimtab array. Tymerge returns a pointer to a
single node that contains the symbol table index in its rval field, and the size and dimension
indices in fields csiz and cdim, respectively. This information is properly considered part of
the type in the first pass, and is carried around at all times.

To enter an element into the symbol table, the routine defid is called; it is handed a
storage class, and a pointer to the node produced by tymerge. Defid calls fixtype, which
adjusts and checks the given type depending on the storage class, and converts null types
appropriately. It then calls fixclass, which does a similar job for the storage class; it is here,
for example, that register declarations are either allowed or changed to auto.

The new declaration is now compared against an older one, if present, and several pages

of validity checks performed. If the definitions are compatible, with possibly some added
information, the processing is straightforward. If the definitions differ, the block levels of the
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current and the old declaration are compared. The current block level is kept in blevel, an
external variable; the old declaration level is kept in the symbol table. Block level 0 is for
external declarations, 1 is for arguments to functions, and 2 and above are blocks within a
function. If the current block level is the same as the old declaration, an error results. If the
current block level is higher, the new declaration overrides the old. This is done by marking
the old symbol table entry “hidden”, and making a new entry, marked “hiding”. Lookup will
skip over hidden entries. When a block is left, the symbol table is searched, and any entries
defined in that block are destroyed; if they hid other entries, the old entries are “unhidden”.

This nice block structure is warped a bit because labels do not follow the block structure
rules (one can do a goto into a block, for example); default definitions of functions in inner
blocks also persist clear out to the outermost scope. This implies that cleaning up the symbol
table after block exit is more subtle than it might first seem.

For successful new definitions, defid also initializes a “general purpose” field, offset, in
the symbol table. It contains the stack offset for automatics and parameters, the register
number for register variables, the bit offset into the structure for structure members, and the
internal label number for static variables and labels. The offset field is set by falloc for bit
fields, and dclstruct for structures and unions.

The symbol table entry itself thus contains the name, type word, size and dimension
offsets, offset value, and declaration block level. It also has a field of flags, describing what
symbol table the name is in, and whether the entry is hidden, or hides another. Finally, a
field gives the line number of the last use, or of the definition, of the name. This is used
mainly for diagnostics, but is useful to lint as well.

In some special cases, there is more than the above amount of information kept for the
use of the compiler. This is especially true with structures; for use in initialization, structure
declarations must have access to a list of the members of the structure. This list is also kept
in dimtab. Because a structure can be mentioned long before the members are known, it is
necessary to have another level of indirection in the table. The two words following the csiz
entry in dimtab are used to hold the alignment of the structure, and the index in dimtab of
the list of members. This list contains the symbol table indices for the structure members,
terminated by a —1.

Tree Building

The portable compiler transforms expressions into expression trees. As the parser recog-
nizes each rule making up an expression, it calls buildtree which is given an operator number,
and pointers to the left and right descendants. Buildtree first examines the left and right
descendants, and, if they are both constants, and the operator is appropriate, simply does the
constant computation at compile time, and returns the result as a constant. Otherwise, build-
tree allocates a node for the head of the tree, attaches the descendants to it, and ensures that
conversion operators are generated if needed, and that the type of the new node is consistent
with the types of the operands. There is also a considerable amount of semantic complexity
here; many combinations of types are illegal, and the portable compiler makes a strong effort
to check the legality of expression types completely. This is done both for lint purposes, and
to prevent such semantic errors from being passed through to the code generator.

The heart of buildtree is a large table, accessed by the routine opact. This routine
maps the types of the left and right operands into a rather smaller set of descriptors, and then
accesses a table (actually encoded in a switch statement) which for each operator and pair of
types causes an action to be returned. The actions are logical or’s of a number of separate
actions, which may be carried out by buildtree. These component actions may include check-
ing the left side to ensure that it is an lvalue (can be stored into), applying a type conversion
to the left or right operand, setting the type of the new node to the type of the left or right
operand, calling various routines to balance the types of the left and right operands, and
suppressing the ordinary conversion of arrays and function operands to pointers. An impor-
tant operation is OTHER, which causes some special code to be invoked in buildtree, to
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handle issues which are unique to a particular operator. Examples of this are structure and
union reference (actually handled by the routine stref), the building of NAME, ICON,
STRING and FCON (floating point constant) nodes, unary * and &, structure assignment,
and calls. In the case of unary * and &, buildtree will cancel a * applied to a tree, the top
node of which is &, and conversely.

Another special operation is PUN; this causes the compiler to check for type
mismatches, such as intermixing pointers and integers.

The treatment of conversion operators is still a rather strange area of the compiler (and
of C!). The recent introduction of type casts has only confounded this situation. Most of the
conversion operators are generated by calls to tymatch and ptmatch, both of which are given
a tree, and asked to make the operands agree in type. Ptmatch treats the case where one of
the operands is a pointer; tymatch treats all other cases. Where these routines have decided
on the proper type for an operand, they call makety, which is handed a tree, and a type word,
dimension offset, and size offset. If necessary, it inserts a conversion operation to make the
types correct. Conversion operations are never inserted on the left side of assignment opera-
tors, however. There are two conversion operators used; PCONV, if the conversion is to a
non-basic type (usually a pointer), and SCONV, if the conversion is to a basic type (scalar).

To allow for maximum flexibility, every node produced by buildtiree is given to a
machine dependent routine, clocal, immediately after it is produced. This is to allow more or
less immediate rewriting of those nodes which must be adapted for the local machine. The
conversion operations are given to clocal as well; on most machines, many of these conversions
do nothing, and should be thrown away (being careful to retain the type). If this operation is
done too early, however, later calls to buildtree may get confused about correct type of the
subtrees; thus clocal is given the conversion ops only after the entire tree is built. This topic
will be dealt with in more detail later.

Initialization

Initialization is one of the messier areas in the portable compiler. The only consolation
is that most of the mess takes place in the machine independent part, where it is may be
safely ignored by the implementor of the compiler for a particular machine.

The basic problem is that the semantics of initialization really calls for a co-routine
structure; one collection of programs reading constants from the input stream, while another,
independent set of programs places these constants into the appropriate spots in memory.
The dramatic differences in the local assemblers also come to the fore here. The parsing
problems are dealt with by keeping a rather extensive stack containing the current state of the
initialization; the assembler problems are dealt with by having a fair number of machine
dependent routines.

The stack contains the symbol table number, type, dimension index, and size index for
the current identifier being initialized. Another entry has the offset, in bits, of the beginning
of the current identifier. Another entry keeps track of how many elements have been seen, if
the current identifier is an array. Still another entry keeps track of the current member of a
structure being initialized. Finally, there is an entry containing flags which keep track of the
current state of the initialization process (e.g., tell if a } has been seen for the current
identifier.)

When an initialization begins, the routine beginit is called; it handles the alignment res-
trictions, if any, and calls instk to create the stack entry. This is done by first making an
entry on the top of the stack for the item being initialized. If the top entry is an array,
another entry is made on the stack for the first element. If the top entry is a structure,
another entry is made on the stack for the first member of the structure. This continues until
the top element of the stack is a scalar. Instk then returns, and the parser begins collecting
initializers.
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When a constant is obtained, the routine doinit is called; it examines the stack, and does
whatever is necessary to assign the current constant to the scalar on the top of the stack.
gotscal is then called, which rearranges the stack so that the next scalar to be initialized gets
placed on top of the stack. This process continues until the end of the initializers; endinit
cleans up. If a { or } is encountered in the string of initializers, it is handled by calling
ilbrace or irbrace, respectively.

A central issue is the treatment of the “holes” that arise as a result of alignment restric-
tions or explicit requests for holes in bit fields. There is a global variable, inoff, which con-
tains the current offset in the initialization (all offsets in the first pass of the compiler are in
bits). Doinit figures out from the top entry on the stack the expected bit offset of the next
identifier; it calls the machine dependent routine inforce which, in a machine dependent way,
forces the assembler to set aside space if need be so that the next scalar seen will go into the
appropriate bit offset position. The scalar itself is passed to one of the machine dependent
routines fincode (for floating point initialization), incode (for fields, and other initializations
less than an int in size), and cinit (for all other initializations). The size is passed to all these
routines, and it is up to the machine dependent routines to ensure that the initializer occupies
exactly the right size.

Character strings represent a bit of an exception. If a character string is seen as the ini-
tializer for a pointer, the characters making up the string must be put out under a different
location counter. When the lexical analyzer sees the quote at the head of a character string, it
returns the token STRING, but does not do anything with the contents. The parser calls
getstr, which sets up the appropriate location counters and flags, and calls lxstr to read and
process the contents of the string.

If the string is being used to initialize a character array, lxstr calls putbyte, which in
effect simulates doinit for each character read. If the string is used to initialize a character
pointer, lxstr calls a machine dependent routine, bycode, which stashes away each character.
The pointer to this string is then returned, and processed normally by doinit.

The null at the end of the string is treated as if it were read explicitly by lxstr.

Statements

The first pass addresses four main areas; declarations, expressions, initialization, and
statements. The statement processing is relatively simple; most of it is carried out in the
parser directly. Most of the logic is concerned with allocating label numbers, defining the
labels, and branching appropriately. An external symbol, reached, is 1 if a statement can be
reached, 0 otherwise; this is used to do a bit of simple flow analysis as the program is being
parsed, and also to avoid generating the subroutine return sequence if the subroutine cannot
“fall through” the last statement.

Conditional branches are handled by generating an expression node, CBRANCH, whose
left descendant is the conditional expression and the right descendant is an ICON node con-
taining the internal label number to be branched to. For efficiency, the semantics are that the
label is gone to if the condition is false.

The switch statement is compiled by collecting the case entries, and an indication as to
whether there is a default case; an internal label number is generated for each of these, and
remembered in a big array. The expression comprising the value to be switched on is com-
piled when the switch keyword is encountered, but the expression tree is headed by a special
node, FORCE, which tells the code generator to put the expression value into a special dis-
tinguished register (this same mechanism is used for processing the return statement). When
the end of the switch block is reached, the array containing the case values is sorted, and
checked for duplicate entries (an error); if all is correct, the machine dependent routine
genswitch is called, with this array of labels and values in increasing order. Genswitch can
assume that the value to be tested is already in the register which is the usual integer return
value register.
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Optimization

There is a machine independent file, optim.c, which contains a relatively short optimiza-
tion routine, optim. Actually the word optimization is something of a misnomer; the results
are not optimum, only improved, and the routine is in fact not optional; it must be called for
proper operation of the compiler.

Optim is called after an expression tree is built, but before the code generator is called.
The essential part of its job is to call clocal on the conversion operators. On most machines,
the treatment of & is also essential: by this time in the processing, the only node which is a
legal descendant of & is NAME. (Possible descendants of * have been eliminated by build-
tree.) The address of a static name is, almost by definition, a constant, and can be
represented by an ICON node on most machines (provided that the loader has enough power).
Unfortunately, this is not universally true; on some machine, such as the IBM 370, the issue of
addressability rears its ugly head; thus, before turning a NAME node into an ICON node, the
machine dependent function andable is called.

The optimization attempts of optim are currently quite limited. It is primarily con-
cerned with improving the behavior of the compiler with operations one of whose arguments is
a constant. In the simplest case, the constant is placed on the right if the operation is com-
mutative. The compiler also makes a limited search for expressions such as

(x+a)+b

where a and b are constants, and attempts to combine @ and b at compile time. A number of
special cases are also examined; additions of 0 and multiplications by 1 are removed, although
the correct processing of these cases to get the type of the resulting tree correct is decidedly
nontrivial. In some cases, the addition or multiplication must be replaced by a conversion op
to keep the types from becoming fouled up. Finally, in cases where a relational operation is
being done, and one operand is a constant, the operands are permuted, and the operator
altered, if necessary, to put the constant on the right. Finally, multiplications by a power of 2
are changed to shifts.

There are dozens of similar optimizations that can be, and should be, done. It seems
likely that this routine will be expanded in the relatively near future.

Machine Dependent Stuff

A number of the first pass machine dependent routines have been discussed above. In
general, the routines are short, and easy to adapt from machine to machine. The two excep-
tions to this general rule are clocal and the function prolog and epilog generation routines,
bfcode and efcode.

Clocal has the job of rewriting, if appropriate and desirable, the nodes constructed by
buildtree. There are two major areas where this is important; NAME nodes and conversion
operations. In the case of NAME nodes, clocal must rewrite the NAME node to reflect the
actual physical location of the name in the machine. In effect, the NAME node must be
examined, the symbol table entry found (through the rval field of the node), and, based on
the storage class of the node, the tree must be rewritten. Automatic variables and parameters
are typically rewritten by treating the reference to the variable as a structure reference, off the
register which holds the stack or argument pointer; the stref routine is set up to be called in
this way, and to build the appropriate tree. In the most general case, the tree consists of a
unary * node, whose descendant is a + node, with the stack or argument register as left
operand, and a constant offset as right operand. In the case of LABEL and internal static
nodes, the rval field is rewritten to be the negative of the internal label number; a negative
rval field is taken to be an internal label number. Finally, a name of class REGISTER must
be converted into a REG node, and the rval field replaced by the register number. In fact,
this part of the clocal routine is nearly machine independent; only for machines with addres-
sability problems (IBM 370 again!) does it have to be noticeably different,
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The conversion operator treatment is rather tricky. It is necessary to handle the appli-
cation of conversion operators to constants in clocal, in order that all constant expressions can
have their values known at compile time. In extreme cases, this may mean that some simula-
tion of the arithmetic of the target machine might have to be done in a cross-compiler. In the
most common case, conversions from pointer to pointer do nothing. For some machines, how-
ever, conversion from byte pointer to short or long pointer might require a shift or rotate
operation, which would have to be generated here.

The extension of the portable compiler to machines where the size of a pointer depends
on its type would be straightforward, but has not yet been done.

The other major machine dependent issue involves the subroutine prolog and epilog gen-
eration. The hard part here is the design of the stack frame and calling sequence; this design
issue is discussed elsewhere.® The routine bfcode is called with the number of arguments the
function is defined with, and an array containing the symbol table indices of the declared
parameters. Bfcode must generate the code to establish the new stack frame, save the return
address and previous stack pointer value on the stack, and save whatever registers are to be
used for register variables. The stack size and the number of register variables is not known
when bfcode is called, so these numbers must be referred to by assembler constants, which are
defined when they are known (usually in the second pass, after all register variables, automat-
ics, and temporaries have been seen). The final job is to find those parameters which may
have been declared register, and generate the code to initialize the register with the value
passed on the stack. Once again, for most machines, the general logic of bfcode remains the
same, but the contents of the printf calls in it will change from machine to machine. efcode
is rather simpler, having just to generate the default return at the end of a function. This
may be nontrivial in the case of a function returning a structure or union, however.

There seems to be no really good place to discuss structures and unions, but this is as
good a place as any. The C language now supports structure assignment, and the passing of
structures as arguments to functions, and the receiving of structures back from functions.
This was added rather late to C, and thus to the portable compiler. Consequently, it fits in
less well than the older features. Moreover, most of the burden of making these features work
is placed on the machine dependent code.

There are both conceptual and practical problems. Conceptually, the compiler is struc-
tured around the idea that to compute something, you put it into a register and work on it.
This notion causes a bit of trouble on some machines (e.g., machines with 3-address opcodes),
but matches many machines quite well. Unfortunately, this notion breaks down with struc-
tures. The closest that one can come is to keep the addresses of the structures in registers.
The actual code sequences used to move structures vary from the trivial (a multiple byte
move) to the horrible (a function call), and are very machine dependent.

The practical problem is more painful. When a function returning a structure is called,
this function has to have some place to put the structure value. If it places it on the stack, it
has difficulty popping its stack frame. If it places the value in a static temporary, the routine
fails to be reentrant. The most logically consistent way of implementing this is for the caller
to pass in a pointer to a spot where the called function should put the value before returning.
This is relatively straightforward, although a bit tedious, to implement, but means that the
caller must have properly declared the function type, even if the value is never used. On some
machines, such as the Interdata 8/32, the return value simply overlays the argument region
(which on the 8/32 is part of the caller’s stack frame). The caller takes care of leaving enough
room if the returned value is larger than the arguments. This also assumes that the caller
know and declares the function properly.

The PDP-11 and the VAX have stack hardware which is used in function calls and
returns; this makes it very inconvenient to use either of the above mechanisms. In these
machines, a static area within the called functionis allocated, and the function return value is
copied into it on return; the function returns the address of that region. This is simple to
implement, but is non-reentrant. However, the function can now be called as a subroutine
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without being properly declared, without the disaster which would otherwise ensue. No
matter what choice is taken, the convention is that the function actually returns the address
of the return structure value.

In building expression trees, the portable compiler takes a bit for granted about struc-
tures. It assumes that functions returning structures actually return a pointer to the struc-
ture, and it assumes that a reference to a structure is actually a reference to its address. The
structure assignment operator is rebuilt so that the left operand is the structure being
assigned to, but the right operand is the address of the structure being assigned; this makes it
easier to deal with

a=b=c
and similar constructions.

There are four special tree nodes associated with these operations: STASG (structure
assignment), STARG (structure argument to a function call), and STCALL and UNARY
STCALL (calls of a function with nonzero and zero arguments, respectively). These four
nodes are unique in that the size and alignment information, which can be determined by the
type for all other objects in C, must be known to carry out these operations; special fields are
set aside in these nodes to contain this information, and special intermediate code is used to
transmit this information.

First Pass Summary

There are may other issues which have been ignored here, partly to justify the title
“tour”, and partially because they have seemed to cause little trouble. There are some debug-
ging flags which may be turned on, by giving the compiler’s first pass the argument

—X[flags]

Some of the more interesting flags are —Xd for the defining and freeing of symbols, —Xi for
initialization comments, and —Xb for various comments about the building of trees. In many
cases, repeating the flag more than once gives more information; thus, —Xddd gives more
information than —Xd. In the two pass version of the compiler, the flags should not be set
when the output is sent to the second pass, since the debugging output and the intermediate
code both go onto the standard output.

We turn now to consideration of the second pass.

Pass Two

Code generation is far less well understood than parsing or lexical analysis, and for this
reason the second pass is far harder to discuss in a file by file manner. A great deal of the
difficulty is in understanding the issues and the strategies employed to meet them. Any par-
ticular function is likely to be reasonably straightforward.

Thus, this part of the paper will concentrate a good deal on the broader aspects of stra-
tegy in the code generator, and will not get too intimate with the details.

Overview.

It is difficult to organize a code generator to be flexible enough to generate code for a
large number of machines, and still be efficient for any one of them. Flexibility is also impor-
tant when it comes time to tune the code generator to improve the output code quality. On
the other hand, too much flexibility can lead to semantically incorrect code, and potentially a
combinatorial explosion in the number of cases to be considered in the compiler.

One goal of the code generator is to have a high degree of correctness. It is very desir-
able to have the compiler detect its own inability to generate correct code, rather than to pro-
duce incorrect code. This goal is achieved by having a simple model of the job to be done
(e.g., an expression tree) and a simple model of the machine state (e.g., which registers are
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free). The act of generating an instruction performs a transformation on the tree and the
machine state; hopefully, the tree eventually gets reduced to a single node. If each of these
instruction/transformation pairs is correct, and if the machine state model really represents
the actual machine, and if the transformations reduce the input tree to the desired single
node, then the output code will be correct.

For most real machines, there is no definitive theory of code generation that encom-
passes all the C operators. Thus the selection of which instruction/transformations to gen-
erate, and in what order, will have a heuristic flavor. If, for some expression tree, no transfor-
mation applies, or, more seriously, if the heuristics select a sequence of
instruction/transformations that do not in fact reduce the tree, the compiler will report its
inability to generate code, and abort.

A major part of the code generator is concerned with the model and the transformations,
— most of this is machine independent, or depends only on simple tables. The flexibility
comes from the heuristics that guide the transformations of the trees, the selection of
subgoals, and the ordering of the computation.

The Machine Model

The machine is assumed to have a number of registers, of at most two different types: A
and B. Within each register class, there may be scratch (temporary) registers and dedicated
registers (e.g., register variables, the stack pointer, etc.). Requests to allocate and free regis-
ters involve only the temporary registers.

Each of the registers in the machine is given a name and a number in the mac2defs file;
the numbers are used as indices into various tables that describe the registers, so they should
be kept small. One such table is the rstatus table on file local2.c. This table is indexed by
register number, and contains expressions made up from manifest constants describing the
register types: SAREG for dedicated AREG’s, SAREGISTAREG for scratch AREGS’s, and
SBREG and SBREG|STBREG similarly for BREG’s. There are macros that access this infor-
mation: isbreg(r) returns true if register number r is a BREG, and istreg(r) returns true if
register number r is a temporary AREG or BREG. Another table, rnames, contains the regis-
ter names; this is used when putting out assembler code and diagnostics.

The usage of registers is kept track of by an array called busy. Busy/[r] is the number
of uses of register r in the current tree being processed. The allocation and freeing of regis-
ters will be discussed later as part of the code generation algorithm.

General Organization

As mentioned above, the second pass reads lines from the intermediate file, copying
through to the output unchanged any lines that begin with a ‘)’, and making note of the infor-
mation about stack usage and register allocation contained on lines beginning with ‘]’ and ‘[’
The expression trees, whose beginning is indicated by a line beginning with ‘.’, are read and
rebuilt into trees. If the compiler is loaded as one pass, the expression trees are immediately
available to the code generator.

The actual code generation is done by a hierarchy of routines. The routine delay is first
given the tree; it attempts to delay some postfix ++ and —— computations that might reason-
ably be done after the smoke clears. It also attempts to handle comma (,) operators by com-
puting the left side expression first, and then rewriting the tree to eliminate the operator.
Delay calls codgen to control the actual code generation process. Codgen takes as arguments
a pointer to the expression tree, and a second argument that, for socio-historical reasons, is
called a cookie. The cookie describes a set of goals that would be acceptable for the code gen-
eration: these are assigned to individual bits, so they may be logically or’ed together to form a
large number of possible goals. Among the possible goals are FOREFF (compute for side
effects only; don’t worry about the value), INTEMP (compute and store value into a tem-
porary location in memory), INAREG (compute into an A register), INTAREG (compute into
a scratch A register), INBREG and INTBREG similarly, FORCC (compute for condition
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codes), and FORARG (compute it as a function argument; e.g., stack it if appropriate).

Codgen first canonicalizes the tree by calling canon. This routine looks for certain
transformations that might now be applicable to the tree. One, which is very common and
very powerful, is to fold together an indirection operator (UNARY MUL) and a register
(REG); in most machines, this combination is addressable directly, and so is similar to a
NAME in its behavior. The UNARY MUL and REG are folded together to make another
node type called OREG. In fact, in many machines it is possible to directly address not just
the cell pointed to by a register, but also cells differing by a constant offset from the cell
pointed to by the register. Canon also looks for such cases calling the machine dependent
routine notoff to decide if the offset is acceptable (for example, in the IBM 370 the offset
must be between 0 and 4095 bytes). Another optimization is wo replace bit field operations by
shifts and masks if the operation involves extracting the field. Finally, a machine dependent
routine, sucomp, is called that computes the Sethi-Ullman numbers for the tree (see below).

After the tree is canonicalized, codgen calls the routine store whose job is to select a
subtree of the tree to be computed and (usually) stored before beginning the computation of
the full tree. Store must return a tree that can be computed without need for any temporary
storage locations. In effect, the only store operations generated while processing the subtree
must be as a response to explicit assignment operators in the tree. This division of the job
marks one of the more significant, and successful, departures from most other compilers. It
means that the code generator can operate under the assumption that there are enough regis-
ters to do its job, without worrying about temporary storage. If a store into a temporary
appears in the output, it is always as a direct result of logic in the store routine; this makes
debugging easier.

One consequence of this organization is that code is not generated by a treewalk. There
are theoretical results that support this decision.” It may be desirable to compute several sub-
trees and store them before tackling the whole tree; if a subtree is to be stored, this is known
before the code generation for the subtree is begun, and the subtree is computed when all
scratch registers are available.

The store routine decides what subtrees, if any, should be stored by making use of
numbers, called Sethi-Ullman numbers, that give, for each subtree of an expression tree, the
minimum number of scratch registers required to compile the subtree, without any stores into
temporaries.8 These numbers are computed by the machine-dependent routine sucomp, called
by canon. The basic notion is that, knowing the Sethi-Ullman numbers for the descendants
of a node, and knowing the operator of the node and some information about the machine, the
Sethi-Ullman number of the node itself can be computed. If the Sethi-Ullman number for a
tree exceeds the number of scratch registers available, some subtree must be stored. Unfor-
tunately, the theory behind the Sethi-Ullman numbers applies only to uselessly simple
machines and operators. For the rich set of C operators, and for machines with asymmetric
registers, register pairs, different kinds of registers, and exceptional forms of addressing, the
theory cannot be applied directly. The basic idea of estimation is a good one, however, and
well worth applying; the application, especially when the compiler comes to be tuned for high
code quality, goes beyond the park of theory into the swamp of heuristics. This topic will be
taken up again later, when more of the compiler structure has been described.

After examining the Sethi-Ullman numbers, store selects a subtree, if any, to be stored,
and returns the subtree and the associated cookie in the external variables stotree and sto-
cook. If a subtree has been selected, or if the whole tree is ready to be processed, the routine
order is called, with a tree and cookie. Order generates code for trees that do not require
temporary locations. Order may make recursive calls on itself, and, in some cases, on codgen;
for example, when processing the operators &&, ||, and comma ("), that have a left to right
evaluation, it is incorrect for store examine the right operand for subtrees to be stored. In

these cases, order will call codgen recursively when it is permissible to work on the right
operand. A similar issue arises with the ? : operator.



2-52 A Tour Through the Portable C Compiler

The order routine works by matching the current tree with a set of code templates. If a
template is discovered that will match the current tree and cookie, the associated assembly
language statement or statements are generated. The tree is then rewritten, as specified by
the template, to represent the effect of the output instruction(s). If no template match is
found, first an attempt is made to find a match with a different cookie; for example, in order
to compute an expression with cookie INTEMP (store into a temporary storage location), it is
usually necessary to compute the expression into a scratch register first. If all attempts to
match the tree fail, the heuristic part of the algorithm becomes dominant. Control is typically
given to one of a number of machine-dependent routines that may in turn recursively call
order to achieve a subgoal of the computation (for example, one of the arguments may be
computed into a temporary register). After this subgoal has been achieved, the process begins
again with the modified tree. If the machine-dependent heuristics are unable to reduce the
tree further, a number of default rewriting rules may be considered appropriate. For example,
if the left operand of a + is a scratch register, the + can be replaced by a += operator; the
tree may then match a template.

To close this introduction, we will discuss the steps in compiling code for the expression
a+=5b

where a and b are static variables.

To begin with, the whole expression tree is examined with cookie FOREFF, and no
match is found. Search with other cookies is equally fruitless, so an attempt at rewriting is
made. Suppose we are dealing with the Interdata 8/32 for the moment. It is recognized that
the left hand and right hand sides of the += operator are addressable, and in particular the
left hand side has no side effects, so it is permissible to rewrite this as

a=a+b

and this is done. No match is found on this tree either, so a machine dependent rewrite is
done; it is recognized that the left hand side of the assignment is addressable, but the right
hand side is not in a register, so order is called recursively, being asked to put the right hand
side of the assignment into a register. This invocation of order searches the tree for a match,
and fails. The machine dependent rule for + notices that the right hand operand is address-
able; it decides to put the left operand into a scratch register. Another recursive call to order
is made, with the tree consisting solely of the leaf a, and the cookie asking that the value be
placed into a scratch register. This now matches a template, and a load instruction is emitted.
The node consisting of a is rewritten in place to represent the register into which a is loaded,
and this third call to order returns. The second call to order now finds that it has the tree

reg+ b

to consider. Once again, there is no match, but the default rewriting rule rewrites the + as a
+= operator, since the left operand is a scratch register. When this is done, there is a match:
in fact,

reg +=b

simply describes the effect of the add instruction on a typical machine. After the add is emit-
ted, the tree is rewritten to consist merely of the register node, since the result of the add is
now in the register. This agrees with the cookie passed to the second invocation of order, so
this invocation terminates, returning to the first level. The original tree has now become

a = reg

which matches a template for the store instruction. The store is output, and the tree rewrit-
ten to become just a single register node. At this point, since the top level call to order was
interested only in side effects, the call to order returns, and the code generation is completed;
we have generated a load, add, and store, as might have been expected.
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The effect of machine architecture on this is considerable. For example, on the
Honeywell 6000, the machine dependent heuristics recognize that there is an “add to storage”
instruction, so the strategy is quite different; b is loaded in to a register, and then an add to
storage instruction generated to add this register in to a. The transformations, involving as
they do the semantics of C, are largely machine independent. The decisions as to when to use
them, however, are almost totally machine dependent.

Having given a broad outline of the code generation process, we shall next consider the

heart of it: the templates. This leads naturally into discussions of template matching and
register allocation, and finally a discussion of the machine dependent interfaces and strategies.

The Templates
The templates describe the effect of the target machine instructions on the model of
computation around which the compiler is organized. In effect, each template has five logical
sections, and represents an assertion of the form:
If we have a subtree of a given shape (1), and we have a goal (cookie) or goals to achieve
(2), and we have sufficient free resources (3), then we may emit an instruction or
instructions (4), and rewrite the subtree in a particular manner (5), and the rewritten
tree will achieve the desired goals.

These five sections will be discussed in more detail later. First, we give an example of a
template:

ASG PLUS, INAREG,

SAREG, TINT,
SNAME, TINT,
0, RLEFT,
” add AL,AR\n",

The top line specifies the operator (+=) and the cookie (compute the value of the subtree into
an AREG). The second and third lines specify the left and right descendants, respectively, of
the += operator. The left descendant must be a REG node, representing an A register, and
have integer type, while the right side must be a NAME node, and also have integer type.
The fourth line contains the resource requirements (no scratch registers or temporaries
needed), and the rewriting rule (replace the subtree by the left descendant). Finally, the
quoted string on the last line represents the output to the assembler: lower case letters, tabs,
spaces, etc. are copied verbatim. to the output; upper case letters trigger various macro-like
expansions. Thus, AL would expand into the Address form of the Left operand — presum-
ably the register number. Similarly, AR would expand into the name of the right operand.
The add instruction of the last section might well be emitted by this template.

In principle, it would be possible to make separate templates for all legal combinations
of operators, cookies, types, and shapes. In practice, the number of combinations is very large.
Thus, a considerable amount of mechanism is present to permit a large number of subtrees to
be matched by a single template. Most of the shape and type specifiers are individual bits,
and can be logically or'ed together. There are a number of special descriptors for matching
classes of operators. The cookies can also be combined. As an example of the kind of tem-
plate that really arises in practice, the actual template for the Interdata 8/32 that subsumes
the above example is:

ASG OPSIMP, INAREGIFORCC,
SAREG, TINTITUNSIGNEDITPOINT,
SAREGISNAMEISOREGISCON, TINTITUNSIGNEDITPOINT,
0, RLEFTIRESCC,

" ny "
Ul AL,AR\G N

Here, OPSIMP represents the operators +, =, |, &, and ". The OI macro in the output string
expands into the appropriate Integer Opcode for the operator. The left and right sides can be
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integers, unsigned, or pointer types. The right side can be, in addition to a name, a register, a
memory location whose address is given by a register and displacement (OREG), or a con-
stant. Finally, these instructions set the condition codes, and so can be used in condition con-
texts: the cookie and rewriting rules reflect this.

The Template Matching Algorithm.

The heart of the second pass is the template matching algorithm, in the routine match.
Match is called with a tree and a cookie; it attempts to match the given tree against some
template that will transform it according to one of the goals given in the cookie. If a match is
successful, the transformation is applied; expand is called to generate the assembly code, and
then reclaim rewrites the tree, and reclaims the resources, such as registers, that might have
become free as a result of the generated code.

This part of the compiler is among the most time critical. There is a spectrum of imple-
mentation techniques available for doing this matching. The most naive algorithm simply
looks at the templates one by one. This can be considerably improved upon by restricting the
search for an acceptable template. It would be possible to do better than this if the templates
were given to a separate program that ate them and generated a template matching subrou-
tine. This would make maintenance of the compiler much more complicated, however, so this
has not been done.

The matching algorithm is actually carried out by restricting the range in the table that
must be searched for each opcode. This introduces a number of complications, however, and
needs a bit of sympathetic help by the person constructing the compiler in order to obtain
best results. The exact tuning of this algorithm continues; it is best to consult the code and
comments in match for the latest version.

In order to match a template to a tree, it is necessary to match not only the cookie and
the op of the root, but also the types and shapes of the left and right descendants (if any) of
the tree. A convention is established here that is carried out throughout the second pass of
the compiler. If a node represents a unary operator, the single descendant is always the “left”
descendant. If a node represents a unary operator or a leaf node (no descendants) the “right”
descendant is taken by convention to be the node itself. This enables templates to easily
match leaves and conversion operators, for example, without any additional mechanism in the
matching program.

The type matching is straightforward; it is possible to specify any combination of basic
types, general pointers, and pointers to one or more of the basic types. The shape matching is
somewhat more complicated, but still pretty simple. Templates have a collection of possible
operand shapes on which the opcode might match. In the simplest case, an add operation
might be able to add to either a register variable or a scratch register, and might be able (with
appropriate help from the assembler) to add an integer constant (ICON), a static memory cell
(NAME), or a stack location (OREG).

It is usually attractive to specify a number of such shapes, and distinguish between them
when the assembler output is produced. It is possible to describe the union of many elemen-
tary shapes such as ICON, NAME, OREG, AREG or BREG (both scratch and register forms),
etc. To handle at least the simple forms of indirection, one can also match some more compli-
cated forms of trees; STARNM and STARREG can match more complicated trees headed by
an indirection operator, and SFLD can match certain trees headed by a FLD operator: these
patterns call machine dependent routines that match the patterns of interest on a given
machine. The shape SWADD may be used to recognize NAME or OREG nodes that lie on
word boundaries: this may be of some importance on word—addressed machines. Finally,
there are some special shapes: these may not be used in conjunction with the other shapes,
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but may be defined and extended in machine dependent ways. The special shapes SZERO,

SONE, and SMONE are predefined and match constants 0, 1, and —1, respectively; others are
easy to add and match by using the machine dependent routine special.
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When a template has been found that matches the root of the tree, the cookie, and the
shapes and types of the descendants, there is still one bar to a total match: the template may
call for some resources (for example, a scratch register). The routine allo is called, and it
attempts to allocate the resources. If it cannot, the match fails; no resources are allocated. If
successful, the allocated resources are given numbers 1, 2, etc. for later reference when the
assembly code is generated. The routines expand and reclaim are then called. The match
routine then returns a special value, MDONE. If no match was found, the value MNOPE is
returned; this is a signal to the caller to try more cookie values, or attempt a rewriting rule.
Match is also used to select rewriting rules, although the way of doing this is pretty straight-
forward. A special cookie, FORREW, is used to ask match to search for a rewriting rule. The
rewriting rules are keyed to various opcodes; most are carried out in order. Since the question
of when to rewrite is one of the key issues in code generation, it will be taken up again later.

Register Allocation.

The register allocation routines, and the allocation strategy, play a central role in the
correctness of the code generation algorithm. If there are bugs in the Sethi-Ullman computa-
tion that cause the number of needed registers to be underestimated, the compiler may run
out of scratch registers; it is essential that the allocator keep track of those registers that are
free and busy, in order to detect such conditions.

Allocation of registers takes place as the result of a template match; the routine allo is
called with a word describing the number of A registers, B registers, and temporary locations
needed. The allocation of temporary locations on the stack is relatively straightforward, and
will not be further covered; the bookkeeping is a bit tricky, but conceptually trivial, and
requests for temporary space on the stack will never fail.

Register allocation is less straightforward. The two major complications are pairing and
sharing. In many machines, some operations (such as multiplication and division), and/or
some types (such as longs or double precision) require even/odd pairs of registers. Operations
of the first type are exceptionally difficult to deal with in the compiler; in fact, their theoreti-
cal properties are rather bad as well.? The second issue is dealt with rather more successfully;
a machine dependent function called szty(t) is called that returns 1 or 2, depending on the
number of A registers required to hold an object of type ¢. If szty returns 2, an even/odd pair
of A registers is allocated for each request.

The other issue, sharing, is more subtle, but important for good code quality. When
registers are allocated, it is possible to reuse registers that hold address information, and use
them to contain the values computed or accessed. For example, on the IBM 360, if register 2
has a pointer to an integer in it, we may load the integer into register 2 itself by saying:

L 2002

If register 2 had a byte pointer, however, the sequence for loading a character involves clearing
the target register first, and then inserting the desired character:

SR 3,3
IC  3,0(2)

In the first case, if register 3 were used as the target, it would lead to a larger number of regis-
ters used for the expression than were required; the compiler would generate inefficient code.
On the other hand, if register 2 were used as the target in the second case, the code would
simply be wrong. In the first case, register 2 can be shared while in the second, it cannot.

In the specification of the register needs in the templates, it is possible to indicate
whether required scratch registers may be shared with possible registers on the left or the
right of the input tree. In order that a register be shared, it must be scratch, and it must be
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used only once, on the appropriate side of the tree being compiled.

The allo routine thus has a bit more to do than meets the eye; it calls freereg to obtain
a free register for each A and B register request. Freereg makes multiple calls on the routine
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usable to decide if a given register can be used to satisfy a given need. Usable calls shareit if
the register is busy, but might be shared. Finally, shareit calls ushare to decide if the desired
register is actually in the appropriate subtree, and can be shared.

Just to add additional complexity, on some machines (such as the IBM 370) it is possible
to have “double indexing” forms of addressing; these are represented by OREGS’s with the
base and index registers encoded into the register field. While the register allocation and
deallocation per se is not made more difficult by this phenomenon, the code itself is somewhat
more complex.

Having allocated the registers and expanded the assembly language, it is time to reclaim
the resources; the routine reclaim does this. Many operations produce more than one result.
For example, many arithmetic operations may produce a value in a register, and also set the
condition codes. Assignment operations may leave results both in a register and in memory.
Reclaim is passed three parameters; the tree and cookie that were matched, and the rewriting
field of the template. The rewriting field allows the specification of possible results; the tree is
rewritten to reflect the results of the operation. If the tree was computed for side effects only
(FOREFF), the tree is freed, and all resources in it reclaimed. If the tree was computed for
condition codes, the resources are also freed, and the tree replaced by a special node type,
FORCC. Otherwise, the value may be found in the left argument of the root, the right argu-
ment of the root, or one of the temporary resources allocated. In these cases, first the
resources of the tree, and the newly allocated resources, are freed; then the resources needed
by the result are made busy again. The final result must always match the shape of the input
cookie; otherwise, the compiler error “cannot reclaim” is generated. There are some machine
dependent ways of preferring results in registers or memory when there are multiple results
matching multiple goals in the cookie.

The Machine Dependent Interface

The files order.c, local2.c, and table.c, as well as the header file mac2defs, represent the
machine dependent portion of the second pass. The machine dependent portion can be
roughly divided into two: the easy portion and the hard portion. The easy portion tells the
compiler the names of the registers, and arranges that the compiler generate the proper
assembler formats, opcode names, location counters, etc. The hard portion involves the
Sethi—Ullman computation, the rewriting rules, and, to some extent, the templates. It is hard
because there are no real algorithms that apply; most of this portion is based on heuristics.
This section discusses the easy portion; the next several sections will discuss the hard portion.

If the compiler is adapted from a compiler for a machine of similar architecture, the easy
part is indeed easy. In mac2defs, the register numbers are defined, as well as various parame-
ters for the stack frame, and various macros that describe the machine architecture. If double
indexing is to be permitted, for example, the symbol R2REGS is defined. Also, a number of
macros that are involved in function call processing, especially for unusual function call
mechanisms, are defined here.

In local2.c, a large number of simple functions are defined. These do things such as
write out opcodes, register names, and address forms for the assembler. Part of the function
call code is defined here; that is nontrivial to design, but typically rather straightforward to
implement. Among the easy routines in order.c are routines for generating a created label,
defining a label, and generating the arguments of a function call.

These routines tend to have a local effect, and depend on a fairly straightforward way on
the target assembler and the design decisions already made about the compiler. Thus they
will not be further treated here.

When a tree fails to match any template, it becomes a candidate for rewriting. Before
the tree is rewritten, the machine dependent routine nextcook is called with the tree and the
cookie; it suggests another cookie that might be a better candidate for the matching of the
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tree. If all else fails, the templates are searched with the cookie FORREW, to look for a
rewriting rule. The rewriting rules are of two kinds; for most of the common operators, there
are machine dependent rewriting rules that may be applied; these are handled by machine
dependent functions that are called and given the tree to be computed. These routines may
recursively call order or codgen to cause certain subgoals to be achieved; if they actually call
for some alteration of the tree, they return 1, and the code generation algorithm recanonical-
izes and tries again. If these routines choose not to deal with the tree, the default rewriting
rules are applied.

The assignment ops, when rewritten, call the routine setasg. This is assumed to rewrite
the tree at least to the point where there are no side effects in the left hand side. If there is
still no template match, a default rewriting is done that causes an expression such as

a+=0b
to be rewritten as
a=a+bd

This is a useful default for certain mixtures of strange types (for example, when a is a bit field
and b an character) that otherwise might need separate table entries.

Simple assignment, structure assignment, and all forms of calls are handled completely
by the machine dependent routines. For historical reasons, the routines generating the calls
return 1 on failure, O on success, unlike the other routines.

The machine dependent routine setbin handles binary operators; it too must do most of
the job. In particular, when it returns 0, it must do so with the left hand side in a temporary
register. The default rewriting rule in this case is to convert the binary operator into the asso-
ciated assignment operator; since the left hand side is assumed to be a temporary register, this
preserves the semantics and often allows a considerable saving in the template table.

The increment and decrement operators may be dealt with with the machine dependent
routine setincr. If this routine chooses not to deal with the tree, the rewriting rule replaces

x ++
by
((x+=1)—1)

which preserves the semantics. Once again, this is not too attractive for the most common
cases, but can generate close to optimal code when the type of x is unusual.

Finally, the indirection (UNARY MUL) operator is also handled in a special way. The
machine dependent routine offstar is extremely important for the efficient generation of code.
Offstar is called with a tree that is the direct descendant of a UNARY MUL node; its job is to
transform this tree so that the combination of UNARY MUL with the transformed tree
becomes addressable. On most machines, offstar can simply compute the tree into an A or B
register, depending on the architecture, and then canon will make the resulting tree into an
OREG. On many machines, offstar can profitably choose to do less work than computing its
entire argument into a register. For example, if the target machine supports OREGS with a
constant offset from a register, and offstar is called with a tree of the form

expr + const

where const is a constant, then offstar need only compute expr into the appropriate form of
register. On machines that support double indexing, offstar may have even more choice as to
how to proceed. The proper tuning of offstar, which is not typically too difficult, should be

£t ted by the compiler writer.
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The Sethi-Ullman Computation

The heart of the heuristics is the computation of the Sethi-Ullman numbers. This com-
putation is closely linked with the rewriting rules and the templates. As mentioned before,
the Sethi-Ullman numbers are expected to estimate the number of scratch registers needed to
compute the subtrees without using any stores. However, the original theory does not apply
to real machines. For one thing, the theory assumes that all registers are interchangeable.
Real machines have general purpose, floating point, and index registers, register pairs, etc.
The theory also does not account for side effects; this rules out various forms of pathology
that arise from assignment and assignment ops. Condition codes are also undreamed of.
Finally, the influence of types, conversions, and the various addressability restrictions and
extensions of real machines are also ignored.

Nevertheless, for a “useless” theory, the basic insight of Sethi and Ullman is amazingly
useful in a real compiler. The notion that one should attempt to estimate the resource needs
of trees before starting the code generation provides a natural means of splitting the code gen-
eration problem, and provides a bit of redundancy and self checking in the compiler. More-
over, if writing the Sethi-Ullman routines is hard, describing, writing, and debugging the alter-
native (routines that attempt to free up registers by stores into temporaries “on the fly”) is
even worse. Nevertheless, it should be clearly understood that these routines exist in a realm
where there is no “right” way to write them; it is an art, the realm of heuristics, and, conse-
quently, a major source of bugs in the compiler. Often, the early, crude versions of these rou-
tines give little trouble; only after the compiler is actually working and the code quality is
being improved do serious problem have to be faced. Having a simple, regular machine archi-
tecture is worth quite a lot at this time.

The major problems arise from asymmetries in the registers: register pairs, having
different kinds of registers, and the related problem of needing more than one register (fre-
quently a pair) to store certain data types (such as longs or doubles). There appears to be no
general way of treating this problem; solutions have to be fudged for each machine where the
problem arises. On the Honeywell 66, for example, there are only two general purpose regis-
ters, so a need for a pair is the same as the need for two registers. On the IBM 370, the regis-
ter pair (0,1) is used to do multiplications and divisions; registers 0 and 1 are not generally
considered part of the scratch registers, and so do not require allocation explicitly. On the
Interdata 8/32, after much consideration, the decision was made not to try to deal with the
register pair issue; operations such as multiplication and division that required pairs were sim-
ply assumed to take all of the scratch registers. Several weeks of effort had failed to produce
an algorithm that seemed to have much chance of running successfully without inordinate
debugging effort. The difficulty of this issue should not be minimized; it represents one of the
main intellectual efforts in porting the compiler. Nevertheless, this problem has been fudged
with a degree of success on nearly a dozen machines, so the compiler writer should not aban-
don hope.

The Sethi-Ullman computations interact with the rest of the compiler in a number of
rather subtle ways. As already discussed, the store routine uses the Sethi-Ullman numbers to
decide which subtrees are too difficult to compute in registers, and must be stored. There are
also subtle interactions between the rewriting routines and the Sethi-Ullman numbers. Sup-
pose we have a tree such as

A-B

where A and B are expressions; suppose further that B takes two registers, and A one. It is
possible to compute the full expression in two registers by first computing B, and then, using
the scratch register used by B, but not containing the answer, compute A. The subtraction
can then be done, computing the expression. (Note that this assumes a number of things, not
the least of which are register-to-register subtraction operators and symmetric registers.) If the
machine dependent routine setbin, however, is not prepared to recognize this case and com-
pute the more difficult side of the expression first, the Sethi-Ullman number must be set to
three. Thus, the Sethi-Ullman number for a tree should represent the code that the machine
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dependent routines are actually willing to generate.
The interaction can go the other way. If we take an expression such as

*(p+i)

where p is a pointer and i an integer, this can probably be done in one register on most
machines. Thus, its Sethi-Ullman number would probably be set to one. If double indexing is
possible in the machine, a possible way of computing the expression is to load both p and i
into registers, and then use double indexing. This would use two scratch registers; in such a
case, it is possible that the scratch registers might be unobtainable, or might make some other
part of the computation run out of registers. The usual solution is to cause offstar to ignore
opportunities for double indexing that would tie up more scratch registers than the Sethi-
Ullman number had reserved.

In summary, the Sethi-Ullman computation represents much of the craftsmanship and
artistry in any application of the portable compiler. It is also a frequent source of bugs. Algo-
rithms are available that will produce nearly optimal code for specialized machines, but unfor-
tunately most existing machines are far removed from these ideals. The best way of proceed-
ing in practice is to start with a compiler for a similar machine to the target, and proceed very
carefully.

Register Allocation

After the Sethi-Ullman numbers are computed, order calls a routine, rallo, that does
register allocation, if appropriate. This routine does relatively little, in general; this is espe-
cially true if the target machine is fairly regular. There are a few cases where it is assumed
that the result of a computation takes place in a particular register; switch and function
return are the two major places. The expression tree has a field, rall, that may be filled with
a register number; this is taken to be a preferred register, and the first temporary register allo-
cated by a template match will be this preferred one, if it is free. If not, no particular action
is taken; this is just a heuristic. If no register preference is present, the field contains
NOPREF. In some cases, the result must be placed in a given register, no matter what. The
register number is placed in rall, and the mask MUSTDO is logically or’ed in with it. In this
case, if the subtree is requested in a register, and comes back in a register other than the
demanded one, it is moved by calling the routine rmove. If the target register for this move is
busy, it is a compiler error.

Note that this mechanism is the only one that will ever cause a register-to-register move
between scratch registers (unless such a move is buried in the depths of some template). This
simplifies debugging. In some cases, there is a rather strange interaction between the register
allocation and the Sethi-Ullman number; if there is an operator or situation requiring a partic-
ular register, the allocator and the Sethi-Ullman computation must conspire to ensure that the
target register is not being used by some intermediate result of some far-removed computa-
tion. This is most easily done by making the special operation take all of the free registers,
preventing any other partially-computed results from cluttering up the works.

Compiler Bugs

The portable compiler has an excellent record of generating correct code. The require-
ment for reasonable cooperation between the register allocation, Sethi-Ullman computation,
rewriting rules, and templates builds quite a bit of redundancy into the compiling process.
The effect of this is that, in a surprisingly short time, the compiler will start generating
correct code for those programs that it can compile. The hard part of the job then becomes
finding and eliminating those situations where the compiler refuses to compile a program
because it knows it cannot do it right. For example, a template may simply be missing; this
may either give a compiler error of the form “no match for op ...”” , or cause the compiler to go
into an infinite loop applying various rewriting rules. The compiler has a variable, nrecur,
that is set to 0 at the beginning of an expressions, and incremented at key spots in the
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compilation process; if this parameter gets too large, the compiler decides that it is in a loop,
and aborts. Loops are also characteristic of botches in the machine-dependent. rewriting rules.
Bad Sethi-Ullman computations usually cause the scratch registers to run out; this often
means that the Sethi-Ullman number was underestimated, so store did not store something it
should have; alternatively, it can mean that the rewriting rules were not smart enough to find
the sequence that sucomp assumed would be used.

The best approach when a compiler error is detected involves several stages. First, try to
get a small example program that steps on the bug. Second, turn on various debugging flags
in the code generator, and follow the tree through the process of being matched and rewritten.
Some flags of interest are —e, which prints the expression tree, —r, which gives information
about the allocation of registers, —a, which gives information about the performance of rallo,
and —o, which gives information about the behavior of order. This technique should allow
most bugs to be found relatively quickly.

Unfortunately, finding the bug is usually not enough; it must also be fixed! The
difficulty arises because a fix to the particular bug of interest tends to break other code that
already works. Regression tests, tests that compare the performance of a new compiler against
the performance of an older one, are very valuable in preventing major catastrophes.

Summary and Conclusion

The portable compiler has been a useful tool for providing C capability on a large
number of diverse machines, and for testing a number of theoretical constructs in a practical
setting. It has many blemishes, both in style and functionality. It has been applied to many
more machines than first anticipated, of a much wider range than originally dreamed of. Its
use has also spread much faster than expected, leaving parts of the compiler still somewhat
raw in shape.

On the theoretical side, there is some hope that the skeleton of the sucomp routine
could be generated for many machines directly from the templates; this would give a consider-
able boost to the portability and correctness of the compiler, but might affect tunability and
code quality. There is also room for more optimization, both within optim and in the form of
a portable “peephole” optimizer.

On the practical, development side, the compiler could probably be sped up and made
smaller without doing too much violence to its basic structure. Parts of the compiler deserve
to be rewritten; the initialization code, register allocation, and parser are prime candidates. It
might be that doing some or all of the parsing with a recursive descent parser might save
enough space and time to be worthwhile; it would certainly ease the problem of moving the
compiler to an environment where Yacc is not already present.

Finally, I would like to thank the many people who have sympathetically, and even
enthusiastically, helped me grapple with what has been a frustrating program to write, test,
and install. D. M. Ritchie and E. N. Pinson provided needed early encouragement and philo-
sophical guidance; M. E. Lesk, R. Muha, T. G. Peterson, G. Riddle, L. Rosler, R. W. Mitze, B.
R. Rowland, S. I. Feldman, and T. B. London have all contributed ideas, gripes, and all, at
one time or another, climbed “into the pits” with me to help debug. Without their help this
effort would have not been possible; with it, it was often kind of fun.
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The Intermediate Language

Communication between the two phases of the compiler proper is carried out by means
of a pair of intermediate files. These files are treated as having identical structure, although
the second file contains only the code generated for strings. It is convenient to write strings
out separately to reduce the need for multiple location counters in a later assembly phase.

The intermediate language is not machine-independent; its structure in a number of
ways reflects the fact that C was originally a one-pass compiler chopped in two to reduce the
maximum memory requirement. In fact, only the latest version of the compiler has a com-
plete intermediate language at all. Until recently, the first phase of the compiler generated
assembly code for those constructions it could deal with, and passed expression parse trees, in
absolute binary form, to the second phase for code generation. Now, at least, all inter-phase
information is passed in a describable form, and there are no absolute pointers involved, so
the coupling between the phases is not so strong.

The areas in which the machine (and system) dependencies are most noticeable are

1.  Storage allocation for automatic variables and arguments has already been performed,
and nodes for such variables refer to them by offset from a display pointer. Type
conversion (for example, from integer to pointer) has already occurred using the assump-
tion of byte addressing and 2-byte words.

2.  Data representations suitable to the PDP-11 are assumed; in particular, floating point
constants are passed as four words in the machine representation.

As it happens, each intermediate file is represented as a sequence of binary numbers
without any explicit demarcations. It consists of a sequence of conceptual lines, each headed
by an operator, and possibly containing various operands. The operators are small numbers;
to assist in recognizing failure in synchronization, the high-order byte of each operator word is
always the octal number 376. Operands are either 16-bit binary numbers or strings of charac-
ters representing names. Each name is terminated by a null character. There is no alignment
requirement for numerical operands and so there is no padding after a name string.

The binary representation was chosen to avoid the necessity of converting to and from
character form and to minimize the size of the files. It would be very easy to make each
operator-operand ‘line’ in the file be a genuine, printable line, with the numbers in octal or
decimal; this in fact was the representation originally used.

The operators fall naturally into two classes: those which represent part of an expression,
and all others. Expressions are transmitted in a reverse-Polish notation; as they are being
read, a tree is built which is isomorphic to the tree constructed in the first phase. Expressions
are passed as a whole, with no non-expression operators intervening. The reader maintains a
stack; each leaf of the expression tree (name, constant) is pushed on the stack; each unary

tUNIX is a Trademark of Bell Laboratories.
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operator replaces the top of the stack by a node whose operand is the old top-of-stack; each
binary operator replaces the top pair on the stack with a single entry. When the expression is
complete there is exactly one item on the stack. Following each expression is a special opera-
tor which passes the unique previous expression to the ‘optimizer’ described below and then to
the code generator.

Here is the list of operators not themselves part of expressions.

EOF
marks the end of an input file.

BDATA flag data ...

specifies a sequence of bytes to be assembled as static data. It is followed by pairs of
words; the first member of the pair is non-zero to indicate that the data continue; a zero
flag is not followed by data and terminates the operator. The data bytes occupy the
low-order part of a word.

WDATA flag data ...

specifies a sequence of words to be assembled as static data; it is identical to the BDATA
operator except that entire words, not just bytes, are passed.

PROG
means that subsequent information is to be compiled as program text.

DATA
means that subsequent information is to be compiled as static data.

BSS
means that subsequent information is to be compiled as unitialized static data.

SYMDEF name

means that the symbol name is an external name defined in the current program. It is
produced for each external data or function definition.

CSPACE name size

indicates that the name refers to a data area whose size is the specified number of bytes.
It is produced for external data definitions without explicit initialization.

SSPACE size

indicates that size bytes should be set aside for data storage. It is used to pad out short
initializations of external data and to reserve space for static (internal) data. It will be
preceded by an appropriate label.

EVEN

is produced after each external data definition whose size is not an integral number of
words. It is not produced after strings except when they initialize a character array.

NLABEL name

is produced just before a BDATA or WDATA initializing external data, and serves as a
label for the data.
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RLABEL name
is produced just before each function definition, and labels its entry point.

SNAME name number

is produced at the start of each function for each static variable or label declared
therein. Subsequent uses of the variable will be in terms of the given number. The code
generator uses this only to produce a debugging symbol table.

ANAME name number

Likewise, each automatic variable’s name and stack offset is specified by this operator.
Arguments count as automatics.

RNAME name number

Each register variable is similarly named, with its register number.

SAVE number

produces a register-save sequence at the start of each function, just after its label (RLA-
BEL).

SETREG number

is used to indicate the number of registers used for register variables. It actually gives
the register number of the lowest free register; it is redundant because the RNAME
operators could be counted instead.

PROFIL

is produced before the save sequence for functions when the profile option is turned on.
It produces code to count the number of times the function is called.

SWIT deflab line label value ...

is produced for switches. When control flows into it, the value being switched on is in
the register forced by RFORCE (below). The switch statement occurred on the indi-
cated line of the source, and the label number of the default location is deflab. Then the
operator is followed by a sequence of label-number and value pairs; the list is terminated
by a 0 label.

LABEL number
generates an internal label. It is referred to elsewhere using the given number.

BRANCH number

indicates an unconditional transfer to the internal label number given.

RETRN

produces the return sequence for a function. It occurs only once, at the end of each
function.

EXPR line

causes the expression just preceding to be compiled. The argument is the line number in
the source where the expression occurred.
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NAME class type name

NAME class type number
indicates a name occurring in an expression. The first form is used when the name is
external; the second when the name is automatic, static, or a register. Then the number
indicates the stack offset, the label number, or the register number as appropriate. Class
and type encoding is described elsewhere.

CON type value

transmits an integer constant. This and the next two operators occur as part of expres-
sions.

FCON type 4-word-value
transmits a floating constant as four words in PDP-11 notation.

SFCON type value

transmits a floating-point constant whose value is correctly represented by its high-order
word in PDP-11 notation.

NULL

indicates a null argument list of a function call in an expression; call is a binary operator
whose second operand is the argument list.

CBRANCH label cond

produces a conditional branch. It is an expression operator, and will be followed by an
EXPR. The branch to the label number takes place if the expression’s truth value is the
same as that of cond. That is, if cond=1 and the expression evaluates to true, the
branch is taken.

binary-operator type

There are binary operators corresponding to each such source-language operator; the
type of the result of each is passed as well. Some perhaps-unexpected ones are:
COMMA, which is a right-associative operator designed to simplify right-to-left evalua-
tion of function arguments; prefix and postfix ++ and ——, whose second operand is the
increment amount, as a CON; QUEST and COLON, to express the conditional expres-
sion as ‘a?(b:c)’; and a sequence of special operators for expressing relations between
pointers, in case pointer comparison is different from integer comparison (e.g. unsigned).

unary-operator type
There are also numerous unary operators. These include ITOF, FTOI, FTOL, LTOF,
ITOL, LTOI which convert among floating, long, and integer; JUMP which branches
indirectly through a label expression; INIT, which compiles the value of a constant
expression used as an initializer; RFORCE, which is used before a return sequence or a
switch to place a value in an agreed-upon register.

Expression Optimization

Each expression tree, as it is read in, is subjected to a fairly comprehensive analysis.
This is performed by the optim routine and a number of subroutines; the major things done
are

1. Modifications and simplifications of the tree so its value may be computed more
efficiently and conveniently by the code generator.
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2. Marking each interior node with an estimate of the number of registers required to
evaluate it. This register count is needed to guide the code generation algorithm.

One thing that is definitely not done is discovery or exploitation of common subexpres-
sions, nor is this done anywhere in the compiler.

The basic organization is simple: a depth-first scan of the tree. Optim does nothing for
leaf nodes (except for automatics; see below), and calls unoptim to handle unary operators.
For binary operators, it calls itself to process the operands, then treats each operator
separately. One important case is commutative and associative operators, which are handled
by acommute.

Here is a brief catalog of the transformations carried out by by optim itself. It is not
intended to be complete. Some of the transformations are machine-dependent, although they
may well be useful on machines other than the PDP-11.

1.  As indicated in the discussion of unoptim below, the optimizer can create a node type
corresponding to the location addressed by a register plus a constant offset. Since this is
precisely the implementation of automatic variables and arguments, where the register is
fixed by convention, such variables are changed to the new form to simplify later pro-
cessing.

Associative and commutative operators are processed by the special routine acommute.

After processing by acommute, the bitwise & operator is turned into a new andn opera-
tor; ‘a & b’ becomes ‘a andn “b’. This is done because the PDP-11 provides no and
operator, but only andn. A similar transformation takes place for ‘=&’.

4. Relationals are turned around so the more complicated expression is on the left. (So
that ‘2 > f(x)’ becomes ‘f(x) < 2’). This improves code generation since the algorithm
prefers to have the right operand require fewer registers than the left.

5.  An expression minus a constant is turned into the expression plus the negative constant,
and the acommute routine is called to take advantage of the properties of addition.

Operators with constant operands are evaluated.

7. Right shifts (unless by 1) are turned into left shifts with a negated right operand, since
the PDP-11 lacks a general right-shift operator.

8. A number of special cases are simplified, such as division or multiplication by 1, and

shifts by 0.
The unoptim routine performs the same sort of processing for unary operators.
1. “*&x’ and ‘&*x’ are simplified to ‘x’.

2. If ris a register and c is a constant or the address of a static or external variable, the
expressions ‘“*(r+c)’ and “*r’ are turned into a special kind of name node which expresses
the name itself and the offset. This simplifies subsequent processing because such con-
structions can appear as the the address of a PDP-11 instruction.

3.  When the unary ‘&’ operator is applied to a name node of the special kind just dis-
cussed, it is reworked to make the addition explicit again; this is done because the PDP-
11 has no ‘load address’ instruction.

4.  Constructions like “*r++’ and ‘“*——r’ where r is a register are discovered and marked as
being implementable using the PDP-11 auto-increment and -decrement modes.

5. If ‘" is applied to a relational, the ‘!’ is discarded and the sense of the relational is
reversed.

Special cases involving reflexive use of negation and complementation are discovered.
7.  Operations applying to constants are evaluated.

The acommute routine, called for associative and commutative operators, discovers clus-
ters of the same operator at the top levels of the current tree, and arranges them in a list: for
‘at((b+c)+(d+f))’ the list would be‘a,b,c,d,e,f’. After each subtree is optimized, the list is
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sorted in decreasing difficulty of computation; as mentioned above, the code generation algo-
rithm works best when left operands are the difficult ones. The ‘degree of difficulty’ computed
is actually finer than the mere number of registers required; a constant is considered simpler
than the address of a static or external, which is simpler than reference to a variable. This
makes it easy to fold all the constants together, and also to merge together the sum of a con-
stant and the address of a static or external (since in such nodes there is space for an ‘offset’
value). There are also special cases, like multiplication by 1 and addition of 0.

A special routine is invoked to handle sums of products. Distrib is based on the fact that it is
better to compute ‘c1*c2*x + c1*y’ as ‘c1*(c2*x + y)’ and makes the divisibility tests required
to assure the correctness of the transformation. This transformation is rarely possible with
code directly written by the user, but it invariably occurs as a result of the implementation of
multi-dimensional arrays.

Finally, acommute reconstructs a tree from the list of expressions which result.

Code Generation

The grand plan for code-generation is independent of any particular machine; it depends
largely on a set of tables. But this fact does not necessarily make it very easy to modify the
compiler to produce code for other machines, both because there is a good deal of machine-
dependent structure in the tables, and because in any event such tables are non-trivial to
prepare.

The arguments to the basic code generation routine rcexpr are a pointer to a tree
representing an expression, the name of a code-generation table, and the number of a register
in which the value of the expression should be placed. Rcexpr returns the number of the
register in which the value actually ended up; its caller may need to produce a mov instruction
if the value really needs to be in the given register. There are four code generation tables.

Regtab is the basic one, which actually does the job described above: namely, compile
code which places the value represented by the expression tree in a register.

Cctab is used when the value of the expression is not actually needed, but instead the
value of the condition codes resulting from evaluation of the expression. This table is used,
for example, to evaluate the expression after if. It is clearly silly to calculate the value (0 or 1)
of the expression ‘a==Db’ in the context ‘if (a==b) ...’

The sptab table is used when the value of an expression is to be pushed on the stack, for
example when it is an actual argument. For example in the function call ‘f(a)’ it is a bad idea
to load a into a register which is then pushed on the stack, when there is a single instruction
which does the job.

The efftab table is used when an expression is to be evaluated for its side effects, not its
value. This occurs mostly for expressions which are statements, which have no value. Thus
the code for the statement ‘a = b’ need produce only the approoriate mov instruction, and
need not leave the value of b in a register, while in the expression ‘a + (b = ¢)’ the value of ‘b
= ¢’ will appear in a register.

All of the tables besides regtab are rather small, and handle only a relatively few special
cases. If one of these subsidiary tables does not contain an entry applicable to the given
expression tree, rcexpr uses regtab to put the value of the expression into a register and then
fixes things up; nothing need be done when the table was efftab, but a tst instruction is pro-
duced when the table called for was cctab, and a mov instruction, pushing the register on the
stack, when the table was sptab.

The rcexpr routine itself picks off some special cases, then calls cexpr to do the real
work. Cexpr tries to find an entry applicable to the given tree in the given table, and returns
—1 if no such entry is found, letting rcexpr try again with a different table. A successful
match yields a string containing both literal characters which are written out and pseudo-
operations, or macros, which are expanded. Before studying the contents of these strings we
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will consider how table entries are matched against trees.

Recall that most non-leaf nodes in an expression tree contain the name of the operator,
the type of the value represented, and pointers to the subtrees (operands). They also contain
an estimate of the number of registers required to evaluate the expression, placed there by the
expression-optimizer routines. The register counts are used to guide the code generation pro-
cess, which is based on the Sethi-Ullman algorithm.

The main code generation tables consist of entries each containing an operator number
and a pointer to a subtable for the corresponding operator. A subtable consists of a sequence
of entries, each with a key describing certain properties of the operands of the operator
involved; associated with the key is a code string. Once the subtable corresponding to the
operator is found, the subtable is searched linearly until a key is found such that the proper-
ties demanded by the key are compatible with the operands of the tree node. A successful
match returns the code string; an unsuiccessful search, either for the operator in the main
table or a compatble key in the subtable, returns a failure indication.

The tables are all contained in a file which must be processed to obtain an assembly
language program. Thus they are written in a special-purpose language. To provided
definiteness to the following discussion, here is an example of a subtable entry.

% n,aw
F
add A2R

The ‘%’ indicates the key; the information following (up to a blank line) specifies the code
string. Very briefly, this entry is in the subtable for ‘+’ of regtab; the key specifies that the
left operand is any integer, character, or pointer expression, and the right operand is any word
quantity which is directly addressible (e.g. a variable or constant). The code string calls for
the generation of the code to compile the left (first) operand into the current register (‘F’) and
then to produce an ‘add’ instruction which adds the second operand (‘A2’) to the register (‘R’ )
All of the notation will be explained below.

Only three features of the operands are used in deciding whether a match has occurred.
They are:

1. Is the type of the operand compatible with that demanded?
2. Is the ‘degree of difficulty’ (in a sense described below) compatible?

3.  The table may demand that the operand have a ‘*’ (indirection operator) as its highest
operator.

As suggested above, the key for a subtable entry is indicated by a ‘%,” and a comma-
separated pair of specifications for the operands. (The second specification is ignored for
unary operators). A specification indicates a type requirement by including one of the follow-
ing letters. If no type letter is present, any integer, character, or pointer operand will satisfy
the requirement (not float, double, or long).

b A byte (character) operand is required.

A word (integer or pointer) operand is required.
A float or double operand is required.

A double operand is required.

A long (32-bit integer) operand is required.

Before discussing the ‘degree of difficulty’ specification, the algorithm has to be
explained more completely. Rcexpr (and cexpr) are called with a register number in which to

place their result. Registers 0, 1, ... are used during evaluation of expressions; the maximum
register which can be used in this way depends on the number of register variables, but in any

register which can be used in this way depends on the number of register variab ut ir
event only registers 0 through 4 are avallable since r5 is used as a stack frame header and r6
(sp) and r7 (pc) have special hardware properties. The code generation routines assume that
when called with register n as argument, they may use n+I, .. (up to the first register
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variable) as temporaries. Consider the expression ‘X+Y’, where both X and Y are expres-
sions. As a first approximation, there are three ways of compiling code to put this expression
in register n.

1. If Y is an addressible cell, (recursively) put X into register n and add Y to it.

2. If Y is an expression that can be calculated in k registers, where k& smaller than the
number of registers available, compile X into register n, Y into register n+1, and add
register n+1 to n.

3. Otherwise, compile Y into register n, save the result in a temporary (actually, on the
stack) compile X into register n, then add in the temporary.

The distinction between cases 2 and 3 therefore depends on whether the right operand
can be compiled in fewer than k registers, where k is the number of free registers left after
registers 0 through n are taken: 0 through n—I1 are presumed to contain already computed
temporary results; n will, in case 2, contain the value of the left operand while the right is
being evaluated.

These considerations should make clear the specification codes for the degree of
difficulty, bearing in mind that a number of special cases are also present:

z is satisfied when the operand is zero, so that special code can be produced for expres-
sions like ‘x = 0.

1 is satisfied when the operand is the constant 1, to optimize cases like left and right shift
by 1, which can be done efficiently on the PDP-11.

c is satisfied when the operand is a positive (16-bit) constant; this takes care of some spe-
cial cases in long arithmetic.

a is satisfied when the operand is addressible; this occurs not only for variables and con-
stants, but also for some more complicated constructions, such as indirection through a
simple variable, ‘“*p++’ where p is a register variable (because of the PDP-11’s auto-
increment address mode), and ‘*(p+c)’ where p is a register and c is a constant. Pre-
cisely, the requirement is that the operand refers to a cell whose address can be written
as a source or destination of a PDP-11 instruction.

e is satisfied by an operand whose value can be generated in a register using no more than
k registers, where k is the number of registers left (not counting the current register).
The ‘e’ stands for ‘easy.’

n is satisfied by any operand. The ‘n’ stands for ‘anything.’

These degrees of difficulty are considered to lie in a linear ordering and any operand
which satisfies an earlier-mentioned requirement will satisfy a later one. Since the subtables
are searched linearly, if a ‘1’ specification is included, almost certainly a ‘z’ must be written
first to prevent expressions containing the constant 0 to be compiled as if the 0 were 1.

Finally, a key specification may contain a ‘*’ which requires the operand to have an
indirection as its leading operator. Examples below should clarify the utility of this
specification.

Now let us consider the contents of the code string associated with each subtable entry.
Conventionally, lower-case letters in this string represent literal information which is copied
directly to the output. Upper-case letters generally introduce specific macro-operations, some
of which may be followed by modifying information. The code strings in the tables are writ-
ten with tabs and new-lines used freely to suggest instructions which will be generated; the
table-compiling program compresses tabs (using the 0200 bit of the next character) and throws
away some of the new-lines. For example the macro ‘F’ is ordinarily written on a line by
itself; but since its expansion will end with a new-line, the new-line after ‘F’ itself is dispens-
able. This is all to reduce the size of the stored tables.

The first set of macro-operations is concerned with compiling subtrees. Recall that this
is done by the cexpr routine. In the following discussion the ‘current register’ is generally the
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argument register to cexpr; that is, the place where the result is desired. The ‘next register’ is

numbered one higher than the current register. (This explanation isn’t fully true because of

complications, described below, involving operations which require even-odd register pairs.)

F  causes a recursive call to the rcexpr routine to compile code which places the value of
the first (left) operand of the operator in the current register.

F1 generates code which places the value of the first operand in the next register. It is
incorrectly used if there might be no next register; that is, if the degree of difficulty of
the first operand is not ‘easy;” if not, another register might not be available.

FS generates code which pushes the value of the first operand on the stack, by calling
rcexpr specifying sptab as the table.

Analogously,

S, S1, SS
compile the second (right) operand into the current register, the next register, or onto
the stack.

To deal with registers, there are

R  which expands into the name of the current register.

R1 which expands into the name of the next register.

R+ which expands into the the name of the current register plus 1. It was suggested above
that this is the same as the next register, except for complications; here is one of them.
Long integer variables have 32 bits and require 2 registers; in such cases the next register
is the current register plus 2. The code would like to talk about both halves of the long
quantity, so R refers to the register with the high-order part and R+ to the low-order
part.

R— This is another complication, involving division and mod. These operations involve a
pair of registers of which the odd-numbered contains the left operand. Cexpr arranges
that the current register is odd; the R— notation allows the code to refer to the next
lower, even-numbered register.

To refer to addressible quantities, there are the notations:

Al causes generation of the address specified by the first operand. For this to be legal, the
operand must be addressible; its key must contain an ‘a’ or a more restrictive
specification.

A2 correspondingly generates the address of the second operand providing it has one.

We now have enough mechanism to show a complete, if suboptimal, table for the +
operator on word or byte operands.
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%n,z
F

%n,1
F
inc R

% n,aw
F
add A2R

%n,e
F
S1
add R1,R

%n,n
SS
F
add (sp)+,R

The first two.sequences handle some special cases. Actually it turns out that handling a right
operand of 0 is unnecessary since the expression-optimizer throws out adds of 0. Adding 1 by
using the ‘increment’ instruction is done next, and then the case where the right operand is
addressible. It must be a word quantity, since the PDP-11 lacks an ‘add byte’ instruction.
Finally the cases where the right operand either can, or cannot, be done in the available regis-
ters are treated.

The next macro-instructions are conveniently introduced by noticing that the above
table is suitable for subtraction as well as addition, since no use is made of the commutativity
of addition. All that is needed is substitution of ‘sub’ for ‘add’ and ‘dec’ for ’inc.” Consider-
able saving of space is achieved by factoring out several similar operations.

I is replaced by a string from another table indexed by the operator in the node being
expanded. This secondary table actually contains two strings per operator.

I’ is replaced by the second string in the side table entry for the current operator.

Thus, given that the entries for ‘+’ and ‘—’ in the side table (which is called instab) are
‘add’ and ‘inc,” ‘sub’ and ‘dec’ respectively, the middle of of the above addition table can be
written

%n,1

F

' R
%n,aw

F

I A2,R

and it will be suitable for subtraction, and several other operators, as well.
Next, there is the question of character and floating-point operations.

Bl generates the letter ‘b’ if the first operand is a character, ‘f’ if it is float or double, and
nothing otherwise. It is used in a context like ‘movB1’ which generates a ‘mov’, ‘movb’,
or ‘movf’ instruction according to the type of the operand.

B2 s just like B1 but applies to the second operand.
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BE generates ‘b’ if either operand is a character and null otherwise.
BF generates ‘f’ if the type of the operator node itself is float or double, otherwise null.
For example, there is an entry in efftab for the ‘=" operator

% a,aw
%ab,a
IBE A2,A1

Note first that two key specifications can be applied to the same code string. Next, observe
that when a word is assigned to a byte or to a word, or a word is assigned to a byte, a single
instruction, a mov or mouvb as appropriate, does the job. However, when a byte is assigned to
a word, it must pass through a register to implement the sign-extension rules:

%a,n
S
IB1 R,A1

Next, there is the question of handling indirection properly. Consider the expression ‘X
+ *Y’, where X and Y are expressions, Assuming that Y is more complicated than just a vari-
able, but on the other hand qualifies as ‘easy’ in the context, the expression would be com-
piled by placing the value of X in a register, that of *Y in the next register, and adding the
registers. It is easy to see that a better job can be done by compiling X, then Y (into the next
register), and producing the instruction symbolized by ‘add (R1),R’. This scheme avoids gen-
erating the instruction ‘mov (R1),R1’ required actually to place the value of *Y in a register.
A related situation occurs with the expression ‘X + *(p+6)’, which exemplifies a construction
frequent in structure and array references. The addition table shown above would produce

[put X in register R]
mov p,R1

add $6,R1

mov (R1),R1

add R1,R

when the best code is

[put X in R]
mov p,R1
add 6(R1),R

As we said above, a key specification for a code table entry may require an operand to have an
indirection as its highest operator. To make use of the requirement, the following macros are
provided.

F* the first operand must have the form *X. If in particular it has the form *(Y + c), for
some constant ¢, then code is produced which places the value of Y in the current regis-
ter. Otherwise, code is produced which loads X into the current register.

F1* resembles F* except that the next register is loaded.

S*  resembles F* except that the second operand is loaded.

S1* resembles S* except that the next register is loaded.

FS* The first operand must have the form “*X’. Push the value of X on the stack.

SS* resembles FS* except that it applies to the second operand.

To capture the constant that may have been skipped over in the above macros, there are

#1 The first operand must have the form *X; if in particular it has the form *(Y + ¢) for c
a constant, then the constant is written out, otherwise a null string.

#2 is the same as #1 except that the second operand is used.



2-74 A Tour Through the UNIX C Compiler

Now we can improve the addition table above. Just before the ‘%n,e’ entry, put

% n,ew*
F
S1*
add #2(R1),R

and just before the ‘%n,n’ put

% n,nw*
SS*
F
add *(sp)+,R

When using the stacking macros there is no place to use the constant as an index word, so
that particular special case doesn’t occur.

The constant mentioned above can actually be more general than a number. Any quan-
tity acceptable to the assembler as an expression will do, in particular the address of a static
cell, perhaps with a numeric offset. If x is an external character array, the expression ‘x[i+5]
= (’ will generate the code

mov i,r0
clrb x+5(r0)

via the table entry (in the ‘=’ part of efftab)

% e*,z
F
I'B1 #1(R)

Some machine operations place restrictions on the registers used. The divide instruction, used
to implement the divide and mod operations, requires the dividend to be placed in the odd
member of an even-odd pair; other peculiarities of multiplication make it simplest to put the
multiplicand in an odd-numbered register. There is no theory which optimally accounts for
this kind of requirement. Cexpr handles it by checking for a multiply, divide, or mod opera-
tion; in these cases, its argument register number is incremented by one or two so that it is
odd, and if the operation was divide or mod, so that it is a member of a free even-odd pair.
The routine which determines the number of registers required estimates, conservatively, that
at least two registers are required for a multiplication and three for the other peculiar opera-
tors. After the expression is compiled, the register where the result actually ended up is
returned. (Divide and mod are actually the same operation except for the location of the
result).

These operations are the ones which cause results to end up in unexpected places, and
this possibility adds a further level of complexity. The simplest way of handling the problem
is always to move the result to the place where the caller expected it, but this will produce
unnecessary register moves in many simple cases; ‘a = b*c’ would generate

mov b,rl
mul c¢,rl
mov rl,r0
mov r0,a

The next thought is used the passed-back information as to where the result landed to change
the notion of the current register. While compiling the ‘=" operation above, which comes from
a table entry like

07 4 o
oa,e

S
mov R,Al
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it is sufficient to redefine the meaning of ‘R’ after processing the ‘S’ which does the multiply.
This technique is in fact used; the tables are written in such a way that correct code is pro-
duced. The trouble is that the technique cannot be used in general, because it invalidates the
count of the number of registers required for an expression. Consider just ‘a*b + X’ where X
is some expression. The algorithm assumes that the value of a*b, once computed, requires
just one register. If there are three registers available, and X requires two registers to com-
pute, then this expression will match a key specifying ‘%n.,e’. If a*b is computed and left in
register 1, then there are, contrary to expectations, no longer two registers available to com-
pute X, but only one, and bad code will be produced. To guard against this possibility, cexpr
checks the result returned by recursive calls which implement F, S and their relatives. If the
result is not in the expected register, then the number of registers required by the other
operand is checked; if it can be done using those registers which remain even after making
unavailable the unexpectedly-occupied register, then the notions of the ‘next register’ and pos-
sibly the ‘current register’ are redefined. Otherwise a register-copy instruction is produced. A
register-copy is also always produced when the current operator is one of those which have
odd-even requirements.

Finally, there are a few loose-end macro operations and facts about the tables. The
operators:

V  is used for long operations. It is written with an address like a machine instruction; it
expands into ‘adc’ (add carry) if the operation is an additive operator, ‘sbc’ (subtract
carry) if the operation is a subtractive operator, and disappears, along with the rest of
the line, otherwise. Its purpose is to allow common treatment of logical operations,
which have no carries, and additive and subtractive operations, which generate carries.

T  generates a ‘tst’ instruction if the first operand of the tree does not set the condition
codes correctly. It is used with divide and mod operations, which require a sign-
extended 32-bit operand. The code table for the operations contains an ‘sxt’ (sign-
extend) instruction to generate the high-order part of the dividend.

H s analogous to the ‘F’ and ‘S’ macros, except that it calls for the generation of code for
the current tree (not one of its operands) using regtab. It is used in cctad for all the
operators which, when executed normally, set the condition codes properly according to
the result. It prevents a ‘tst’ instruction from being generated for constructions like ‘if
(a+b) ...’ since after calculation of the value of ‘a+b’ a conditional branch can be written
immediately.

All of the discussion above is in terms of operators with operands. Leaves of the expres-
sion tree (variables and constants), however, are peculiar in that they have no operands. In
order to regularize the matching process, cexpr examines its operand to determine if it is a
leaf; if so, it creates a special ‘load’ operator whose operand is the leaf, and substitutes it for
the argument tree; this allows the table entry for the created operator to use the ‘A1’ notation
to load the leaf into a register.

Purely to save space in the tables, pieces of subtables can be labelled and referred to
later. It turns out, for example, that rather large portions of the the efftab table for the ‘=’
and ‘=+’ operators are identical. Thus ‘=’ has an entry

% [move3:]
% a,aw
%ab,a
IBE A2,A1

while part of the ‘=4’ table is

% aw,aw
%  [move3]

Labels are written as ‘%[ ... : |, before the key specifications; references are written with ‘% [
... |’ after the key. Peculiarities in the implementation make it necessary that labels appear
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before references to them.

The example illustrates the utility of allowing separate keys to point to the same code
string. The assignment code works properly if either the right operand is a word, or the left
operand is a byte; but since there is no ‘add byte’ instruction the addition code has to be res-
tricted to word operands.

Delaying and reordering

Intertwined with the code generation routines are two other, interrelated processes. The
first, implemented by a routine called delay, is based on the observation that naive code gen-
eration for the expression ‘a = b++’ would produce

mov b,r0
inc b
mov r0,a

The point is that the table for postfix ++ has to preserve the value of b before incrementing
it; the general way to do this is to preserve its value in a register. A cleverer scheme would
generate

mov b,a
inc b

Delay is called for each expression input to rcexpr, and it searches for postfix ++ and ——
operators. If one is found applied to a variable, the tree is patched to bypass the operator and
compiled as it stands; then the increment or decrement itself is done. The effect is as if ‘a =
b; b++’ had been written. In this example, of course, the user himself could have done the
same job, but more complicated examples are easily constructed, for example ‘switch (x++)’.
An essential restriction is that the condition codes not be required. It would be incorrect to
compile ‘if (a++) ...” as

tst a
inc a
beq

because the ‘inc’ destroys the required setting of the condition codes.

Reordering is a similar sort of optimization. Many cases which it detects are useful
mainly with register variables. If r is a register variable, the expression ‘r = x+y’ is best com-
piled as

mov X,r

add y,r
but the codes tables would produce

mov x,r0
add y,r0
mov r0,r

which is in fact preferred if r is not a register. (If r is not a register, the two sequences are the
same size, but the second is slightly faster.) The scheme is to compile the expression as if it
had been written ‘r = x; r =+ y’. The reorder routine is called with a pointer to each tree
that rcexpr is about to compile; if it has the right characteristics, the ‘r = x’ tree is con-
structed and passed recursively to rcexpr; then the original tree is modified to read ‘r =+ v’
and the calling instance of rcexpr compiles that instead. Of course the whole business is itself
recursive so that more extended forms of the same phenomenon are handled, like ‘r = x + y |

3

z’.

Care does have to be taken to avoid ‘optimizing’ an expression like ‘r = x + 1’ into ‘r =
x;r =+ 1. It is required that the right operand of the expression on the right of the ‘=" be a
’, distinct from the register variable.
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The second case that reorder handles is expressions of the form ‘r = X’ used as a subex-
pression. Again, the code out of the tables for ‘x = r = y’ would be

mov y,r0
mov r0,r
mov r0,x

whereas if r were a register it would be better to produce

mov y,r
mov r,X

When reorder discovers that a register variable is being assigned to in a subexpression, it calls
rcexpr recursively to compile the subexpression, then fiddles the tree passed to it so that the
register variable itself appears as the operand instead of the whole subexpression. Here care
has to be taken to avoid an infinite regress, with rcexpr and reorder calling each other forever
to handle assignments to registers.

A third set of cases treated by reorder comes up when any name, not necessarily a regis-
ter, occurs as a left operand of an assignment operator other than ‘=" or as an operand of
prefix ‘++’ or ‘—=". Unless condition-code tests are involved, when a subexpression like ‘(a
=+ b)’ is seen, the assignment is performed and the argument tree modified so that a is its
operand; effectively ‘x + (y =+ z)’ is compiled as ‘y =+ z; x + y’. Similarly, prefix increment
and decrement are pulled out and performed first, then the remainder of the expression.

Throughout code generation, the expression optimizer is called whenever delay or
reorder change the expression tree. This allows some special cases to be found that otherwise
would not be seen.
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Introduction to the £f77 1/0 Library
David L. Wasley

University of California, Berkeley
Berkeley, California 94720

The £77 I/O library, 1ibI77.a, includes routines to perform all of the standard types of
FORTRAN input and output. Several enhancements and extensions to FORTRAN I/O have
been added. The f77 library routines use the C stdio library routines to provide efficient
buffering for file I/0.

1. FORTRAN I/O

The requirements of the ANSI standard impose significant overhead on programs that do
large amounts of I/0. Formatted I/O can be very “expensive” while direct access binary 1/0 is
usually very efficient. Because of the complexity of FORTRAN I/O, some general concepts
deserve clarification.

1.1. Types of 1/0

There are three forms of I/0: formatted, unformatted, and list-directed. The last
is related to formatted but does not obey all the rules for formatted 1/0. There are two
modes of access to external and internal files: direct and sequential. The definition of a
logical record depends upon the combination of I/O form and mode specified by the FOR-
TRAN 1/0 statement.

1.1.1. Direct access

A logical record in a direct access external file is a string of bytes of a length specified
when the file is opened. Read and write statements must not specify logical records longer
than the original record size definition. Shorter logical records are allowed. Unformatted
direct writes leave the unfilled part of the record undefined. Formatted direct writes cause
the unfilled record to be padded with blanks.

1.1.2. Sequential access

Logical records in sequentially accessed external files may be of arbitrary and vari-
able length. Logical record length for unformatted sequential files is determined by the size
of items in the iolist. The requirements of this form of I/O cause the external physical record
size to be somewhat larger than the logical record size. For formatted write statements, logi-
cal record length is determined by the format statement interacting with the iolist at execu-
tion time. The “newline” character is the logical record delimiter. Formatted sequential
access causes one or more logical records ending with “newline” characters to be read or writ-
ten.

1.1.3. List directed I/0

Logical record length for list-directed I/O is relatively

record length is dependent on the magnitude of the data items. On input, the record length is
determined by the data types and the file contents.

T.00i0al re
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1.1.4. Internal I/0

The logical record length for an internal read or write is the length of the character
variable or array element. Thus a simple character variable is a single logical record. A charac-
ter variable array is similar to a fixed length direct access file, and obeys the same rules.
Unformatted I/O is not allowed on ”internal” files.

1.2. I/0 execution

Note that each execution of a FORTRAN unformatted I/O statement causes a single
logical record to be read or written. Each execution of a FORTRAN formatted I/O statement
causes one or more logical records to be read or written.

A slash, “/”, will terminate assignment of values to the input list during list-directed
input and the remainder of the current input line is skipped. The standard is rather vague on
this point but seems to require that a new external logical record be found at the start of any
formatted input. Therefore data following the slash is ignored and may be used to comment
the data file.

Direct access list-directed I/0 is not allowed. Unformatted internal I/0O is not
allowed. Both the above will be caught by the compiler. All other flavors of I/O are allowed,
although some are not part of the ANSI standard.

Any error detected during I/O processing will cause the program to abort unless alterna-
tive action has been provided specifically in the program. Any I/O statement may include an
err= clause (and iostat= clause) to specify an alternative branch to be taken on errors (and
return the specific error code). Read statements may include end= to branch on end-of-file.
File position and the value of I/0 list items is undefined following an error.

2. Implementation details

Some details of the current implementation may be useful in understanding constraints
on FORTRAN 1/0.

2.1. Number of logical units

The maximum number of logical units that a program may have open at one time is the
same as the UNIXt system limit, currently 20. Unit numbers must be in the range 0 — 19
because they are used to index an internal control table.

2.2. Standard logical units

By default, logical units 0, 5, and 6 are opened to “stderr”, “stdin”, and “stdout” respec-
tively. However they can be re-defined with an open statement. To preserve error reporting,
it is an error to close logical unit 0 although it may be reopened to another file.

If you want to open the default file name for any preconnected logical unit, remember to
close the unit first. Redefining the standard units may impair normal console I/0. An alter-
native is to use shell re-direction to externally re-define the above units. To re-define default
blank control or format of the standard input or output files, use the open statement specify-
ing the unit number and no file name (see § 2.4).

The standard units, 0, 5, and 6, are named internally “stderr”, “stdin”, and “stdout”
respectively. These are not actual file names and can not be used for opening these units.
Inquire will not return these names and will indicate that the above units are not named
unless they have been opened to real files. The names are meant to make error reporting
more meaningful.

+ UNIX is a trademark of Bell Laboratories.
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2.3. Vertical format control

Simple vertical format control is implemented. The logical unit must be opened for
sequential access with form = ’print’ (see §3.2). Control codes “0” and “1” are replaced in
the output file with “\n” and “Af” respectively. The control character “+” is not implemented
and, like any other character in the first position of a record written to a “print” file, is
dropped. No vertical format control is recognized for direct formatted output or list
directed output.

2.4. The open statement

An open statement need not specify a file name. If it refers to a logical unit that is
already open, the blank= and form= specifiers may be redefined without affecting the
current file position. Otherwise, if status = ’scratch’ is specified, a temporary file with a
name of the form “tmp FXXXXXX” will be opened, and, by default, will be deleted when
closed or during termination of program execution. Any other status= specifier without an
associated file name results in opening a file named “fort.N” where N is the specified logical
unit number.

It is an error to try to open an existing file with status = 'new’ . It is an error to try to
open a nonexistent file with status = ’old’ . By default, status = 'unknown’ will be
assumed, and a file will be created if necessary.

By default, files are positioned at their beginning upon opening, but see ioinit(3f) for
alternatives. Existing files are never truncated on opening. Sequentially accessed external
files are truncated to the current file position on close , backspace , or rewind only if the
last access to the file was a write. An endfile always causes such files to be truncated to the
current file position.

2.5. Format interpretation

Formats are parsed at the beginning of each execution of a formatted I/O statement.
Upper as well as lower case characters are recognized in format statements and all the alpha-
betic arguments to the I/O library routines.

If the external representation of a datum is too large for the field width specified, the
specified field is filled with asterisks (*). On Ew.dEe output, the exponent field will be filled
with asterisks if the exponent representation is too large. This will only happen if “e” is zero
(see appendix B).

On output, a real value that is truly zero will display as “0.” to distinguish it from a very
small non-zero value. This occurs in F and G format conversions. This was not done for E
and D since the embedded blanks in the external datum causes problems for other input sys-
tems.

Non-destructive tabbing is implemented for both internal and external formatted I/0.
Tabbing left or right on output does not affect previously written portions of a record. Tab-
bing right on output causes unwritten portions of a record to be filled with blanks. Tabbing
right off the end of an input logical record is an error. Tabbing left beyond the beginning of
an input logical record leaves the input pointer at the beginning of the record. The format
specifier T must be followed by a positive non-zero number. If it is not, it will have a
different meaning (see §3.1).

Tabbing left requires seek ability on the logical unit. Therefore it is not allowed in 1/O
to a terminal or pipe. Likewise, nondestructive tabbing in either direction is possible only on
a unit that can seek. Otherwise tabbing right or spacing with X will write blanks on the out-
put.
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2.6. List directed output

In formatting list directed output, the I/O system tries to prevent output lines longer
than 80 characters. Each external datum will be separated by two spaces. List-directed out-
put of complex values includes an appropriate comma. List-directed output distinguishes
between real and double precision values and formats them differently. Output of a char-
acter string that includes “\n” is interpreted reasonably by the output system.

27. 1/0 errors

If I/O errors are not trapped by the user’s program an appropriate error message will be
written to “stderr” before aborting. An error number will be printed in [ | along with a brief
error message showing the logical unit and I/O state. Error numbers < 100 refer to UNIX
errors, and are described in the introduction to chapter 2 of the UNIX Programmer’s Manual.
Error numbers > 100 come from the I/O library, and are described further in the appendix to
this writeup. For internal I/0, part of the string will be printed with “/” at the current posi-
tion in the string. For external I/0, part of the current record will be displayed if the error
was caused during reading from a file that can backspace.

3. Non-“ANSI Standard” extensions

Several extensions have been added to the I/O system to provide for functions omitted
or poorly defined in the standard. Programmers should be aware that these are non-portable.

3.1. Format specifiers

B is an acceptable edit control specifier. It causes return to the default mode of blank
interpretation. This is consistent with S which returns to default sign control.

P by itself is equivalent to OP . It resets the scale factor to the default value, 0.

The form of the Ew.dEe format specifier has been extended to D also. The form Ew.d.e
is allowed but is not standard. The “e” field specifies the minimum number of digits or
spaces in the exponent field on output. If the value of the exponent is too large, the exponent
notation e or d will be dropped from the output to allow one more character position. If this
is still not adequate, the “e” field will be filled with asterisks (*). The default value for “e” is
2.

An additional form of tab control specification has been added. The ANSI standard
forms TRn, TLn, and Tn are supported where n is a positive non-zero number. If T or nT is
specified, tabbing will be to the next (or n-th) 8-column tab stop. Thus columns of
alphanumerics can be lined up without counting.

A format control specifier has been added to suppress the newline at the end of the last
record of a formatted sequential write. The specifier is a dollar sign ($). It is constrained by
the same rules as the colon (:). It is used typically for console prompts. For example:

write (*, ”(’enter value for x: *,$)”)
read (*,*) x

Radices other than 10 can be specified for formatted integer I/O conversion. The
specifier is patterned after P, the scale factor for floating point conversion. It remains in effect
until another radix is specified or format interpretation is complete. The specifier is defined as
[n]R where 2 < n < 36. If n is omitted, the default decimal radix is restored.

In conjunction with the above, a sign control specifier has been added to cause integer
values to be interpreted as unsigned during output conversion. The specifier is SU and
remains in effect until another sign control specifier is encountered, or format interpretation is
complete. Radix and “unsigned” specifiers could be used to format a hexadecimal dump, as
follows:
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2000 format ( SU, 16R, 8110.8)

Note: Unsigned integer values greater than (2**30 - 1), i.e. any signed negative value, can not
be read by FORTRAN input routines. All internal values will be output correctly.

3.2. Print files

The ANSI standard is ambiguous regarding the definition of a “print” file. Since UNIX
has no default “print” file, an additional form= specifier is now recognized in the open state-
ment. Specifying form = ’print’ implies formatted and enables vertical format control for
that logical unit. Vertical format control is interpreted only on sequential formatted writes to
a “print” file.

The inquire statement will return print in the form= string variable for logical units
opened as “print” files. It will return -1 for the unit number of an unconnected file.

If a logical unit is already open, an open statement including the form= option or the
blank= option will do nothing but re-define those options. This instance of the open state-
ment need not include the file name, and must not include a file name if unit= refers to a
standard input or output. Therefore, to re-define the standard output as a “print” file, use:

open (unit=6, form="print’)

3.3. Scratch files

A close statement with status = ’keep’ may be specified for temporary files. This is
the default for all other files. Remember to get the scratch file’s real name, using inquire , if
you want to re-open it later.

3.4. List directed I/0

List directed read has been modified to allow input of a string not enclosed in quotes.
The string must not start with a digit, and can not contain a separator (, or /) or blank (space
or tab). A newline will terminate the string unless escaped with x Any string not meeting the
above restrictions must be enclosed in quotes (” or ’).

Internal list-directed I/O has been implemented. During internal list reads, bytes are
consumed until the iolist is satisfied, or the ’end-of-file’ is reached. During internal list writes,
records are filled until the iolist is satisfied. The length of an internal array element should be
at least 20 bytes to avoid logical record overflow when writing double precision values. Inter-
nal list read was implemented to make command line decoding easier. Internal list write
should be avoided.

4. Running older programs

Traditional FORTRAN environments usually assume carriage control on all logical units,
usually interpret blank spaces on input as “0”s, and often provide attachment of global file
names to logical units at run time. There are several routines in the I/O library to provide
these functions.

4.1. Traditional unit control parameters

If a program reads and writes only units 5 and 6, then including —1166 in the f77 com-
mand will cause carriage control to be interpreted on output and cause blanks to be zeros on
input without further modification of the program. If this is not adequate, the routine
ioinit(3f) can be called to specify control parameters separately, including whether files should
be positioned at their beginning or end upon opening.
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4.2, Preattachment of logical units

The ioinit routine also can be used to attach logical units to specific files at run time. It
will look for names of a user specified form in the environment and open the corresponding
logical unit for sequential formatted I/0. Names must be of the form PREFIXnn where
PREFIX is specified in the call to ioinit and nn is the logical unit to be opened. Unit
numbers < 10 must include the leading “0”.

Ioinit should prove adequate for most programs as written. However, it is written in
FORTRAN—T77 specifically so that it may serve as an example for similar user-supplied rou-
tines. A copy may be retrieved by “ar x /usr/lib/libI77.a ioinit.f”.

5. Magnetic tape I/0

Because the 1/O library uses stdio buffering, reading or writing magnetic tapes should be
done with great caution, or avoided if possible. A set of routines has been provided to read
and write arbitrary sized buffers to or from tape directly. The buffer must be a character
object. Internal I/O can be used to fill or interpret the buffer. These routines do not use
normal FORTRAN I/O processing and do not obey FORTRAN I/0 rules. See tapeio(3f).

6. Caveat Programmer

The 1/0 library is extremely complex yet we believe there are few bugs left. We’ve tried
to make the system as correct as possible according to the ANSI X3.9—1978 document and
keep it compatible with the UNIX file system. Exceptions to the standard are noted in appen-
dix B.
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Appendix A

1/0 Library Error Messages

The following error messages are generated by the I/O library. The error numbers are
returned in the iostat= variable if the err= return is taken. Error numbers < 100 are gen-
erated by the UNIX kernel. See the introduction to chapter 2 of the UNIX Programmers
Manual for their description.

/* 100 */ error in format”
See error message output for the location
of the error in the format. Can be caused
by more than 10 levels of nested (), or
an extremely long format statement.

/* 101 */ ”illegal unit number”
It is illegal to close logical unit 0.
Negative unit numbers are not allowed.
The upper limit is system dependent.

/* 102 */ ”formatted io not allowed”
The logical unit was opened for
unformatted I/0.

/* 103 */ ”unformatted io not allowed”
The logical unit was opened for
formatted 1/0.

/* 104 */ “direct io not allowed”
The logical unit was opened for sequential
access, or the logical record length was
specified as 0.

/* 105 */ ”sequential io not allowed”
The logical unit was opened for direct
access 1/0.

/* 106 */ ”can’t backspace file”
The file associated with the logical unit
can’t seek. May be a device or a pipe.

/* 107 */ ”off beginning of record”
The format specified a left tab beyond the
beginning of an internal input record.

/* 108 */ ”can’t stat file”
The system can’t return status information
about the file. Perhaps the directory is
unreadable.

/* 109 */ ™no * after repeat count”
Repeat counts in list-directed I/0 must be
followed by an * with no blank spaces.
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/* 110 */ 7off end of record”
A formatted write tried to go beyond the
logical end-of-record. An unformatted read
or write will also cause this.

/* 111 */ “truncation failed”
The truncation of an external sequential file on
’close’, "backspace’, ’rewind’ or ’endfile’ failed.

/* 112 */ ”incomprehensible list input”
List input has to be just right.

/* 113 */ ”out of free space”
The library dynamically creates buffers for
internal use. You ran out of memory for this.
Your program is too big!

/* 114 */ ”unit not connected”
The logical unit was not open.

/* 115 */ ”read unexpected character”
Certain format conversions can’t tolerate
non-numeric data. Logical data must be
TorF.

/* 116 */ ”blank logical input field”

/* 117 */ "’new’ file exists”
You tried to open an existing file with
“status="new"”.

/* 118 */ ”can’t find ’old’ file”
You tried to open a non-existent file
with "status=’"o0ld"”.

/* 119 */  ”unknown system error”
: Shouldn’t happen, but .....

/* 120 */ ”requires seek ability”
Direct access requires seek ability.
Sequential unformatted I/O requires seek
ability on the file due to the special
data structure required. Tabbing left
also requires seek ability.

/* 121 */ ”illegal argument”
Certain arguments to ’open’, etc. will be
checked for legitimacy. Often only non-
default forms are looked for.
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/* 122 */ ”negative repeat count”
The repeat count for list directed input
must be a positive integer.

/* 123 */ “illegal operation for unit”
An operation was requested for a device
associated with the logical unit which
was not possible. This error is returned
by the tape I/O routines if attempting to
read past end-of-tape, etc.
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Appendix B

Exceptions to the ANSI Standard

A few exceptions to the ANSI standard remain.
1) Vertical format control

The “+” carriage control specifier is not implemented. It would be difficult to imple-
ment it correctly and still provide UNIX-like file I/O.

Furthermore, the carriage control implementation is asymmetrical. A file written with
carriage control interpretation can not be read again with the same characters in column 1.

An alternative to interpreting carriage control internally is to run the output file through
a “FORTRAN output filter” before printing. This filter could recognize a much broader range
of carriage control and include terminal dependent processing.

2) Default files

Files created by default use of rewind or endfile statements are opened for sequen-
tial formatted access. There is no way to redefine such a file to allow direct or unformat-
ted access.

3) Lower case strings

It is not clear if the ANSI standard requires internally generated strings to be upper case
or not. As currently written, the inquire statement will return lower case strings for any
alphanumeric data.

4) Exponent representation on Ew.dEe output

If the field width for the exponent is too small, the standard allows dropping the
exponent character but only if the exponent is > 99. This system does not enforce that restric-
tion. Further, the standard implies that the entire field, ‘w’, should be filled with asterisks if
the exponent can not be displayed. This system fills only the exponent field in the above case
since that is more diagnostic.
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A Portable Fortran 77 Compiler

S. 1. Feldman
P. J. Weinberger

Bell Laboratories
Murray Hill, New Jersey 07974

1. INTRODUCTION

The Fortran language has been revised. The new language, known as Fortran 77, became an
official American National Standard [1] on April 3, 1978. Fortran 77 supplants 1966 Standard
Fortran [2]. We report here on a compiler and run-time system for the new extended language.
The compiler and computation library were written by S.LF., the 1/0 system by PJW. We
believe ours to be the first complete Fortran 77 system to be implemented. This compiler is
designed to be portable to a number of different machines, to be correct and complete, and to
generate code compatible with calling sequences produced by compilers for the C language [3].
In particular, it is in use on UNIX systems. Two families of C compilers are in use at Bell
Laboratories, those based on D. M. Ritchie’s PDP-11 compiler [4] and those based on S. C.
Johnson’s portable C compiler [5]. This Fortran compiler can drive the second passes of either
family. In this paper, we describe the language compiled, interfaces between procedures, and
file formats assumed by the 1/0 system. We will describe implementation details in companion

papers.

1.1. Usage

At present, versions of the compiler run on and compile for the PDP-11, the VAX-11/780,
and the Interdata 8/32 UNIX systems. The command to run the compiler is

£f77 flags file . ..

£77 is a general-purpose command for compiling and loading Fortran and Fortran-related
files. EFL [6] and Ratfor [7] source files will be preprocessed before being presented to
the Fortran compiler. C and assembler source files will be compiled by the appropriate
programs. Object files will be loaded. (The £77 and cc commands cause slightly different
loading sequences to be generated, since Fortran programs need a few extra libraries and a
different startup routine than do C programs.) The following file name suffixes are under-
stood:

£ Fortran source file

F Fortran source file

. EFL source file

.r Ratfor source file

. C source file

.8 Assembler source file
.0 Object file

Arguments whose names end with .f are taken to be Fortran 77 source programs; they are
compiled, and each object program is left on the file in the current directory whose name
is that of the source with .o substituted for .f.

Arguments whose names end with .F are also taken to be Fortran 77 source programs;
these are first processed by the C preprocessor before being compiled by 77.
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l.z.

Arguments whose names end with .r or .e are taken to be Ratfor or EFL source programs,
respectively, these are first transformed by the appropriate preprocessor, then compiled by
£77.

In the same way, arguments whose names end with .c or .s are taken to be C or assembly
source programs and are compiled or assembled, producing a .o file.

The following flags are understood:

- Compile but do not load. Output for x.f, x.F, x.e, x.r, X.¢, or X.8 is put
on file x.0.

-g Have the compiler produce additional symbol table information for
dbx(1). This only applies on the Vax UNIX system. Do not use with —O.

-2 On machines which support short integers, make the default integer con-

stants and variables short (see section 2.14). (—i4 is the standard value
of this option). All logical quantities will be short.

—m Apply the M4 macro preprocessor to each EFL or Ratfor source file before
using the appropriate compiler.

-0 file Put executable module on file file. (Default is a.out).

—onetrip Compile code that performs every do loop at least once (see section 2.12).

-p Generate code to produce usage profiles.

—pg Generate code in the manner of —p, but invoke a run-time recording
mechanism that keeps more extensive statistics.

-w Suppress all warning messages.

-w66 Suppress warnings about Fortran 66 features used.

-u Make the default type of a variable undefined (see section 2.3).

-C Compile code that checks that subscripts are within array bounds.

—Dname=def

~Dname Define the name to the C preprocessor, as if by ‘#define’. If no definition
is given, the name is defined as "1". (.F files only).

~Estr Use the string szr as an EFL option in processing .e files.

-F Ratfor and and EFL source programs are pre-processed into Fortran files,
but those files are not compiled or removed.

~Idir ‘#include’ files whose names do not begin with ¢/’ are always sought first

in the directory of the file argument, then in directories named in —I
options, then in directories on a standard list. (.F files only).

-0 Invoke the object code optimizer. Do not use with —g.

~Rsir Use the string str as a Ratfor option in processing .r files.

-U Do not convert upper case letters to lower case. The default is to convert
Fortran programs to lower case except within character string constants.

-8 Generate assembler output for each source file, but do not assemble it.
Assembler output for a source file x.f, x.F, x.e, x.r, or x.c is put on file
x.'-

Other flags, all library names (arguments beginning —1), and any names not ending with
one of the understood suffixes are passed to the loader.

Documentation Conventions
In running text, we write Fortran keywords and other literal

i v

C
Examples will be presented in lightface lower case. Names representing a class of values
will be printed in italics.

trings in boldface lower case.
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Implementation Strategy

The compiler and library are written entirely in C. The compiler generates C compiler
intermediate code. Since there are C compilers running on a variety of machines, rela-
tively small changes will make this Fortran compiler generate code for any of them.
Furthermore, this approach guarantees that the resulting programs are compatible with C
usage. The runtime computational library is complete. The runtime /0 library makes
use of D. M. Ritchie’s Standard C 1/0 package [8] for transferring data. With the few
exceptions described below, only documented calls are used, so it should be relatively
easy to modify to run on other operating systems.

2. LANGUAGE EXTENSIONS

Fortran 77 includes almost all of Fortran 66 as a subset. We describe the differences briefly in
Appendix A. The most important additions are a character string data type, file-oriented
input/output statements, and random access 1/0. Also, the language has been cleaned up con-
siderably.

In addition to implementing the language specified in the new Standard, our compiler imple-
ments a few extensions described in this section. Most are useful additions to the language.
The remainder are extensions to make it easier to communicate with C procedures or to permit
compilation of old (1966 Standard) programs.

2.1.

2.2.

Double Complex Data Type

The new type double complex is defined. Each datum is represented by & pair of double
precision real variables. A double complex version of every complex built-in function is
provided. The specific function names begin with z instead of ¢.

Internal Files

The Fortran 77 standard introduces ‘‘internal files” (memory arrays), but restricts their
use to formatted sequential 1/0 statements. Our 1/0 system also permits internal files to
be used in formatted direct reads and writes.

2.3. Implicit Undefined Statement

Fortran 66 has a fixed rule that the type of a variable that does not appear in a type state-
ment is Integer if its first letter is i, J, k, 1, m or n, and real otherwise. Fortran 77 has an
implicit statement for overriding this rule. As an aid to good programming practice, we
permit an additional type, undefined. The statement

implicit undefined (a-z)

turns off the automatic data typing mechanism, and the compiler will issue a diagnostic
for each variable that is used but does not appear in a type statement. Specifying the —u
compiler flag is equivalent to beginning each procedure with this statement.

2.4. Recursion

Procedures may call themselves, directly or through a chain of other procedures.

2.5. Automatic Storage

Two new keywords are recognized, static and automatic. These keywords may appear as
“types” in type statements and in implicit statements. Local variables are static by
default; there is exactly one copy of the datum, and its value is retained between calls.
There is one copy of each variable declared automatic for each invocation of the pro-
cedure. Automatic variables may not appear in equivalence, data, or save statements.
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2.6. Source Input Format

The Standard expects input to the compiler to be in 72-column format: except in com-
ment lines, the first five characters are the statement number, the next is the continuation
character, and the next 66 are the body of the line. (If there are fewer than 72 characters
on a line, the compiler pads it with blanks; characters after the seventy-second are
ignored.)

In order to make it easier to type Fortran programs, our compiler also accepts input in
variable length lines. An ampersand ‘“‘&’ in the first position of a line indicates a con-
tinuation line; the remaining characters form the body of the line. A tab character in one
of the first six positions of a line signals the end of the statement number and continua-
tion part of the line; the remaining characters form the body of the line. A tab elsewhere
on the line is treated as another kind of blank by the compiler.

In the Standard, there are only 26 letters — Fortran is a one-case language. Consistent
with ordinary UNIX system usage, our compiler expects lower case input. By default, the
compiler converts all upper case characters to lower case except those inside character
constants. However, if the —U compiler flag is specified, upper case letters are not
transformed. In this mode, it is possible to specify external names with upper case letters
in them, and to have distinct variables differing only in case. Regardless of the setting of
the flag, keywords will only be recognized in lower case.

2.7. Include Statement

The statement
include 'stuff’

is replaced by the contents of the file stuff; include statements may be nested to a reason-
able depth, currently ten.

2.8. Binary Initialization Constants

2.9.

A variable may be initialized in a data statement by a binary constant, denoted by a letter
followed by a quoted string. If the letter is b, the string is binary, and only zeroes and
ones are permitted. If the letter is o, the string is octal, with digits 0—7. If the letter is z
or x, the string is hexadecimal, with digits 09, a~f. Thus, the statements

integer a(3)
data a / b'1010', 0’12, 2'a’ /
initialize all three elements of a to ten.

Character Strings
For compatibility with C usage, the following backslash escapes are recognized:
\n newline
\t tab
\b  backspace
\f form feed
\0 null

\'  apostrophe (does not terminate a string)
\"  quotation mark (does not terminate a string)

W\

\x x, where xis any other character
Fortran 77 only has one quoting character, the apostrophe. Our compiler and I/0 system

2 68 F 99 Amsrbala ~ a 6 W ” I’l‘ . mesmm loamionm o
recognize both the apostrophe and the double-quote a string begins with

one variety of quote mark, the other may be embedded w1th1n it without using the
repeated quote or backslash escapes.
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Each character string constant appearing outside a data statement is followed by a null
character to ease communication with C routines.

2.10. Hollerith

Fortran 77 does not have the old Hollerith ‘“‘ah’ notation, though the new Standard
recommends implementing the old Hollerith feature in order to improve compatibility
with old programs. In our compiler, Hollerith data may be used in place of character
string constants, and may also be used to initialize non-character variables in data state-
ments.

2.11. Equivalence Statements

As a very special and peculiar case, Fortran 66 permits an element of a multiply-
dimensioned array to be represented by a singly-subscripted reference in equivalence
statements. Fortran 77 does not permit this usage, since subscript lower bounds may now
be different from 1. Our compiler permits single subscripts in equivalence statements,
under the interpretation that all missing subscripts are equal to 1. A warning message is
printed for each such incomplete subscript.

2.12. One-Trip DO Loops

The Fortran 77 Standard requires that the range of a do loop not be performed if the ini-
tial value is already past the limit value, as in

do10i=2,1

The 1966 Standard stated that the effect of such a statement was undefined, but it was
common practice that the range of a do loop would be performed at least once. In order
to accommodate old programs, though they were in violation of the 1966 Standard, the
—onetrip compiler flag causes non-standard loops to be generated.

2.13. Commas in Formatted Input

The 170 system attempts to be more lenient than the Standard when it seems worthwhile.
When doing a formatted read of non-character variables, commas may be used as value
separators in the input record, overriding the field lengths given in the format statement.
Thus, the format

(i10, £20.10, i4)
will read the record

-345,.05¢-3,12
correctly.

2.14. Short Integers

On machines that support halfword integers, the compiler accepts declarations of type
integers2. (Ordinary integers follow the Fortran rules about occupying the same space as
a REAL variable; they are assumed to be of C type long int; halfword integers are of C
type short int.) An expression involving only objects of type imtegers2 is of that type.
Generic functions return short or long integers depending on the actual types of their
arguments. If a procedure is compiled using the —12 flag, all small integer constants will
be of type integers2. If the precision of an integer-valued intrinsic function is not deter-
mined by the generic function rules, one will be chosen that returns the prevailing length
(integers2 when the —12 command flag is in effect). When the —i2 option is in effect, all
quantities of type logical will be short. Note that these short integer and logical quantities
do not obey the standard rules for storage association.
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2.15. Additional Intrinsic Functions

This compiler supports all of the intrinsic functions specified in the Fortran 77 Standard.
In addition, there are functions for performing bitwise Boolean operations (or, and, xor,
and not) and for accessing the UNIX command arguments (getarg and fargc) and environ-
ment (getenv).

3. VIOLATIONS OF THE STANDARD
We know only a few ways in which our Fortran system violates the new standard:

3'1.

3.2.

3.3.

3.4.

Double Precision Alignment

The Fortran Standards (both 1966 and 1977) permit common or equivalence statements
to force a double precision quantity onto an odd word boundary, as in the following exam-
ple:

real a(4)
double precision b,c

equivalence (a(1),b), (a(4),c)

Some machines (e.g., Honeywell 6000, IBM 360) require that double precision quantities
be on double word boundaries; other machines (e.g., IBM 370), run inefficiently if this
alignment rule is not observed. It is possible to tell which equivalenced and common
variables suffer from a forced odd alignment, but every double precision argument would
have to be assumed on a bad boundary. To load such a quantity on some machines, it
would be necessary to use separate operations to move the upper and lower halves into
the halves of an aligned temporary, then to load that double precision temporary; the
reverse would be needed to store a result. We have chosen to require that all double pre-
cision real and complex quantities fall on even word boundaries on machines with
corresponding hardware requirements, and to issue a diagnostic if the source code
demands a violation of the rule.

Dummy Procedure Arguments

If any argument of a procedure is of type character, all dummy procedure arguments of
that procedure must be declared in an external statement. This requirement arises as a
subtle corollary of the way we represent character string arguments and of the one-pass
nature of the compiler. A warning is printed if a dummy procedure is not declared exter-
nal. Code is correct if there are no character arguments.

T and TL Formats

The implementation of the ¢ (absolute tab) and tl (leftward tab) format codes is defective.
These codes allow rereading or rewriting part of the record which has already been pro-
cessed (section 6.3.2 in Appendix A). The implementation uses seeks, so if the unit is
not one which allows seeks, such as a terminal, the program is in error. A benefit of the
implementation chosen is that there is no upper limit on the length of a record, nor is it
necessary to predeclare any record lengths except where specifically required by Fortran or
the operating system.

Carriage Control

The Standard leaves as implementation dependent which logical unit(s) are treated as
“printer’’ files. In this implementation there is no printer file and thus no carriage control
is recognized on formatted output, except by special arrangement [9].
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3.5. Assigned Goto

The optional list associated with an assigned goto statement is not checked against the
actual assigned value during execution.

4. INTER-PROCEDURE INTERFACE

To be able to write C procedures that call or are called by Fortran procedures, it is necessary to
know the conventions for procedure names, data representation, return values, and argument
lists that the compiled code obeys.

4.1. Procedure Names

On UNIX systems, the name of a common block or a Fortran procedure has an underscore
appended to it by the compiler to distinguish it from a C procedure or external variable
with the same user-assigned name. Fortran library procedure names have embedded
underscores to avoid clashes with user-assigned subroutine names.

4.2. Data Representations
The following is a table of corresponding Fortran and C declarations:

Fortran C
integers2 x short int x;
integer x long int x;
logical x long int x;
real x float x;
double precision x  double x;
complex x struct { float 1, i; } x;
double complex x  struct { double dr, di; } x;
characters6 x char x[6];
(By the rules of Fortran, integer, logical, and real data occupy the same amount of

memory.)

4.3. Return Values

A function of type integer, logical, real, or double precision declared as a C function
returns the corresponding type. A complex or double complex function is equivalent to a
C routine with an additional initial argument that points to the place where the return
value is to be stored. Thus,

complex function f( . ..)
is equivalent to

f_(temp, ...)
struct { float r, i; } stemp;

A character-valued function is equivalent to a C routine with two extra initial arguments:
a data address and a length. Thus,

character=15 function g( . ..)
is equivalent to

g_(result, length, . . .)
char result[ ];
iong int length;

and could be invoked in C by
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char chars(15];
g_(chars, 15L, . ..);

Subroutines are invoked as if they were integer-valued functions whose value specifies
which alternate return to use. Alternate return arguments (statement labels) are not
passed to the function, but are used to do an indexed branch in the calling procedure. (If
the subroutine has no entry points with alternate return arguments, the returned value is
undefined.) The statement

call nret(s1, 2, #3)
is treated exactly as if it were the computed goto
goto (1, 2, 3), nret()

4.4. Argument Lists

All Fortran arguments are passed by address. In addition, for every argument that is of
type character or that is a dummy procedure, an argument giving the length of the value
is passed. (The string lengths are long int quantities passed by value.) The order of argu-
ments is then:

Extra arguments for complex and character functions
Address for each datum or function
A long int for each character or procedure argument

Thus, the call in

external f
characters7 s
integer b(3)

call sam (f, b(2), s)
is equivalent to that in

int £();

char s(7];

long int b[3];

sam_(f, &b[1], s, OL, 7L);

Note that the first element of a C array always has subscript zero, but Fortran arrays begin
at 1 by default. Fortran arrays are stored in column-major order, C arrays are stored in
row-major order.

S. FILE FORMATS

5.1. Structure of Fortran Files

Fortran requires four kinds of external files: sequential formatted and unformatted, and
direct formatted and unformatted. On UNIX systems, these are all implemented as ordi-
nary files which are assumed to have the proper internal structure.

Fortran 1/0 is based on records. When a direct file is opened in a Fortran program, the
record length of the records must be given, and this is used by the Fortran I/0 system to
make the file look as if it is made up of records of the given length. In the special case
that the record length is given as 1, the files are not considered to be divided into records,

but are treated as byte-addressable byte strings; that is, as ordinary UNIX file system files.
(A read or write request on such a file keeps consuming bytes until satisfied, rather than
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being restricted to a single record.)

The peculiar requirements on sequential unformatted files make it unlikely that they will
ever be read or written by any means except Fortran 1/0 statements. Each record is pre-
ceded and followed by an integer containing the record’s length in bytes.

The Fortran 1/0 system breaks sequential formatted files into records while reading by
using each newline as a record separator. The result of reading off the end of a record is
undefined according to the Standard. The 1/0 system is permissive and treats the record
as being extended by blanks. On output, the I/0 system will write a newline at the end of
each record. It is also possible for programs to write newlines for themselves. This is an
error, but the only effect will be that the single record the user thought he wrote will be
treated as more than one record when being read or backspaced over.

5.2. Portability Considerations

The Fortran 1/0 system uses only the facilities of the standard C 1/0 library, a widely
available and fairly portable package, with the following two nonstandard features: the 1/0
system needs to know whether a file can be used for direct 1/0, and whether or not it is
possible to backspace. Both of these facilities are implemented using the fseek routine, so
there is a routine canseek which determines if fseek will have the desired effect. Also,
the inquire statement provides the user with the ability to find out if two files are the
same, and to get the name of an already opened file in a form which would enable the
program to reopen it. Therefore there are two routines which depend on facilities of the
operating system to provide these two services. In any case, the 1/0 system runs on the
PDP-11, VAX-11/780, and Interdata 8/32 UNIX systems.

5.3, Pre-Connected Files and File Positions

Units 5, 6, and 0 are preconnected when the program starts. Unit § is connected to the
standard input, unit 6 is connected to the standard output, and unit 0 is connected to the
standard error unit. All are connected for sequential formatted 1/0.

All the other units are also preconnected when execution begins. Unit » is connected to
a file named fort.n. These files need not exist, nor will they be created unless their units
are used without first executing an open. The default connection is for sequential format-
ted 1/0.

The Standard does not specify where a flle which has been explicitly opened for sequential
170 is initially positioned. The 1/0 system will position the file at the beginning. There-
fore a write will destroy any data already in the file, but a read will work reasonably. To
position a file to its end, use a ‘read’ loop, or the system dependent ‘fseek’ function. The
preconnected units 0, 5, and 6 are positioned as they come from the program’s parent
process.
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APPENDIX A: Differences Between Fortran 66 and Fortran 77

The following is a very brief description of the differences between the 1966 [2] and the 1977
(1] Standard languages. We assume that the reader is familiar with Fortran 66. We do not pre-
tend to be complete, precise, or unbiased, but plan to describe what we feel are the most
important aspects of the new language. The best current information on the 1977 Standard is
in publications of the X3J3 Subcommittee of the American National Standards Institute, and the
ANSI X3.9-1978 document, the official description of the language. The Standard is written in
English rather than a meta-language, but it is forbidding and legalistic. A number of tutorials
and textbooks are available (see Appendix B).

1. Festures Deleted from Fortran 66

1.1. Hollerith

All notions of ‘“‘Hollerith” (nh) as data have been officially removed, although our com-
piler, like almost all in the foreseeable future, will continue to support this archaism.

1.2. Extended Range

In Fortran 66, under a set of very restrictive and rarely-understood conditions, it is per-
missible to jump out of the range of a do loop, then jump back into it. Extended range
has been removed in the Fortran 77 language. The restrictions are so special, and the
implementation of extended range is so unreliable in many compilers, that this change
really counts as no loss.

2. Program Form

2.1. Blank Lines
Completely blank lines are now legal comment lines.

2.2. Program and Block Data Statements

A main program may now begin with a statement that gives that program an external
name:

program work
Block data procedures may also have names.
block data stuff

There is now a rule that only one unnamed block data procedure may appear in a pro-
gram. (This rule is not enforced by our system.) The Standard does not specify the effect
of the program and block data names, but they are clearly intended to aid conventional
loaders.

2.3. ENTRY Statement

Multiple entry points are now legal. Subroutine and function subprograms may have addi-
tional entry points, declared by an entry statement with an optional argument list.

entry extra(a, b, ¢)

Execution begins at the first statement following the entry line. All variable declarations
must precede all executable statements in the procedure. If the procedure begins with a
subroutine statement, all entry points are subroutine names. If it begins with a function
statement, each entry is a function entry point, with type determined by the type declared
for the entry name. If any entry is a character-valued function, then all entries must be.
In a function, an entry name of the same type as that where control entered must be
assigned a value. Arguments do not retain their values beiween calls. (The ancient trick
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of calling one entry point with a large number of arguments to cause the procedure to
‘“‘remember’’ the locations of those arguments, then invoking an entry with just a few
arguments for later calculation, is still illegal. Furthermore, the trick doesn’t work in our
implementation, since arguments are not kept in static storage.)

2.4. DO Loops

do variables and range parameters may now be of integer, real, or double precision types.
(The use of floating point do variables is very dangerous because of the possibility of
unexpected roundoff, and we strongly recommend against their use.) The action of the do
statement is now defined for all values of the do parameters. The statement

do10i=1 ud

performs max(0, |(u~/+d)/d ]) iterations. The do variable has a predictable value when
exiting a loop: the value at the time a goto or return terminates the loop; otherwise the
value that failed the limit test.

2.5. Alternate Returns
In a subroutine or subroutine entry statement, some of the arguments may be noted by
an asterisk, as in
subroutine s(a, ¢, b, )

The meaning of the ‘“‘alternate returns’’ is described in section 5.2 of Appendix A.
3. Declarations

3.1. CHARACTER Data Type

One of the biggest improvements to the language is the addition of a character-string data
type. Local and common character variables must have a length denoted by a constant
expression:

character+17 a, b(3,4)
character»(6+3) ¢

If the length is omitted entirely, it is assumed equal to 1. A character string argument
may have a constant length, or the length may be declared to be the same as that of the
corresponding actual argument at run time by a statement like

characters(e) a

(There is an intrinsic function len that returns the actual length of a character string.)
Character arrays and common blocks containing character variables must be packed: in an
array of character variables, the first character of one element must follow the last charac-
ter of the preceding element, without holes.

3.2. IMPLICIT Statement

The traditional implied declaration rules still hold: a variable whose name begins with i, j,
k, 1, m, or m is of type integer; other variables are of type real, unless otherwise declared.
This general rule may be overridden with an implicit statement:

implicit real(a-c,g), complex(w-z), characters(17) (s)

declares that variables whose name begins with an & ,b, ¢, or g are real, those beginning
with w, X, y, or z are assumed complex, and so on. It is still poor practice to depend on
implicit typing, but this statement is an industry standard.
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3.3. PARAMETER Statement
It is now possible to give a constant a symbolic name, as in

parameter (x=17, y=x/3, pi=3.14159d0, s="hello’)

The type of each parameter name is governed by the same implicit and explicit rules as
for a variable. The right side of each equal sign must be a constant expression (an
expression made up of constants, operators, and already defined parameters).

3.4. Array Declarations

Arrays may now have as many as seven dimensions. (Only three were permitted in
1966.) The lower bound of each dimension may be declared to be other than 1 by using a
colon. Furthermore, an adjustable array bound may be an integer expression involving
constants, arguments, and variables in common.

real a(=5:3, 7, m:n), b(n+1:2+n)

The upper bound on the last dimension of an array argument may be denoted by an aster-
isk to indicate that the upper bound is not specified:

integer a(5, ), b(s), c(0:1, —2:9)

3.5. SAVE Statement

A poorly known rule of Fortran 66 is that local variables in a procedure do not necessarily
retain their values between invocations of that procedure. At any instant in the execution
of a program, if a common block is declared neither in the currently executing procedure
nor in any of the procedures in the chain of callers, all of the variables in that common
block also become undefined. (The only exceptions are variables that have been defined
in a data statement and never changed.) These rules permit overlay and stack implemen-
tations for the affected variables. Fortran 77 permits one to specify that certain variables
and common blocks are to retain their values between invocations. The declaration

save a, /b/, ¢

leaves the values of the variables & and ¢ and all of the contents of common block b
unaffected by a return. The simple declaration

save

has this effect on all variables and common blocks in the procedure. A common block
must be saved in every procedure in which it is declared if the desired effect is to occur.

3.6. INTRINSIC Statement

All of the functions specified in the Standard are in a single category, ‘‘intrinsic func-
tions’’, rather than being divided into ‘“‘intrinsic’’ and ‘‘basic external’’ functions. If an
intrinsic function is to be passed to another procedure, it must be declared intrinsic.
Declaring it external (as in Fortran 66) causes a function other than the built-in one to be

passed.
4. Expressions

4.1. Character Constants

Character string constants are marked by strings surrounded by apostrophes. If an apos-
trophe is to be included in a constant, it is repeated:

R
aoe

,ain"t,



‘.2.

‘.3.

‘.‘.

‘05'

‘.6‘
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There are no null (zero-length) character strings in Fortran 77. Our compiler has two
different quotation marks, ‘' ** and *“ " *’. (See section 2.9 in the main text.)

Concatenation

One new operator has been added, character string concatenation, marked by a double
slash ‘‘//”. The result of a concatenation is the string containing the characters of the
left operand followed by the characters of the right operand. The strings

‘ab’' // 'cd’

‘abed’
are equal. The strings being concatenated must be of constant length in all concatenations
that are not the right sides of assignments. (The only concatenation expressions in which

a character string declared adjustable with a ‘“‘¢(+)’’ modifier or a substring denotation
with nonconstant position values may appear are the right sides of assignments.)

Character String Assignment

The left and right sides of a character assignment may not share storage. (The assumed
implementation of character assignment is to copy characters from the right to the left
side.) If the left side is longer than the right, it is padded with blanks. If the left side is
shorter than the right, trailing characters are discarded.

Substrings

It is possible to extract a substring of a character variable or character array element, using
the colon notation:

a(i,j) (m:n)

is the string of (n—m+1) characters beginning at the m™ character of the character array
element a;. Results are undefined unless m<n. Substrings may be used on the left
sides of assignments and as procedure actual arguments.

Exponentiation

It is now permissible to raise real quantities to complex powers, or complex quantities to
real or complex powers. (The principal part of the logarithm is used.) Also, multiple
exponentiation is now defined:

aesbesc is equivalent to a #¢ (besc)

Relaxation of Restrictions

Mixed mode expressions are now permitted. (For instance, it is permissible to combine
integer and complex quantities in an expression.)

Constant expressions are perinitted where a constant is allowed, except in data state-
ments. (A constant expression is made up of explicit constants and parameters and the
Fortran operators, except for exponentiation to a floating-point power.) An adjustable
dimension may now be an integer expression involving constants, arguments, and vari-
ables in B common.

Subscripts may now be general integer expressions; the old cv+c’ rules have been

removed. do loop bounds may be general integer, real, or double precision expressions.
Computed goto expressions and 1/0 unit numbers may be general integer expressions.
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5. Executable Statements

5.1. IF-THEN-ELSE

At last, the if-then-else branching structure has been added to Fortran. It is called a
“Block If”’. A Block If begins with a statement of the form

if (...) then
and ends with an
end if
statement. Two other new statements may appear in a Block If. There may be several
else if (. ..) then
statements, followed by at most one
else

statement. If the logical expression in the Block If statement is true, the statements fol-
lowing it up to the next else if, else, or end if are executed. Otherwise, the next else if
statement in the group is executed. If none of the else if conditions are true, control
passes to the statements following the else statement, if any. (The else block must follow
all else if blocks in a Block If. Of course, there may be Block Ifs embedded inside of
other Block If structures.) A case construct may be rendered:

if (s .eq. 'ab’) then
else if (s .eq. ‘cd’) then
else

end if

5.2. Alternate Returns

Some of the arguments of a subroutine call may be statement labels preceded by an aster-
isk, as in:

call joe(j, #10, m, 2)
A return statement may have an integer expression, such as:
return k

If the entry point has n alternate return (asterisk) arguments and if 1< k< n, the return
is followed by a branch to the corresponding statement label; otherwise the usual return to
the statement following the call is executed.

6. Input/Output

6.1. Format Variables

A format may be the value of a character expression (constant or otherwise), or be stored
in a character array, as in:

write(6, '(i5)) x
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6.2. END=, ERR=, and IOSTAT= Clauses
A read or write statement may contain end=, err=, and lostat= clauses, as in:
write(6, 101, err=20, iostat=a(4))
read(S, 101, err=20, end=230, iostat=x)

Here 5 and 6 are the units on which the 1/0 is done, 101 is the statement number of the
associated format, 20 and 30 are statement numbers, and a and x are integers. If an error
occurs during 1/0, control returns to the program at statement 20. If the end of the file is
reached, control returns to the program at statement 30. In any case, the variable
referred to in the fostat= clause is given a value when the 1/0 statement finishes. (Yes,
the value is assigned to the name on the right side of the equal sign.) This value is zero if
all went well, negative for end of file, and some positive value for errors.

6.3. Formatted 1/0

6.3.1. Character Constants

Character constants in formats are copied literally to the output. It is not allowed to read
into character constants or hollerith fields.

A format may be specified as a character constant within the read or write statement.
write(6,'(i2," isn""t ",i1)") 7, 4
produces
7 isn't 4
In the example above, the format is the character constant
(i2," isn"t ',i1)
and the imbedded character constant
isn't
is copied into the output.

The example could have been written more legibly by taking advantage of the two types
of quote marks.

write(6,'(i2," isn"t *,i1)") 7, 4
However, the double quote is not standard Fortran 77.

6.3.2. Positional Editing Codes
t, tl, tr, and x codes control where the next character is in the record. trn or nx specifies
that the next character is # to the right of the current position. tln specifies that the next
character is n to the left of the current position, allowing parts of the record to be recon-
sidered. tn says that the next character is to be character number » in the record. (See
section 3.3 in the main text.)

6.3.3. Colon

A colon in the format terminates the 1/0 operation if there are no more data items in the
1/0 list, otherwise it has no effect. In the fragment

x='("hello", :, " there", i4)’

write(6, x) 12

ememita fL o

AY
WIIG\ U, &)

the first write statement prints
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hello there 12
while the second only prints
hello

6.3.4. Optional Plus Signs

According to the Standard, each implementation has the option of putting plus signs in
front of non-negative numeric output. The sp format code may be used to make the
optional plus signs actually appear for all subsequent items while the format is active. The
ss format code guarantees that the I/0 system will not insert the optional plus signs, and
the s format code restores the default behavior of the 1/0 system. (Since we never put
out optional plus signs, ss and s codes have the same effect in our implementation.)

6.3.5. Blanks on Input

Blanks in numeric input fields, other than leading blanks, will be ignored following a bn
code in a format statement, and will be treated as zeros following a bz code in a format
statement. The default for a unit may be changed by using the open statement. (Blanks
are ignored by default.)

6.3.6. Unrepresentable Values

The Standard requires that if a numeric item cannot be represented in the form required
by a format code, the output field must be filled with asterisks. (We think this should
have been an option.)

6.3.7. Iw.m

There is a new integer output code, iw.m. It is the same as iw, except that there will be at
least m digits in the output field, including, if necessary, leading zeros. The case iw.0 is
special, in that if the value being printed is 0, the output field is entirely blank. iw.1 is
the same as iw.

6.3.8. Floating Point

On input, exponents may start with the letter E, D, e, or d. All have the same meaning.
On output we always use e or d. The e and d format codes also have identical meanings.
A leading zero before the decimal point in e output without a scale factor is optional with
the implementation. There is a gw.d format code which is the same as ew.d and fw.d on
input, but which chooses f or e formats for output depending on the size of the number
and of d.

6.3.9. “A” Format Code

The a code is used for character data. aw uses a field width of w, while a plain a uses the
length of the internal character item.

6.4. Standard Units
There are default formatted input and output units. The statement

read 10,8, b

reads from the standard unit using format statement 10. The default unit may be expli-
citly specified by an asterisk, as in

read(s, 10) a,b
Similarly, the standard output unit is specified by a print statement or an asterisk unit:
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print 10
write (s, 10)

List-Directed Formatting
List-directed 1/0 is a kind of free form input for sequential /0. It is invoked by using an
asterisk as the format identifier, as in

read(6, =) a,b,c

On input, values are separated by strings of blanks and possibly a comma. Values, except
for character strings, cannot contain blanks. End of record counts as a blank, except in
character strings, where it is ignored. Complex constants are given as two real constants
separated by a comma and enclosed in parentheses. A null input field, such as between
two consecutive commas, means the corresponding variable in the 1/0 list is not changed.
Values may be preceded by repetition counts, as in

4s(3.,2.) 29, 4¢'hello’
which stands for 4 complex constants, 2 nuil values, and 4 string constants.

For output, suitable formats are chosen for each item. The values of character strings are
printed; they are not enclosed in quotes, so they cannot be read back using list-directed
input.

Direct 1/0

A file connected for direct access consists of a set of equal-sized records each of which is
uniquely identified by a positive integer. The records may be written or read in any order,
using direct access I/0 statements.

Direct access read and write statements have an extra argument, rec=, which gives the
record number to be read or written.

read(2, rec=13, err=20) (a(i), i=1, 203)

reads the thirteenth record into the array a.

The size of the records must be given by an open statement (see below). Direct access
files may be connected for either formatted or unformatted 1/0.

6.7. Internal Files

Internal files are character string objects, such as variables or substrings, or arrays of type
character. In the former cases there is only a single record in the file; in the latter case
each array element is a record. The Standard includes only sequential formatted I/0 on
internal files. (1/0 is not a very precise term to use here, but internal files are dealt with
using read and write.) There is no list-directed 1/0 on internal files. Internal files are
used by giving the name of the character object in place of the unit number, as in

character=80 x
read(5,'(a)") x
read(x,'(i3,i4)") n1,n2

which reads a character string into x and then reads two integers from the front of it. A
sequential read or write always starts at the beginning of an internal file.

We also support a compatible extension, direct I/0 on internal files. This is like direct I/0
on external files, except that the number of records in the file cannot be changed. In this
case a record is a single element of an array of character strings.
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6.8. OPEN, CLOSE, and INQUIRE Statements

These statements are used to connect and disconnect units and files, and to gather infor-
mation about units and files.

6.8.1. OPEN

The open statement is used to connect a file with a unit, or to alter some properties of the
connection. The following is a minimal example.

open(1, file="fort.junk’)
open takes a variety of arguments with meanings described below.

unit= a small non-negative integer which is the unit to which the file is to be connected.
We allow, at the time of this writing, 0 through 19. If this parameter is the first one
in the open statement, the unit= can be omitted.

fostat== is the same as in read or write.
err= is the same as in read or write.

file= a character expression, which when stripped of trailing blanks, is the name of the
file to be connected to the unit. The filename should not be given if the
status ='scratch’.

status= one of ‘old’, 'mew’, 'scratch’, or 'unkmown’. If this parameter is not given,
‘unknown’ is assumed. The meaning of 'unknown’ is processor dependent; our sys-
tem will create the file if it doesn’t exist. If 'scratch’ is given, a temporary file will
be created. Temporary files are destroyed at the end of execution. If ‘new’ is given,
the file must not exist. It will be created for both reading and writing. If ‘old’ is
given, it is an error for the file not to exist.

access= 'sequential’ or 'direct’, depending on whether the file is to be opened for
sequential or direct 1/0.

form= 'formatted’ or 'unformatted’. On UNIX systems form='print' implies 'formatted’
with vertical format control.

recl= a positive integer specifying the record length of the direct access file being opened.
We measure all record lengths in bytes. On UNIX systems a record length of 1 has
the special meaning explained in section 5.1 of the text.

blank = ‘null’ or 'zero’. This parameter has meaning only for formatted 1/0. The default
value is ‘null’. ’zero’ means that blanks, other than leading blanks, in numeric input
fields are to be treated as zeros.

Opening a new file on a unit which is already connected has the effect of first closing the

old file.

6.8.2. CLOSE

close severs the connection between a unit and a file. The unit number must be given.
The optional parameters are iostat= and err= with their usual meanings, and status=
either 'keep’ or 'delete’. For scratch files the default is 'delete’; otherwise 'keep’ is the
default. 'delete’ means the file will be removed. A simple example is

close(3, err=17)

6.8.3. INQUIRE
The inquire statement gives information about a unit (‘‘inquire by unit”’) or a file

99 M .
(“inquire by file’’). Simple examples are:
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inquire (unit=3, namexx)
inquire (file="junk’, number=n, exist=1)

file= a character variable specifies the file the inquire is about. Trailing blanks in the file
name are ignored.

unit= an integer variable specifies the unit the inquire is about. Exactly one of file= or
unit= must be used.

fostat= err= are as before.

exist= a logical variable. The logical variable is set to .true. if the file or unit exists and
is set to .false. otherwise.

opened = a logical variable. The logical variable is set to .true. if the file is connected to
a unit or if the unit is connected to a file, and it is set to .false. otherwise.

number= an integer variable to which is assigned the number of the unit connected to
the file, if any.

named= a logical variable to which is assigned .true. if the file has a name, or .false.
otherwise.

name™ a character variable to which is assigned the name of the file (inquire by file) or
the name of the file connected to the unit (inquire by unit). The name will be the
full name of the file.

access= g character variable to which will be assigned the value ‘sequential’ if the con-
nection is for sequential 1/0, 'direct’ if the connection is for direct 170. The value
becomes undefined if there is no connection.

sequential = a character variable to which is assigned the value ‘yes’ if the file could be
connected for sequential 1/0, 'mo’ if the file could not be connected for sequential
1/0, and ‘'unknown' if we can’t tell.

direct= a character variable to which is assigned the value 'yes’ if the file could be con-
nected for direct 170, 'm0’ if the file could not be connected for direct 170, and 'unk-
nown'’ if we can’t tell.

form=s a character variable to which is assigned the value unformatted’ if the file is con-
nected for unformatted 1/0, ‘formatted’ if the file is connected for formatted 1/0, or
'print’ for formatted 170 with vertical format control.

formatted = a character variable to which is assigned the value 'yes’ if the file could be
connected for formatted 1/0, 'mo’ if the file could not be connected for formatted
1/0, and 'unknown’ if we can’t tell.

unformatted= a character variable to which is assigned the value 'yes’ if the file could be
connected for unformatted 1/0, 'mo’ if the file could not be connected for unformat-
ted 170, and ‘'unknown’ if we can’t tell.

recl= an integer variable to which is assigned the record length of the records in the file
if the file is connected for direct access.

nextrec® an integer variable to which is assigned one more than the number of the the
last record read from a file connected for direct access.

blank = a character variable to which is assigned the value ‘null’ if null blank control is in
effect for the file connected for formatted 1/0, ‘zero’ if blanks are being converted to
zeros and the file is connected for formatted 1/0.

The gentle reader will remember that the people who wrote the Standard probably weren’t
thinking of his needs. Here is an example. The declarations are omitted.

open(1, file='/dev/console’)
On a UNIX system this statement opens the console for formatted sequential /0. An
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inquire statement for either unit 1 or file "/dev/console” would reveal that the file exists,
is connected to unit 1, has a name, namely "/dev/console”, is opened for sequential 1/0,
could be connected for sequential 1/0, could not be connected for direct 170 (can’t seek),
is connected for formatted 1/0, could be connected for formatted 1/0, could not be con-
nected for unformatted 1/0 (can’t seek), has neither a record length nor a next record
number, and is ignoring blanks in numeric fields.

In the FORTRAN environment, the only way to discover what permissions you have for a
file is to open it and try to read and write it. The err= parameter will return system error
numbers. The inquire statement does not give a way of determining permissions.

For further discussion of the UNIX Fortran I/0 system see ‘‘Introduction to the f77 1/0
Library’’ [9].
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RATFOR — A Preprocessor for a Rational Fortran

Brian W. Kernighan

Bell Laboratories
Murray Hill, New Jersey 07974

1. INTRODUCTION

Most programmers will agree that Fortran
is an unpleasant language to program in, yet
there are many occasions when they are forced
to use it. For example, Fortran is often the only
language thoroughly supported on the local com-
puter. Indeed, it is the closest thing to a univer-
sal programming language currently available:
with care it is possible to write large, truly port-
able Fortran programs[1]. Finally, Fortran is
often the most “efficient” language available,
particularly for programs requiring much compu-
tation.

But Fortran is unpleasant. Perhaps the
worst deficiency is in the control flow statements
— conditional branches and loops — which
express the logic of the program. The condi-
tional statements in Fortran are primitive. The
Arithmetic IF forces the user into at least two
statement numbers and two (implied) GOTO’s; it
leads to unintelligible code, and is eschewed by
good programmers. The Logical IF is better, in
that the test part can be stated clearly, but
hopelessly restrictive because the statement that
follows the IF can only be one Fortran statement
(with some further restrictions!). And of course
there can be no ELSE part to a Fortran IF: there
is no way to specify an alternative action if the
IF is not satisfied.

The Fortran DO restricts the user to going
forward in an arithmetic progression. It is fine
for “1 to N in steps of 1 (or 2 or ...)”, but there
is no direct way to go backwards, or even (in
ANSI Fortran[2]) to go from 1 to N-1. And of
course the DO is useless if one’s problem doesn’t
map into an arithmetic progression.

The result of these failings is that Fortran
programs must be written with numerous labels
and branches. The resulting code is particularly
difficult to read and understand, and thus hard
to debug and modify.

When one is faced with an unpleasant
language, a useful technique is to define a new
language that overcomes the deficiencies, and to
translate it into the unpleasant one with a
preprocessor. This is the approach taken with
Ratfor. (The preprocessor idea is of course not
new, and preprocessors for Fortran are especially
popular today. A recent listing [3] of preproces-
sors shows more than 50, of which at least half a
dozen are widely available.)

2. LANGUAGE DESCRIPTION

Design

Ratfor attempts to retain the merits of
Fortran (universality, portability, efficiency)
while hiding the worst Fortran inadequacies.
The language is Fortran except for two aspects.
First, since control flow is central to any pro-
gram, regardless of the specific application, the
primary task of Ratfor is to conceal this part of
Fortran from the user, by providing decent con-
trol flow structures. These structures are
sufficient and comfortable for structured pro-
gramming in the narrow sense of programming
without GOTO’s. Second, since the preprocessor
must examine an entire program to translate the
control structure, it is possible at the same time
to clean up many of the “cosmetic” deficiencies
of Fortran, and thus provide a language which is
easier and more pleasant to read and write.

Beyond these two aspects — control flow
and cosmetics — Ratfor does nothing about the
host of other weaknesses of Fortran. Although it
would be straightforward to extend it to provide
character strings, for example, they are not
needed by everyone, and of course the prepro-
cessor would be harder to implement.
Throughout, the design principle which has
determined what should be in Ratfor and what
should not has been Ratfor doesn’t know any
Fortran. Any language feature which would

This paper is a revised and expanded version of one published in Software—Practice and Experience, Oc-
tober 1975. The Ratfor described here is the one in use on UNIX and Gcos at Bell Laboratories, Murray Hill,

N. J. UNIX is a Trademark of Bell Laboratories
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require that Ratfor really understand Fortran
has been omitted. We will return to this point
in the section on implementation.

Even within the confines of control flow
and cosmetics, we have attempted to be selective
in what features to provide. The intent has
been to provide a small set of the most useful
constructs, rather than to throw in everything
that has ever been thought useful by someone.

The rest of this section contains an infor-
mal description of the Ratfor language. The
control flow aspects will be quite familiar to
readers used to languages like Algol, PL/I, Pas-
cal, etc.,, and the cosmetic changes are equally
straightforward. We shall concentrate on show-
ing what the language looks like.

Statement Grouping

Fortran provides no way to group state-
ments together, short of making them into a
subroutine. The standard construction “if a
condition is true, do this group of things,” for
example,

if (x > 100)
{ call error("x>100"); err = 1; return }

cannot be written directly in Fortran. Instead a
programmer is forced to translate this relatively
clear thought into murky Fortran, by stating the
negative condition and branching around the
group of statements:

if (x .le. 100) goto 10
call error(5hx>100)
err = 1
return
10

When the program doesn’t work, or when it
must be modified, this must be translated back
into a clearer form before one can be sure what
it does.

Ratfor eliminates this error-prone and
confusing back-and-forth translation; the first
form is the way the computation is written in
Ratfor. A group of statements can be treated as
a unit by enclosing them in the braces { and }.
This is true throughout the language: wherever a
single Ratfor statement can be used, there can
be several enclosed in braces. (Braces seem
clearer and less obtrusive than begin and end
or do and end, and of course do and end
already have Fortran meanings.)

Cosmetics contribute to the readability of
code, and thus to its understandability. The
character “>” is clearer than “.GT.”, so Ratfor
translates it appropriately, along with several
other similar shorthands. Although many For-
tran compilers permit character strings in quotes

(like ”x>100"), quotes are not allowed in ANSI
Fortran, so Ratfor converts it into the right
number of H’s: computers count better than
people do.

Ratfor is a free-form language: statements
may appear anywhere on a line, and several may
appear on one line if they are separated by semi-
colons. The example above could also be written
as

if (x > 100) {
call error(”x>100")
err = 1
return
}
In this case, no semicolon is needed at the end
of each line because Ratfor assumes there is one
statement per line unless told otherwise.

Of course, if the statement that follows the
if is a single statement (Ratfor or otherwise), no
braces are needed:

if (y <= 0.0 &z <= 0.0)
write(6, 20) y, z

No continuation need be indicated because the
statement is clearly not finished on the first line.
In general Ratfor continues lines when it seems
obvious that they are not yet done. (The con-
tinuation convention is discussed in detail later.)

Although a free-form language permits
wide latitude in formatting styles, it is wise to
pick one that is readable, then stick to it. In
particular, proper indentation is vital, to make
the logical structure of the program obvious to
the reader.

The “else” Clause

Ratfor provides an else statement to han-
dle the construction “if a condition is true, do
this thing, otherwise do that thing.”

if (a <=Db)

{ sw = 0; write(6, 1) a, b }
else

{ sw = 1; write(6, 1) b, a }

This writes out the smaller of a and b, then the
larger, and sets sw appropriately.

The Fortran equivalent of this code is cir-
cuitous indeed:



if (a .gt. b) goto 10
sw =0
write(6, 1) a, b
goto 20
10 sw =1
write(6, 1) b, a
20

This is a mechanical translation; shorter forms
exist, as they do for many similar situations.
But all translations suffer from the same prob-
lem: since they are translations, they are less
clear and understandable than code that is not a
translation. To understand the Fortran version,
one must scan the entire program to make sure
that no other statement branches to statements
10 or 20 before one knows that indeed this is an
if-else construction. With the Ratfor version,
there is no question about how one gets to the
parts of the statement. The if-else is a single
unit, which can be read, understood, and ignored
if not relevant. The program says what it
means.

As before, if the statement following an if
or an else is a single statement, no braces are
needed:

if (a <= D)
sw =0
else
sw =1

The syntax of the if statement is

if (legal Fortran condition)
Ratfor statement
else
Ratfor statement

where the else part is optional. The legal For-
tran condition is anything that can legally go
into a Fortran Logical IF. Ratfor does not check
this clause, since it does not know enough For-
tran to know what is permitted. The Ratfor
statement is any Ratfor or Fortran statement, or
any collection of them in braces.

Nested if’s

Since the statement that follows an if or
an else can be any Ratfor statement, this leads
immediately to the possibility of another if or
else. As a useful example, consider this prob-
lem: the variable f is to be set to —1 if x is less
than zero, to +1 if x is greater than 100, and to
0 otherwise. Then in Ratfor, we write
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if (x < 0)
f=-1
else if (x > 100)
f=+41
else
f=0

Here the statement after the first else is
another if-else. Logically it is just a single
statement, although it is rather complicated.

This code says what it means. Any ver-
sion written in straight Fortran will necessarily
be indirect because Fortran does not let you say
what you mean. And as always, clever shortcuts
may turn out to be too clever to understand a
year from now.

Following an else with an if is one way to
write a multi-way branch in Ratfor. In general
the structure

if (...)

else if (...)

else if (...)

else

provides a way to specify the choice of exactly
one of several alternatives. (Ratfor also provides
a switch statement which does the same job in
certain special cases; in more general situations,
we have to make do with spare parts.) The tests
are laid out in sequence, and each one is fol-
lowed by the code associated with it. Read
down the list of decisions until one is found that
is satisfied. The code associated with this condi-
tion is executed, and then the entire structure is
finished. The trailing else part handles the
“default” case, where none of the other condi-
tions apply. If there is no default action, this
final else part is omitted:

if (x < 0)
x=0
else if (x > 100)
x = 100

if-else ambiguity

There is one thing to notice about compli-
cated structures involving nested if’s and else’s.
Consider
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if (x > 0)
if (y > 0)
write(6, 1) x, y
else

write(6, 2) y

There are two if’s and only one else. Which if
does the else go with?

This is a genuine ambiguity in Ratfor, as
it is in many other programming languages. The
ambiguity is resolved in Ratfor (as elsewhere) by
saying that in such cases the else goes with the
closest previous un-else’ed if. Thus in this case,
the else goes with the inner if, as we have indi-
cated by the indentation.

It is a wise practice to resolve such cases
by explicit braces, just to make your intent clear.
In the case above, we would write

if (x>0) {
if (y > 0)
write(6, 1) x, y
else
write(6, 2) y
1

which does not change the meaning, but leaves
no doubt in the reader’s mind. If we want the
other association, we must write

if(x>0){
if (y > 0)
write(6, 1) x, y
}
else

write(6, 2) y

The “switch” Statement

The switch statement provides a clean
way to express multi-way branches which branch
on the value of some integer-valued expression.
The syntax is

switch (expression) {

case exprl :
statements

case expr2, expr3:
statements

default:
statements

}

Each case is followed by a list of comma-
separated integer expressions. The expression

inside switch is compared against the case

...... itch compared against the case
expressions exprl, expr2, and so on in turn until
one matches, at which time the statements fol-
lowing that case are executed. If no cases

match expression, and there is a default sec-
tion, the statements with it are done; if there is
no default, nothing is done. In all situations,
as soon as some block of statements is executed,
the entire switch is exited immediately.
(Readers familiar with C[4] should beware that
this behavior is not the same as the C switch.)

The “do” Statement

The do statement in Ratfor is quite simi-
lar to the DO statement in Fortran, except that it
uses no statement number. The statement
number, after all, serves only to mark the end of
the DO, and this can be done just as easily with
braces. Thus

doi=1,n{
x(i) = 0.0
y(@) = 0.0
z(i) = 0.0

}

is the same as

dol10i=1,n
x(i) = 0.0
y(@i) = 0.0
z(i) = 0.0

10 continue

The syntax is:

do legal-Fortran-DO-text
Ratfor statement

The part that follows the keyword do has to be
something that can legally go into a Fortran DO
statement. Thus if a local version of Fortran
allows DO limits to be expressions (which is not
currently permitted in ANSI Fortran), they can
be used in a Ratfor do.

The Ratfor statement part will often be
enclosed in braces, but as with the if, a single
statement need not have braces around it. This
code sets an array to zero:

doi=1,n
x(i) = 0.0
Slightly more complicated,
doi=1,n
doj=1,n

m(i, j) =0

sets the entire array m to zero, and



doi=1,n
doj=1,n

if i<j)
mf(i, j) = -1

else if i ==j)
m(@, j) =0

else
m(, j) = +1

sets the upper triangle of m to —1, the diagonal
to zero, and the lower triangle to +1. (The
operator == is “equals”, that is, “.EQ.”.) In each
case, the statement that follows the do is logi-
cally a single statement, even though compli-
cated, and thus needs no braces.

“break” and “next”

Ratfor provides a statement for leaving a
loop early, and one for beginning the next itera-
tion. break causes an immediate exit from the
do; in effect it is a branch to the statement after
the do. next is a branch to the bottom of the
loop, so it causes the next iteration to be done.
For example, this code skips over negative values
in an array:

doi=1,n{
if (x(i) < 0.0)
next
process positive element

}

break and next also work in the other Ratfor
looping constructions that we will talk about in
the next few sections.

break and next can be followed by an
integer to indicate breaking or iterating that
level of enclosing loop; thus

break 2

exits from two levels of enclosing loops, and
break 1 is equivalent to break. next 2
iterates the second enclosing loop. (Realistically,
multi-level break’s and next’s are not likely to
be much used because they lead to code that is
hard to understand and somewhat risky to
change.)

The “while” Statement

One of the problems with the Fortran DO
statement is that it generally insists upon being
done once, regardless of its limits. If a loop
begins

DOI=21

this will typically be done once with I set to 2,
even though common sense would suggest that
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perhaps it shouldn’t be. Of course a Ratfor do
can easily be preceded by a test

if G <=k)
doi=3jk {

}

but this has to be a conscious act, and is often
overlooked by programmers.

A more serious problem with the DO state-
ment is that it encourages that a program be
written in terms of an arithmetic progression
with small positive steps, even though that may
not be the best way to write it. If code has to be
contorted to fit the requirements imposed by the
Fortran Do, it is that much harder to write and
understand.

To overcome these difficulties, Ratfor pro-
vides a while statement, which is simply a loop:
“while some condition is true, repeat this group
of statements”. It has no preconceptions about
why one is looping. For example, this routine to
compute sin(x) by the Maclaurin series combines
two termination criteria.

real function sin(x, e)
# returns sin(x) to accuracy e, by
# sin(x) = x - x**3/3! + x**5/5! - ...

sin = x
term = x

i=3

while (abs(term)>e & 1<100) {
term = -term * x**2 / float(i*(i-1))
sin = sin + term
i=1+2

}

return
end

Notice that if the routine is entered with
term already smaller than e, the loop will be
done zero times, that is, no attempt will be
made to compute x**3 and thus a potential
underflow is avoided. Since the test is made at
the top of a while loop instead of the bottom, a
special case disappears — the code works at one
of its boundaries. (The test i<100 is the other
boundary — making sure the routine stops after
some maximum number of iterations.)

As an aside, a sharp character “#” in a
line marks the beginning of a comment; the rest
of the line is comment. Comments and code can
co-exist on the same line — one can make mar-
ginal remarks, which is not possible with
Fortran’s “C in column 1” convention. Blank

lines are also permitted anywhere (they are not
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in Fortran); they should be used to emphasize
the natural divisions of a program.

The syntax of the while statement is

while (legal Fortran condition)
Ratfor statement

As with the if, legal Fortran condition is some-
thing that can go into a Fortran Logical IF, and
Ratfor statement is a single statement, which
may be multiple statements in braces.

The while encourages a style of coding
not normally practiced by Fortran programmers.
For example, suppose nextch is a function
which returns the next input character both as a
function value and in its argument. Then a loop
to find the first non-blank character is just

while (nextch(ich) == iblank)

’

A semicolon by itself is a null statement, which
is necessary here to mark the end of the while;
if it were not present, the while would control
the next statement. When the loop is broken,
ich contains the first non-blank. Of course the
same code can be written in Fortran as

100  if (nextch(ich) .eq. iblank) goto 100

but many Fortran programmers (and a few com-
pilers) believe this line is illegal. The language
at one’s disposal strongly influences how one
thinks about a problem.

The “for” Statement

The for statement is another Ratfor loop,
which attempts to carry the separation of loop-
body from reason-for-looping a step further than
the while. A for statement allows explicit ini-
tialization and increment steps as part of the
statement. For example, a DO loop is just

fori=1i<=nji=1i+1)..
This is equivalent to
i=1
while (i <= n) {
i=i+1
}

The initialization and increment of i have been
moved into the for statement, making it easier
to see at a glance what controls the loop.

The for and while versions have the
advantage that they will be done zero times if n
is less than 1; this is not true of the do.

The loop of the sine routine in the previ-
ous section can be re-written with a for as

for (i=3; abs(term) > e & i < 100; i=i+2) {
term = -term * x**2 / float(i*(i-1))
sin = sin + term

The syntax of the for statement is

for ( init ; condition ; increment )
Ratfor statement

init is any single Fortran statement, which gets
done once before the loop begins. increment is
any single Fortran statement, which gets done at
the end of each pass through the loop, before the
test. condition is again anything that is legal in
a logical IF. Any of init, condition, and incre-
ment may be omitted, although the semicolons
must always be present. A non-existent condi-
tion is treated as always true, so for(y;) is an
indefinite repeat. (But see the repeat-until in
the next section.)

The for statement is particularly useful
for backward loops, chaining along lists, loops
that might be done zero times, and similar
things which are hard to express with a DO state-
ment, and obscure to write out with IF’s and
GOTO’s. For example, here is a backwards DO
loop to find the last non-blank character on a
card:

for(i=80;i>0;i=1-1)
if (card(i) != blank)
break

(“!=" is the same as “NE.”). The code scans the
columns from 80 through to 1. If a non-blank is
found, the loop is immediately broken. (break
and next work in for’s and while’s just as in
do’s). If i reaches zero, the card is all blank.

This code is rather nasty to write with a
regular Fortran DO, since the loop must go for-
ward, and we must explicitly set up proper con-
ditions when we fall out of the loop. (Forgetting
this is a common error.) Thus:

DO10J =1,80
I=281-J
IF (CARD(I) .NE. BLANK) GO TO 11
10 CONTINUE
I=0
11

The version that uses the for handles the termi-
nation condition properly for free; i is zero when
we fall out of the for loop.

The increment in a for need not be an
arithmetic progression; the following program
walks along a list (stored in an integer array
ptr) until a zero pointer is found, adding up ele-
ments from a parallel array of values:



sum = 0.0
for (i = first; i > 0; 1 = ptr(i))
sum = sum + value(i)

Notice that the code works correctly if the list is
empty. Again, placing the test at the top of a
loop instead of the bottom eliminates a potential
boundary error. ‘

The “repeat-until” statement

In spite of the dire warnings, there are
times when one really needs a loop that tests at
the bottom after one pass through. This service
is provided by the repeat-until:

repeat
Ratfor statement
until (legal Fortran condition)

The Ratfor statement part is done once, then
the condition is evaluated. If it is true, the loop
is exited; if it is false, another pass is made.

The until part is optional, so a bare
repeat is the cleanest way to specify an infinite
loop. Of course such a loop must ultimately be
broken by some transfer of control such as stop,
return, or break, or an implicit stop such as
running out of input with a READ statement.

As a matter of observed fact[8], the
repeat-until statement is much less used than
the other looping constructions; in particular, it
is typically outnumbered ten to one by for and
while. Be cautious about using it, for loops that
test only at the bottom often don’t handle null
cases well.

More on break and next

break exits immediately from do, while,
for, and repeat-until. next goes to the test
part of do, while and repeat-until, and to the
increment step of a for.

“return” Statement

The standard Fortran mechanism for
returning a value from a function uses the name
of the function as a variable which can be
assigned to; the last value stored in it is the
function value upon return. For example, here
is a routine equal which returns 1 if two arrays
are identical, and zero if they differ. The array
ends are marked by the special value —1.
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# equal —compare strl to str2;

#  return 1 if equal, O if not
integer function equal(strl, str2)
integer str1(100), str2(100)
integer i

for (1 = 1; strl(i) == str2(i);i=i+ 1)
if (str1(i) == 1) {
equal = 1
return
}
equal = 0
return
end

In many languages (e.g., PL/I) one instead
says

return (expression)

to return a value from a function. Since this is
often clearer, Ratfor provides such a return
statement — in a function F,
return(expression) is equivalent to

{ F = expression; return }
For example, here is equal again:

# equal —_compare strl to str2;

#  return 1 if equal, O if not
integer function equal(strl, str2)
integer str1(100), str2(100)
integer i

for (i = 1; strl(i) == str2(i);i =i+ 1)
if (stri(i) == -1)
return(1)
return(0)
end

If there is no parenthesized expression after
return, a normal RETURN is made. (Another
version of equal is presented shortly.)

Cosmetics

As we said above, the visual appearance of
a language has a substantial effect on how easy
it is to read and understand programs. Accord-
ingly, Ratfor provides a number of cosmetic
facilities which may be used to make programs
more readable.

Free-form Input

Statements can be placed anywhere on a
line; long statements are continued automati-
cally, as are long conditions in if, while, for,
and until. Blank lines are ignored. Multiple
statements may appear on one line, if they are
separated by semicolons. No semicolon is
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needed at the end of a line, if Ratfor can make
some reasonable guess about whether the state-
ment ends there. Lines ending with any of the
characters

= + - * , | & ( —

are assumed to be continued on the next line.
Underscores are discarded wherever they occur;
all others remain as part of the statement.

Any statement that begins with an all-
numeric field is assumed to be a Fortran label,
and placed in columns 1-5 upon output. Thus

write(6, 100); 100 format(”hello”)
is converted into

write(6, 100)
100  format(5hhello)

Translation Services

Text enclosed in matching single or double
quotes is converted to nH... but is otherwise
unaltered (except for formatting — it may get
split across card boundaries during the reformat-
ting process). Within quoted strings, the
backslash \’ serves as an escape character: the
next character is taken literally. This provides a
way to get quotes (and of course the backslash
itself) into quoted strings:

AN

is a string containing a backslash and an apos-
trophe. (This is not the standard convention of
doubled quotes, but it is easier to use and more
general.)

Any line that begins with the character
‘%’ is left absolutely unaltered except for strip-
ping off the ‘%’ and moving the line one posi-
tion to the left. This is useful for inserting con-
trol cards, and other things that should not be
transmogrified (like an existing Fortran pro-
gram). Use ‘%’ only for ordinary statements,
not for the condition parts of if, while, etc., or
the output may come out in an unexpected
place.

The following character translations are
made, except within single or double quotes or
on a line beginning with a ‘%"

== .eq. 1= .ne.
> .gt. >= .ge.
< It <= le.
& .and | .or.
! .not - not
In addition, the following translations are pro-

devices with restricted character

j=N

vided for inpu
sets.

$( { $) }

“define” Statement

Any string of alphanumeric characters can
be defined as a name; thereafter, whenever that
name occurs in the input (delimited by non-
alphanumerics) it is replaced by the rest of the
definition line. (Comments and trailing white
spaces are stripped off). A defined name can be
arbitrarily long, and must begin with a letter.

define is typically used to create symbolic
parameters:

define ROWS100
define COLS 50

dimension a(ROWS), b(ROWS, COLS)
if i > ROWS | j> COLS) ...
Alternately, definitions may be written as
define(ROWS, 100)

In this case, the defining text is everything after
the comma wup to the balancing right
parenthesis; this allows multi-line definitions.

It is generally a wise practice to use sym-
bolic parameters for most constants, to help
make clear the function of what would otherwise
be mysterious numbers. As an example, here is
the routine equal again, this time with symbolic
constants.

define YES 1
define NO 0
define EOS -1
define ARB 100

# equal —compare strl to str2;

#  return YES if equal, NO if not
integer function equal(strl, str2)
integer str1(ARB), str2(ARB)
integer i

for (i = 1; str1(i) == str2(i);i =1+ 1)
if (str1(i) == EOS)
return(YES)
return(NO)
end

“include” Statement

The statement

include file

vosmm £
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the Ratfor input ini place of the include state-
ment. The standard usage is to place COMMON
blocks on a file, and include that file whenever



a copy is needed:

subroutine x
include commonblocks

end
suroutine y
include commonblocks

end
This ensures that all copies of the COMMON
blocks are identical

Pitfalls, Botches, Blemishes and other
Failings

Ratfor catches certain syntax errors, such
as missing braces, else clauses without an if,
and most errors involving missing parentheses in
statements. Beyond that, since Ratfor knows no
Fortran, any errors you make will be reported by
the Fortran compiler, so you will from time to
time have to relate a Fortran diagnostic back to
the Ratfor source.

Keywords are reserved — using if, else,
etc., as variable names will typically wreak
havoc. Don’t leave spaces in keywords. Don’t
use the Arithmetic IF.

The Fortran nH convention is not recog-
nized anywhere by Ratfor; use quotes instead.

3. IMPLEMENTATION

Ratfor was originally written in C[4] on
the UNIX operating system[5]. The language is
specified by a context free grammar and the
compiler constructed using the YACC compiler-
compiler[6].

The Ratfor grammar is simple and
straightforward, being essentially

prog : stat
| prog stat
stat  :if (...) stat
| if (...) stat else stat
| while (...) stat
| for (...; ...; ...) stat
| do ... stat
| repeat stat
| repeat stat until (...)
| switeh (...) { case ...: prog ...
default: prog }
| return
| break
| next
! digits stat

Qlgiv

| { prog }
| anything unrecognizable

The observation that Ratfor knows no Fortran
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follows directly from the rule that says a state-
ment is “anything unrecognizable”. In fact most
of Fortran falls into this category, since any
statement that does not begin with one of the
keywords is by definition “unrecognizable.”

Code generation is also simple. If the first
thing on a source line is not a keyword (like if,
else, etc.) the entire statement is simply copied
to the output with appropriate character transla-
tion and formatting. (Leading digits are treated
as a label.) Keywords cause only slightly more
complicated actions. For example, when if is
recognized, two consecutive labels L and L+1
are generated and the value of L is stacked. The
condition is then isolated, and the code

if (.not. (condition)) goto L

is output. The statement part of the if is then
translated. When the end of the statement is
encountered (which may be some distance away
and include nested if’s, of course), the code

L continue

is generated, unless there is an else clause, in
which case the code is

goto L+1
L continue

In this latter case, the code
L+1 continue

is produced after the statement part of the else.
Code generation for the various loops is equally
simple.

One might argue that more care should be
taken in code generation. For example, if there
is no trailing else,

if(i>0)x=a
should be left alone, not converted into

if (.not. (i .gt. 0)) goto 100
XxX=a
100  continue

But what are optimizing compilers for, if not to
improve code? It is a rare program indeed
where this kind of “inefficiency” will make even
a measurable difference. In the few cases where
it is important, the offending lines can be pro-
tected by ‘%’

The use of a compiler-compiler is
definitely the preferred method of software
development. The language is well-defined, with
few syntactic irregularities. Implementation is
quite simple; the original construction took
under a week. The language is sufficiently sim-
ple, however, that an ad hoc recognizer can be

readily constructed to do the same job if no



2-120 RATFOR

compiler-compiler is available.

The C version of Ratfor is used on UNIX
and on the Honeywell GCOS systems. C com-
pilers are not as widely available as Fortran,
however, so there is also a Ratfor written in
itself and originally bootstrapped with the C ver-
sion. The Ratfor version was written so as to
translate into the portable subset of Fortran
described in [1], so it is portable, having been
run essentially without change on at least twelve
distinct machines. (The main restrictions of the
portable subset are: only one character per
machine word; subscripts in the form c*v+c;
avoiding expressions in places like DO loops; con-
sistency in subroutine argument usage, and in
COMMON declarations. Ratfor itself will not gra-
tuitously generate non-standard Fortran.)

The Ratfor version is about 1500 lines of
Ratfor (compared to about 1000 lines of C); this
compiles into 2500 lines of Fortran. This expan-
sion ratio is somewhat higher than average, since
the compiled code contains unnecessary
occurrences of COMMON declarations. The exe-
cution time of the Ratfor version is dominated
by two routines that read and write cards.
Clearly these routines could be replaced by
machine coded local versions; unless this is done,
the efficiency of other parts of the translation
process is largely irrelevant.

4. EXPERIENCE

Good Things

“It’s so much better than Fortran” is the
most common response of users when asked how
well Ratfor meets their needs. Although cynics
might consider this to be vacuous, it does seem
to be true that decent control flow and cosmetics
converts Fortran from a bad language into quite
a reasonable one, assuming that Fortran data
structures are adequate for the task at hand.

Although there are no quantitative results,
users feel that coding in Ratfor is at least twice
as fast as in Fortran. More important, debug-
ging and subsequent revision are much faster
than in Fortran. Partly this is simply because
the code can be read. The looping statements
which test at the top instead of the bottom seem
to eliminate or at least reduce the occurrence of
a wide class of boundary errors. And of course it
is easy to do structured programming in Ratfor;
this self-discipline also contributes markedly to
reliability.

One interesting and encouraging fact is

1 3 nd ta hao ac
that programs written in Ratfor tend to be as

readable as programs written in more modern
languages like Pascal. Once one is freed from
the shackles of Fortran’s clerical detail and rigid

input format, it is easy to write code that is
readable, even esthetically pleasing. For exam-
ple, here is a Ratfor implementation of tne
linear table search discussed by Knuth [7]:

A(m+1) = x
for(i=1A0)!=xi=i+1)

if (i > r,n) {
m = i
B =1
}
else

B() = B() + 1

A large corpus (5400 lines) of Ratfor, including a
subset of the Ratfor preprocessor itself, can be
found in [8].

Bad Things

The biggest single problem is that many
Fortran syntax errors are not detected by Ratfor
but by the local Fortran compiler. The compiler
then prints a message in terms of the generated
Fortran, and in a few cases this may be difficult
to relate back to the offending Ratfor line, espe-
cially if the implementation conceals the gen-
erated Fortran. This problem could be dealt
with by tagging each generated line with some
indication of the source line that created it, but
this is inherently implementation-dependent, so
no action has yet been taken. Error message
interpretation is actually not so arduous as
might be thought. Since Ratfor generates no
variables, only a simple pattern of 1F’s and
GOTO’s, data-related errors like missing DIMEN-
SION statements are easy to find in the Fortran.
Furthermore, there has been a steady improve-
ment in Ratfor’s ability to catch trivial syntactic
errors like unbalanced parentheses and quotes.

There are a number of implementation
weaknesses that are a nuisance, especially to new
users. For example, keywords are reserved.
This rarely makes any difference, except for
those hardy souls who want to use an Arithmetic
IF. A few standard Fortran constructions are not
accepted by Ratfor, and this is perceived as a
problem by users with a large corpus of existing
Fortran programs. Protecting every line with a
‘%’ is not really a complete solution, although it
serves as a stop-gap. The best long-term solu-
tion is provided by the program Struct [9],
which converts arbitrary Fortran programs into
Ratfor.

Users who export programs often complain
that the generated Fortran is “unreadable”
because it is not tastefully formatted and con-
tains extraneous CONTINUE statements. To some
extent this can be ameliorated (Ratfor now has
an option to copy Ratfor comments into the gen-



erated Fortran), but it has always seemed that
effort is better spent on the input language than
on the output esthetics.

One final problem is partly attributable to
success — since Ratfor is relatively easy to
modify, there are now several dialects of Ratfor.
Fortunately, so far most of the differences are in
character set, or in invisible aspects like code
generation.

5. CONCLUSIONS

Ratfor demonstrates that with modest
effort it is possible to convert Fortran from a
bad language into quite a good one. A prepro-
cessor is clearly a useful way to extend or
ameliorate the facilities of a base language.

When designing a language, it is important
to concentrate on the essential requirement of
providing the user with the best language possi-
ble for a given effort. One must avoid throwing
in “features” — things which the user may trivi-
ally construct within the existing framework.

One must also avoid getting sidetracked
on irrelevancies. For instance it seems pointless
for Ratfor to prepare a neatly formatted listing
of either its input or its output. The user is
presumably capable of the self-discipline
required to prepare neat input that reflects his
thoughts. It is much more important that the
language provide free-form input so he can for-
mat it neatly. No one should read the output
anyway except in the most dire circumstances.
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Appendix: Usage on UNIX and GCOSs.
Beware — local customs vary. Check with a native before going into the jungle.

UNIX

The program ratfor is the basic translator; it takes either a list of file names or the standard
input and writes Fortran on the standard output. Options include —6x, which uses x as a continuation
character in column 6 (UNIX uses & in column 1), and —C, which causes Ratfor comments to be copied
into the generated Fortran.

The program rc provides an interface to the ratfor command which is much the same as ce.
Thus

rc [options] files

compiles the files specified by files. Files with names ending in .r are Ratfor source; other files are
assumed to be for the loader. The flags —C and —6x described above are recognized, as are

- compile only; don | load

£ save intermediate Fortran .{ files

T Ratfor only; implies -c and —f

2 use big Fortran compiler (for large programs)

-U flag undeclared variables (not universally available)

Other flags are passed on to the loader.

GCOS

The program ./ratfor is the bare translator, and is identical to the UNIX version, except that the
continuation convention is & in column 6. Thus

Jratfor files >output
translates the Ratfor source on files and collects the generated Fortran on file ‘output’ for subsequent
processing.

J/rc provides much the same services as re (within the limitations of GCOS), regrettably with a
somewhat different syntax. Options recognized by ./rc include

name Ratfor source or library, depending on type
h=/name make T'SS H* file (runnable version); run as /name
r=/name update and use random library

a= compile as ascii (default is bed)

C= copy comments into Fortran

f=name Fortran source file

g=name gmap source file

Other options are as specified for the ./ec command described in [4].

TSO, TSS, and other systems
Ratfor exists on various other systems; check with the author for specifics.
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The Programming Language EFL

Stuart I. Feldman
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1. INTRODUCTION

1.1. Purpose

EFL is a clean, general purpose computer language intended to encourage portable pro-
gramming. It has a uniform and readable syntax and good data and control flow structuring.
EFL programs can be translated into efficient Fortran code, so the EFL programmer can take
advantage of the ubiquity of Fortran, the valuable libraries of software written in that language.
and the portability that comes with the use of a standardized language, without suffering from
Fortran’s many failings as a language. It is especially useful for numeric programs. Thus, the
EFL language permits the programmer to express complicated ideas in a comprehensible way,
while permitting access to the power of the Fortran environment.

1.2. History

EFL can be viewed as a descendant of B. W. Kernighan’s Ratfor [1]; the name originally
stood for ‘Extended Fortran Language’. A. D. Hall designed the initial version of the language
and wrote a preliminary version of a compiler. I extended and modified the language and wrote
a full compiler (in C) for it. The current compiler is much more than a simple preprocessor: it
attempts to diagnose all syntax errors, to provide readable Fortran output, and to avoid a
number of niggling restrictions. To achieve this goal, a sizable two-pass translator is needed.

1.3. Notation

In examples and syntax specifications, boldface type is used to indicate literal words and
punctuation, such as while. Words in iralic type indicate an item in a category, such as an
expression. A construct surrounded by double brackets represents a list of one or more of those
items, separated by commas. Thus, the notation

[ item]
could refer to any of the following:

item
item, item
item, item, item

The reader should have a fair degree of familiarity with some procedural language. There
will be occasional references to Ratfor and to Fortran which may be ignored if the reader is
unfamiliar with those languages.



2-124 EFL
2. LEXICAL FORM

2.1. Character Set
The following characters are legal in an EFL program:

letters abcdefghijkim
nopqrstuvwxyz

digits 0123456789

white space blank tab

quotes o

sharp #

continuation -

braces {1}

parentheses ()

other s 300 . = e/

=< > & - |

Letter case (upper or lower) is ignored except within strings, so ‘a’ and ‘A’ are treated as the
same character. All of the examples below are printed in lower case. An exclamation mark
(‘') may be used in place of a tilde (*=’). Square brackets (‘[" and ‘]") may be used in place of
braces (‘(’ and ‘}").

2.2. Lines

EFL is a line-oriented language. Except in special cases (discussed below), the end of a
line marks the end of a token and the end of a statement. The trailing portion of a line ma<ns1:XMLFault xmlns:ns1="http://cxf.apache.org/bindings/xformat"><ns1:faultstring xmlns:ns1="http://cxf.apache.org/bindings/xformat">java.lang.OutOfMemoryError: Java heap space</ns1:faultstring></ns1:XMLFault>